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While The Python Language Referer{c@ The Python Language Referehdescribes the exact syntax and semantics
of the Python language, this library reference manual describes the standard library that is distributed with Python. It
also describes some of the optional components that are commonly included in Python distributions.

Python’s standard library is very extensive, offering a wide range of facilities as indicated by the long table of contents
listed below. The library contains built-in modules (written in C) that provide access to system functionality such as
file 1/O that would otherwise be inaccessible to Python programmers, as well as modules written in Python that provide
standardized solutions for many problems that occur in everyday programming. Some of these modules are explicitly
designed to encourage and enhance the portability of Python programs by abstracting away platform-specifics into
platform-neutral APIs.

The Python installers for the Windows platform usually includes the entire standard library and often also include many

additional components. For Unix-like operating systems Python is normally provided as a collection of packages, so

it may be necessary to use the packaging tools provided with the operating system to obtain some or all of the optional
components.

In addition to the standard library, there is a growing collection of several thousand components (from individual pro-
grams and modules to packages and entire application development frameworks), available ffgthdhé ackage
Index
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CHAPTER

ONE

INTRODUCTION

The “Python library” contains several different kinds of components.

It contains data types that would normally be considered part of the “core” of a language, such as numbers and lists.
For these types, the Python language core defines the form of literals and places some constraints on their semantics,
but does not fully define the semantics. (On the other hand, the language core does define syntactic properties like the
spelling and priorities of operators.)

The library also contains built-in functions and exceptions — objects that can be used by all Python code without the
need of anmport statement. Some of these are defined by the core language, but many are not essential for the core
semantics and are only described here.

The bulk of the library, however, consists of a collection of modules. There are many ways to dissect this collection.
Some modules are written in C and built in to the Python interpreter; others are written in Python and imported in
source form. Some modules provide interfaces that are highly specific to Python, like printing a stack trace; some
provide interfaces that are specific to particular operating systems, such as access to specific hardware; others provide
interfaces that are specific to a particular application domain, like the World Wide Web. Some modules are available
in all versions and ports of Python; others are only available when the underlying system supports or requires them;
yet others are available only when a particular configuration option was chosen at the time when Python was compiled
and installed.

This manual is organized “from the inside out:” it first describes the built-in data types, then the built-in functions and
exceptions, and finally the modules, grouped in chapters of related modules. The ordering of the chapters as well as
the ordering of the modules within each chapter is roughly from most relevant to least important.

This means that if you start reading this manual from the start, and skip to the next chapter when you get bored, you
will get a reasonable overview of the available modules and application areas that are supported by the Python library.
Of course, you donhaveto read it like a novel — you can also browse the table of contents (in front of the manual), or
look for a specific function, module or term in the index (in the back). And finally, if you enjoy learning about random
subjects, you choose a random page number (see madulem ) and read a section or two. Regardless of the order

in which you read the sections of this manual, it helps to start with ch&ptiérin Functions as the remainder of the
manual assumes familiarity with this material.

Let the show begin!
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CHAPTER

TWO

BUILT-IN FUNCTIONS

The Python interpreter has a number of functions built into it that are always available. They are listed here in
alphabetical order.

abs (x)
Return the absolute value of a number. The argument may be a plain or long integer or a floating point number.
If the argument is a complex number, its magnitude is returned.

all (iterable
Return True if all elements of theerableare true (or if the iterable is empty). Equivalent to:

def all (iterable):
for element in iterable:
if not element:
return  False
return  True

New in version 2.5.

any ( iterable)
Return True if any element of thierableis true. If the iterable is empty, return False. Equivalent to:

def any (iterable):
for element in iterable:
if element:
return  True
return  False

New in version 2.5.

basestring ()
This abstract type is the superclass $or andunicode . It cannot be called or instantiated, but it can be

used to test whether an object is an instancetof or unicode . isinstance(obj, basestring) is
equivalent tdsinstance(obj, (str, unicode)) . New in version 2.3.
bin (x)

Convert an integer number to a binary string. The result is a valid Python expresskas.niét a Pythorint
object, it has to define an index ()  method that returns an integer. New in version 2.6.

bool ([x])
Convert a value to a Boolean, using the standard truth testing procedwés fiilse or omitted, this returns
False ; otherwise it returngrue . bool is also a class, which is a subclassmf . Classbool cannot be
subclassed further. Its only instancesaeése andTrue . New in version 2.2.1.Changed in version 2.3: If no
argument is given, this function returfslse .
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callable (objec)
ReturnTrue if the objectargument appears callableglse if not. If this returns true, it is still possible that a
call fails, but if it is false, callingbjectwill never succeed. Note that classes are callable (calling a class returns
a new instance); class instances are callable if they haveall () method.

chr (i)
Return a string of one character whose ASCII code is the intedesr examplechr(97)  returns the string
'a’ . Thisis the inverse ofrd() . The argument must be in the range [0..255], inclusitedpeError  will
be raised ifi is outside that range. See alsoichr()

classmethod ( function
Return a class method function

A class method receives the class as implicit first argument, just like an instance method receives the instance.
To declare a class method, use this idiom:

class C:
@classmethod
def f(cls, argl, arg2, S

The @classmethod form is a functiondecorator— see the description of function definitionsFuminction
definitions(in The Python Language Referehéar details.

It can be called either on the class (suchCaK) ) or on an instance (such &).f() ). The instance is
ignored except for its class. If a class method is called for a derived class, the derived class object is passed as
the implied first argument.

Class methods are different than C++ or Java static methods. If you want thosgtseeethod() in this
section.

For more information on class methods, consult the documentation on the standard type hierahghgtan-
dard type hierarchyin The Python Language RefereljcHew in version 2.2.Changed in version 2.4: Function
decorator syntax added.

cmp( X, y)
Compare the two objectsandy and return an integer according to the outcome. The return value is negative if
X < y,zeroifx == y and strictly positive ik > vy.

compile ( source, filename, mode, [flags, [dont_inheijt]]
Compile thesourceinto a code or AST object. Code objects can be executed byan statement or evaluated
by a call toeval() . sourcecan either be a string or an AST object. Refer todhke module documentation
for information on how to work with AST objects.

The filenameargument should give the file from which the code was read; pass some recognizable value if it

wasn't read from a file’€string>’ is commonly used).

The modeargument specifies what kind of code must be compiled; it caexer’ if sourceconsists of a
sequence of statementsyal’ if it consists of a single expression, @ingle’ if it consists of a single
interactive statement (in the latter case, expression statements that evaluate to something dttwerethat
be printed).

The optional argumenftagsanddont_inheritcontrol which future statements (sSB&P 239 affect the compi-

lation of source If neither is present (or both are zero) the code is compiled with those future statements that are
in effect in the code that is calling compile. If tHagsargument is given andont_inheritis not (or is zero) then

the future statements specified by flegsargument are used in addition to those that would be used anyway.

If dont_inheritis a non-zero integer then tflagsargument is it — the future statements in effect around the call

to compile are ignored.

Future statements are specified by bits which can be bitwise ORed together to specify multiple statements. The
bitfield required to specify a given feature can be found astmapiler_flag attribute on the Feature
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instance inthe future_ module.

This function raiseSyntaxError  if the compiled source is invalid, antdypeError if the source contains
null bytes.

Note: When compiling a string with multi-line statements, line endings must be represented by a single
newline character\p’ ), and the input must be terminated by at least one newline character. If line endings
are represented Byr'\n’ | usestr.replace() to change them intdn’ . Changed in version 2.3: The
flagsanddont_inheritarguments were added.Changed in version 2.6: Support for compiling AST objects.

complex ( [real, [imag]])
Create a complex number with the valgal + imagtj or convert a string or number to a complex number. If
the first parameter is a string, it will be interpreted as a complex number and the function must be called without
a second parameter. The second parameter can never be a string. Each argument may be any numeric type
(including complex). Ifimagis omitted, it defaults to zero and the function serves as a numeric conversion
function likeint() ,long() andfloat() . If both arguments are omitted, retui@s.

The complex type is described Mumeric Types — int, float, long, complex

delattr  ( object, namg

This is a relative ofetattr() . The arguments are an object and a string. The string must be the name of one
of the object’s attributes. The function deletes the named attribute, provided the object allows it. For example,
delattr(x, 'foobar’) is equivalent talel x.foobar

dict ([arg])
Create a new data dictionary, optionally with items taken feogn The dictionary type is described liapping
Types — dict

For other containers see the builtlist , set , andtuple classes, and theollections module.

dir ( [object])
Without arguments, return the list of names in the current local scope. With an argument, attempt to return a list
of valid attributes for that object.

If the object has a method nameddir__ () , this method will be called and must return the list of attributes.
This allows objects that implement a custongetattr () or__getattribute_ () function to cus-
tomize the waydir()  reports their attributes.

If the object does not provide dir__ () , the function tries its best to gather information from the object’s
__dict__attribute, if defined, and from its type object. The resulting list is not necessarily complete, and
may be inaccurate when the object has a custogetattr ()

The defaultdir()  mechanism behaves differently with different types of objects, as it attempts to produce the
most relevant, rather than complete, information:

«If the object is a module object, the list contains the names of the module’s attributes.

«If the object is a type or class object, the list contains the names of its attributes, and recursively of the
attributes of its bases.

«Otherwise, the list contains the object’s attributes’ names, the names of its class’s attributes, and recursively
of the attributes of its class’s base classes.

The resulting list is sorted alphabetically. For example:

>>> jmport  struct
>>> dir () # doctest: +SKIP

[ builtins_’, * doc_ ', ' _name__’, 'struct]
>>> dir (struct) # doctest: +NORMALIZE_WHITESPACE
[Struct’, ’__builtins__’, *_doc_’, ' file_ ', ' name_’,

' _package_’, ’_clearcache’, ’calcsize’, ’error, ’'pack’, 'pack_into’,
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‘'unpack’, 'unpack_from’]
>>> class Foo( object ):
def _ dir__ (self ):
return ["kan", "ga", "roo"]

>>> f = Foo()
>>> dir (f)
[ga’, 'kan’, 'ro0’]

Note: Becauselir() is supplied primarily as a convenience for use at an interactive prompt, it tries to supply

an interesting set of names more than it tries to supply a rigorously or consistently defined set of names, and its
detailed behavior may change across releases. For example, metaclass attributes are not in the result list when
the argument is a class.

divmod (a, b)
Take two (non complex) numbers as arguments and return a pair of numbers consisting of their quotient and
remainder when using long division. With mixed operand types, the rules for binary arithmetic operators apply.
For plain and long integers, the result is the sam¢aa#/ b, a % b) . For floating point numbers the
resultis(q, a % b) , whereqis usuallymath.floor(a / b) but may be 1 less than that. In any case
*b + a % bisveryclosetm, if a % bis non-zero it has the same signlasand0 <= abs(a % b)
< abs(b) . Changed in version 2.3: Usirjvmod() with complex numbers is deprecated.

enumerate ( sequence, [start=0]
Return an enumerate objesequencenust be a sequence, aarator, or some other object which supports iter-
ation. Thenext() method of the iterator returned lByyumerate()  returns a tuple containing a count (from
startwhich defaults to 0) and the corresponding value obtained from iteratingtevable enumerate() is

useful for obtaining an indexed seri€B; seq[0]) , (1, seq[1]) . (2, seq[2]) , .... For example:
>>> for i, season in enumerate ([ ' Spring ', ' Summer, 'Fall ', ' Winter ']):
print i, season

0 Spring

1 Summer

2 Fall

3 Winter

New in version 2.3.New in version 2.6: Tkeart parameter.

eval ( expression, [globals, [locals]]
The arguments are a string and optional globals and locals. If pro\gétdzhlsmust be a dictionary. If provided,
localscan be any mapping object. Changed in version 2.4; formecliswas required to be a dictionary. The
expressionargument is parsed and evaluated as a Python expression (technically speaking, a condition list)
using theglobalsandlocals dictionaries as global and local namespace. Ifdglwbalsdictionary is present
and lacks ‘__builtins__’, the current globals are copied mitthals beforeexpressioris parsed. This means
that expressiomormally has full access to the standardouiltin___ module and restricted environments
are propagated. If thiecalsdictionary is omitted it defaults to thglobalsdictionary. If both dictionaries are
omitted, the expression is executed in the environment whext) is called. The return value is the result
of the evaluated expression. Syntax errors are reported as exceptions. Example:

>>> x = 1
>>> print  eval (" x+1")
2

This function can also be used to execute arbitrary code objects (such as those createtiy() ). In
this case pass a code object instead of a string. If the code object has been compilegegith as thekind
argumenteval() ‘s return value will beNone.

8 Chapter 2. Built-in Functions
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Hints: dynamic execution of statements is supported byettex statement. Execution of statements from

a file is supported by thexecfile() function. Theglobals() andlocals() functions returns the
current global and local dictionary, respectively, which may be useful to pass around for aselfy or
execfile()

execfile  (filename, [globals, [locals])
This function is similar to thexec statement, but parses a file instead of a string. It is different from the
import statement in that it does not use the module administration — it reads the file unconditionally and does
not create a new modulé.

The arguments are a file name and two optional dictionaries. The file is parsed and evaluated as a sequence of
Python statements (similarly to a module) using ghebalsandlocals dictionaries as global and local names-

pace. If providedocals can be any mapping object. Changed in version 2.4: formedsls was required

to be a dictionary. If théocals dictionary is omitted it defaults to thglobalsdictionary. If both dictionaries

are omitted, the expression is executed in the environment vehexeile() is called. The return value is

None.

Note: The defaultocalsact as described for functidncals() below: modifications to the defadticals
dictionary should not be attempted. Pass an exgdlcials dictionary if you need to see effects of the code
on locals after functionexecfile() returns. execfile() cannot be used reliably to modify a function’s
locals.

file (filename, [mode, [bufsizg]]
Constructor function for théle  type, described further in sectidiiie Objects The constructor’s arguments
are the same as those of thigen() built-in function described below.

When opening a file, it's preferable to uspen() instead of invoking this constructor directfjle  is more
suited to type testing (for example, writimgjnstance(f, file) ). New in version 2.2.

filter  (function, iterablg
Construct a list from those elementsitdrable for which functionreturns true.iterable may be either a se-
quence, a container which supports iteration, or an iteratdtertible is a string or a tuple, the result also has
that type; otherwise it is always a list.flinctionis None, the identity function is assumed, that is, all elements
of iterablethat are false are removed.

Note thatfilter(function, iterable) is equivalent to[item for item in iterable if
function(item)] if function is notNone and[item for item in iterable if item] if func-
tion isNone.
Seeitertools.filterfalse() for the complementary function that returns elementdterfable for
whichfunctionreturns false.

float ([X])

Convert a string or a number to floating point. If the argument is a string, it must contain a possibly signed
decimal or floating point number, possibly embedded in whitespace. The argument may also be [+|-]nan or
[+]-]inf. Otherwise, the argument may be a plain or long integer or a floating point number, and a floating point
number with the same value (within Python’s floating point precision) is returned. If no argument is given,
returns0.0 .

Note: When passing in a string, values for NaN and Infinity may be returned, depending on the underlying

C library. Float accepts the strings nan, inf and -inf for NaN and positive or negative infinity. The case and a

leading + are ignored as well as a leading - is ignored for NaN. Float always represents NaN and infinity as nan,
inf or -inf.

The float type is described iMumeric Types — int, float, long, complex

format (value, [format_sped]
Convert avalueto a “formatted” representation, as controlledfbsmat_specThe interpretation dormat_spec

11tis used relatively rarely so does not warrant being made into a statement.
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will depend on the type of thealueargument, however there is a standard formatting syntax that is used by
most built-in typesFormat Specification Mini-Language

Note: format(value, format_spec) merely callsvalue.__format__(format_spec) . New
in version 2.6.

frozenset ( [iterable])
Return a frozenset object, optionally with elements taken fitenable The frozenset type is describedSet
Types — set, frozenset

For other containers see the builtdict |, list |, andtuple classes, and theollections module. New
in version 2.4.

getattr  ( object, name, [defaul)]
Return the value of the named attributedaffject namemust be a string. If the string is the name of one
of the object’s attributes, the result is the value of that attribute. For examgplattr(x, 'foobar’)

is equivalent tax.foobar . If the named attribute does not exiggfaultis returned if provided, otherwise
AttributeError is raised.
globals ()

Return a dictionary representing the current global symbol table. This is always the dictionary of the current
module (inside a function or method, this is the module where it is defined, not the module from which it is
called).

hasattr ( object, namp
The arguments are an object and a string. The resltue if the string is the name of one of the object’s
attributesFalse if not. (This is implemented by callingetattr(object, name) and seeing whether it
raises an exception or not.)

hash ( objec)
Return the hash value of the object (if it has one). Hash values are integers. They are used to quickly compare
dictionary keys during a dictionary lookup. Numeric values that compare equal have the same hash value (even
if they are of different types, as is the case for 1 and 1.0).

help ( [object])
Invoke the built-in help system. (This function is intended for interactive use.) If no argument is given, the
interactive help system starts on the interpreter console. If the argument is a string, then the string is looked up
as the name of a module, function, class, method, keyword, or documentation topic, and a help page is printed
on the console. If the argument is any other kind of object, a help page on the object is generated.

This function is added to the built-in namespace bydire module. New in version 2.2.

hex ( x)
Convert an integer number (of any size) to a hexadecimal string. The result is a valid Python expression.
Note: To obtain a hexadecimal string representation for a float, usgédhiehex() method. Changed in
version 2.4: Formerly only returned an unsigned literal.

id (objec)
Return the “identity” of an object. This is an integer (or long integer) which is guaranteed to be unique and

constant for this object during its lifetime. Two objects with non-overlapping lifetimes may have the same
id() value.

CPython implementation detail: This is the address of the object.

input ( [prompt])
Equivalent toeval(raw_input(prompt))

10 Chapter 2. Built-in Functions
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Warning: This function is not safe from user errors! It expects a valid Python expression as input;|if the
input is not syntactically valid, &yntaxError  will be raised. Other exceptions may be raised if thg¢re

is an error during evaluation. (On the other hand, sometimes this is exactly what you need when writing a
quick script for expert use.)

If the readline  module was loaded, thenput()  will use it to provide elaborate line editing and history
features.

Consider using theaw_input() function for general input from users.

int ([x, [base]])

Convert a string or number to a plain integer. If the argument is a string, it must contain a possibly signed
decimal number representable as a Python integer, possibly embedded in whitespdesepheameter gives

the base for the conversion (which is 10 by default) and may be any integer in the range [2, 36], or zero. If
baseis zero, the proper radix is determined based on the contents of string; the interpretation is the same as
for integer literals. (Se&lumeric literals(in The Python Language Referehgelf baseis specified anc is

not a string,TypeError is raised. Otherwise, the argument may be a plain or long integer or a floating point
number. Conversion of floating point numbers to integers truncates (towards zero). If the argument is outside
the integer range a long object will be returned instead. If no arguments are given, feturns

The integer type is described Mumeric Types — int, float, long, complex

isinstance  ( object, classinfp

Return true if theobjectargument is an instance of tlekassinfoargument, or of a (direct or indirect) subclass
thereof. Also return true iflassinfois a type object (new-style class) aoljectis an object of that type or of a
(direct or indirect) subclass thereof.dbjectis not a class instance or an object of the given type, the function
always returns false. Klassinfois neither a class object nor a type object, it may be a tuple of class or type
objects, or may recursively contain other such tuples (other sequence types are not accapasd)nidis not

a class, type, or tuple of classes, types, and such tuplegeError  exception is raised. Changed in version
2.2: Support for a tuple of type information was added.

issubclass ( class, classinfp

Return true ifclassis a subclass (direct or indirect) ofassinfo A class is considered a subclass of itself.
classinfomay be a tuple of class objects, in which case every entgjassinfowill be checked. In any other
case, arypeError  exception is raised. Changed in version 2.3: Support for a tuple of type information was
added.

iter (o, [sentinel)
Return anterator object. The first argument is interpreted very differently depending on the presence of the
second argument. Without a second argumemtust be a collection object which supports the iteration protocol
(the _iter__ () method), or it must support the sequence protocol (thgetitem__ () method with
integer arguments starting @). If it does not support either of those protocolg,peError is raised. If
the second argumensentine] is given, theno must be a callable object. The iterator created in this case
will call o with no arguments for each call to itext() method; if the value returned is equaldentine]
Stoplteration will be raised, otherwise the value will be returned.
One useful application of the second formitef () is to read lines of a file until a certain line is reached. The
following example reads a file untiSTOP" is reached:
with  open (" mydata.txt ") as fp:

for line in iter (fp . readline, "STOP):
process_line(line)

New in version 2.2.

len ()

Return the length (the number of items) of an object. The argument may be a sequence (string, tuple or list) or

11
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a mapping (dictionary).

list ([iterable])
Return a list whose items are the same and in the same orderaisles items. iterable may be either a
sequence, a container that supports iteration, or an iterator objéetalfleis already a list, a copy is made and
returned, similar taterable][:] . For instanceljst(’abc’) returns['a’, ’'b’, 'c] andlist(
1, 2, 3)) returns[1, 2, 3] . If noargumentis given, returns a new empty ljt,
list is a mutable sequence type, as documenteskiquence Types — str, unicode, list, tuple, buffer, xrange
For other containers see the builtdict |, set , andtuple classes, and theollections module.

locals ()

Update and return a dictionary representing the current local symbol table. Free variables are returned by
locals()  whenitis called in function blocks, but not in class blocks.

Note: The contents of this dictionary should not be modified; changes may not affect the values of local and
free variables used by the interpreter.

long ( [x, [base]])

Convert a string or number to a long integer. If the argument is a string, it must contain a possibly signed number
of arbitrary size, possibly embedded in whitespace. B&seargument is interpreted in the same way as for

int() , and may only be given whenis a string. Otherwise, the argument may be a plain or long integer or a
floating point number, and a long integer with the same value is returned. Conversion of floating point numbers
to integers truncates (towards zero). If no arguments are given, réurns

The long type is described iMumeric Types — int, float, long, complex

map( function, iterable, .).

Apply functionto every item ofiterable and return a list of the results. If addition&rable arguments are
passedfunctionmust take that many arguments and is applied to the items from all iterables in parallel. If one
iterable is shorter than another it is assumed to be extendedNwitk items. Iffunctionis None, the identity
function is assumed; if there are multiple argumentsp() returns a list consisting of tuples containing the
corresponding items from all iterables (a kind of transpose operation)tefablearguments may be a sequence

or any iterable object; the result is always a list.

max( iterable, [args...], [key)

With a single argumeriterable, return the largest item of a non-empty iterable (such as a string, tuple or list).
With more than one argument, return the largest of the arguments.

The optionakeyargument specifies a one-argument ordering function like that usdidtfeort() . The
keyargument, if supplied, must be in keyword form (for examphax(a,b,c,key=func) ). Changed in
version 2.5: Added support for the optiorkalyargument.

min ( iterable, [args...], [key)

With a single argumeriterable return the smallest item of a non-empty iterable (such as a string, tuple or list).
With more than one argument, return the smallest of the arguments.

The optionalkeyargument specifies a one-argument ordering function like that uséidtfeort() . The
keyargument, if supplied, must be in keyword form (for examphin(a,b,c,key=func) ). Changed in
version 2.5: Added support for the optiorkalyargument.

next ( iterator, [default])

Retrieve the next item from thigerator by calling itsnext() method. Ifdefaultis given, it is returned if the
iterator is exhausted, otherwiSg¢oplteration is raised. New in version 2.6.

object ()

Return a new featureless objechbject is a base for all new style classes. It has the methods that are common
to all instances of new style classes. New in version 2.2.Changed in version 2.3: This function does not accept
any arguments. Formerly, it accepted arguments but ignored them.
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oct (x)
Convert an integer number (of any size) to an octal string. The result is a valid Python expression. Changed in
version 2.4: Formerly only returned an unsigned literal.

open ( filename, [mode, [bufsize]]
Open afile, returning an object of thike  type described in sectidfile Objects If the file cannot be opened,
IOError israised. When opening afile, it's preferable to apen() instead of invoking théle  construc-
tor directly.

The first two arguments are the same asstolio ‘s fopen() : filenameis the file name to be opened, and
modeis a string indicating how the file is to be opened.

The most commonly-used valuesrmabdeare’r  for reading,w’ for writing (truncating the file if it already

exists), anda’ for appending (which osomeUnix systems means thall writes append to the end of the file
regardless of the current seek position)middeis omitted, it defaults t&r' . The default is to use text mode,

which may converfin’  characters to a platform-specific representation on writing and back on reading. Thus,
when opening a binary file, you should appéid to themodevalue to open the file in binary mode, which will
improve portability. (Appendingp’ is useful even on systems that don't treat binary and text files differently,
where it serves as documentation.) See below for more possible valmeglef The optionabufsizeargument
specifies the file’s desired buffer size: 0 means unbuffered, 1 means line buffered, any other positive value means
use a buffer of (approximately) that size. A negatiwdsizemeans to use the system default, which is usually

line buffered for tty devices and fully buffered for other files. If omitted, the system default is tised.

Modes’r+' ,'w+’ and’'a+’ open the file for updating (note that+' truncates the file). Appentd’ to
the mode to open the file in binary mode, on systems that differentiate between binary and text files; on systems
that don't have this distinction, adding th® has no effect.

In addition to the standarfdpen() valuesmodemay be’U’ or’rU’ . Python is usually built with universal
newline support; supplying)’ opens the file as a text file, but lines may be terminated by any of the following:
the Unix end-of-line conventiohin’ , the Macintosh conventiolr’ , or the Windows conventiofr\n’

All of these external representations are seerirds by the Python program. If Python is built without
universal newline supportmodewith ‘U’ is the same as normal text mode. Note that file objects so opened
also have an attribute callegwlines which has a value dflone (if no newlines have yet been seetw),
v\ , or a tuple containing all the newline types seen.

Python enforces that the mode, after stripgidy , begins with'r ,'w’ or’a’

Python provides many file handling modules includifiginput , 0s, os.path , tempfile , and
shutil . Changed in version 2.5: Restriction on first letter of mode string introduced.
ord (¢

Given a string of length one, return an integer representing the Unicode code point of the character when the
argument is a unicode object, or the value of the byte when the argument is an 8-bit string. For example,
ord(’'a’) returns the integed7, ord(u\u2020’) returns8224 . This is the inverse ofhr()  for 8-bit

strings and ofinichr()  for unicode objects. If a unicode argument is given and Python was built with UCS2
Unicode, then the character’s code point must be in the range [0..65535] inclusive; otherwise the string length
is two, and arypeError  will be raised.

pow( X, , [z])
Returnx to the powery; if z is present, returx to the powery, moduloz (computed more efficiently than
pow(x, y) % z ). The two-argument formpow(x, y) is equivalent to using the power operatet*y .

The arguments must have numeric types. With mixed operand types, the coercion rules for binary arithmetic
operators apply. For int and long int operands, the result has the same type as the operands (after coercion)
unless the second argument is negative; in that case, all arguments are converted to float and a float result is
delivered. For examplel0**2 returns100, but 10**-2 returns0.01 . (This last feature was added in

2 Specifying a buffer size currently has no effect on systems that don’tsetvbuf() . The interface to specify the buffer size is not done
using a method that calietvbuf() , because that may dump core when called after any I/O has been performed, and there’s no reliable way to
determine whether this is the case.
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print

Python 2.2. In Python 2.1 and before, if both arguments were of integer types and the second argument was
negative, an exception was raised.) If the second argument is negative, the third argument must be omitted. If
is presentx andy must be of integer types, alydmust be non-negative. (This restriction was added in Python

2.2. In Python 2.1 and before, floating 3-argumpeoiv() returned platform-dependent results depending on
floating-point rounding accidents.)

([object, ...], [sep=""], [end="\n"], [file=sys.stdout])
Print objec(s) to the strearfile, separated bgepand followed byend sep endandfile, if present, must be
given as keyword arguments.

All non-keyword arguments are converted to strings kk&) does and written to the stream, separated by
sepand followed byend Both sepandend must be strings; they can also bene, which means to use the
default values. If nmbjectis given,print() will just write end

The file argument must be an object with varite(string) method; if it is not present oNone,
sys.stdout  will be used.

Note: This function is not normally available as a built-in since the namet  is recognized as therint
statement. To disable the statement and useitiné) function, use this future statement at the top of your
module:

from _ future import  print_function

New in version 2.6.

property ( [fget, [fset, [fdel, [doc]]]])

Return a property attribute forew-style class (classes that derive frombject ).

fgetis a function for getting an attribute value, likewitgetis a function for setting, anttel a function for
del’ing, an attribute. Typical use is to define a managed attribute x:

class C(object ):
def __init  (self ):
self . _x = None

def getx (self ):
return  self . _x
def setx (self , value):
self . _x = value
def delx (self ):
del self . _x
X = property (getx, setx, delx, "“I"m the

’ 1

X' property. ")
If given, docwill be the docstring of the property attribute. Otherwise, the property will dgpys docstring
(if it exists). This makes it possible to create read-only properties easily psipegrty() as adecoratot

class Parrot (object ):
def __init__  (self ):
self . _voltage = 100000

@property

def voltage (self ):
""Get the current voltage.
return  self . _voltage

nn

turns thevoltage() method into a “getter” for a read-only attribute with the same name.
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A property object hagetter , setter , anddeleter methods usable as decorators that create a copy of the
property with the corresponding accessor function set to the decorated function. This is best explained with an
example:

class C(object ):
def __init_ (self ):
self ._x = None

@property

def x(self ):
""I'm the 'x’ property.
return  self . X

@x setter
def x(self , value):
self . _x = value

@x deleter
def x(self ):
del self . _x

This code is exactly equivalent to the first example. Be sure to give the additional functions the same name as
the original propertyX in this case.)

The returned property also has the attributgst , fset , andfdel corresponding to the constructor argu-
ments. New in version 2.2.Changed in version 2.5: tdgeés docstring if nodocgiven.Changed in version 2.6:
Thegetter |, setter , anddeleter attributes were added.

range ( [start], stop, [step)
This is a versatile function to create lists containing arithmetic progressions. It is most often tmedloops.
The arguments must be plain integers. If ghepargument is omitted, it defaults b If the startargument is
omitted, it defaults td. The full form returns a list of plain integefstart, start + step, start
+ 2 * step, ..] . If stepis positive, the last element is the largststrt + i * step less tharstop
if stepis negative, the last element is the smalksart + i * step greater tharstop stepmust not be
zero (or elsé/alueError s raised). Example:

>>> range (10)

[0, 1, 2, 3, 4, 5,6, 7, 8 9]
>>> range (1, 11)

1, 2, 3, 4, 5, 6, 7, 8 9, 10]
>>> range (0, 30, 5)

[0, 5, 10, 15, 20, 25]

>>> range (0, 10, 3)

[0, 3, 6, 9]

>>> range (0, -10, -1)

[0, -1, -2, -3, -4, -5, -6, -7, -8, -9]
>>> range (0)

I

>>> range (1, 0)

I

raw_input ( [prompt])
If the promptargument is present, it is written to standard output without a trailing newline. The function then
reads a line from input, converts it to a string (stripping a trailing newline), and returns that. When EOF is read,
EOFError israised. Example:
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>>> g = raw_input (' --> )
--> Monty Python’s Flying Circus
>>> S

"Monty Python’s Flying Circus"

If the readline  module was loaded, themw _input() will use it to provide elaborate line editing and
history features.

reduce ( function, iterable, [initializer)

Apply functionof two arguments cumulatively to the items itérable, from left to right, so as to reduce the
iterable to a single value. For exampteduce(lambda x, y: x+y, [1, 2, 3, 4, 5]) calcu-
lates((((1+2)+3)+4)+5) . The left argumenty, is the accumulated value and the right argumen the
update value from thigerable. If the optionalinitializer is present, it is placed before the items of the iterable in
the calculation, and serves as a default when the iterable is emjiidlizer is not given andterablecontains
only one item, the first item is returned.

reload ( modulg

Reload a previously importedodule The argument must be a module object, so it must have been successfully
imported before. This is useful if you have edited the module source file using an external editor and want to try
out the new version without leaving the Python interpreter. The return value is the module object (the same as
themoduleargument).

Whenreload(module) is executed:

<Python modules’ code is recompiled and the module-level code reexecuted, defining a new set of objects
which are bound to hames in the module’s dictionary. Trtie function of extension modules is not
called a second time.

*As with all other objects in Python the old objects are only reclaimed after their reference counts drop to
zero.

*The names in the module namespace are updated to point to any new or changed objects.

*Other references to the old objects (such as names external to the module) are not rebound to refer to the
new objects and must be updated in each namespace where they occur if that is desired.

There are a number of other caveats:

If a module is syntactically correct but its initialization fails, the firsiport statement for it does not bind
its name locally, but does store a (partially initialized) module objesy;imodules . To reload the module
you must firsimport it again (this will bind the name to the partially initialized module object) before you
canreload() it.

When a module is reloaded, its dictionary (containing the module’s global variables) is retained. Redefinitions
of names will override the old definitions, so this is generally not a problem. If the new version of a module
does not define a name that was defined by the old version, the old definition remains. This feature can be used
to the module’s advantage if it maintains a global table or cache of objects — with atatement it can test

for the table’s presence and skip its initialization if desired:

try :
cache

except NameError :
cache = {}

It is legal though generally not very useful to reload built-in or dynamically loaded modules, excepsfor
__main__ and__builtin__ . In many cases, however, extension modules are not designed to be initialized
more than once, and may fail in arbitrary ways when reloaded.
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repr

If a module imports objects from another module usfrmm ... import ..., callingreload()  for the
other module does not redefine the objects imported from it — one way around this is to re-exefumthe
statement, another is to ugeport and qualified namesr{odule*name?) instead.

If a module instantiates instances of a class, reloading the module that defines the class does not affect the
method definitions of the instances — they continue to use the old class definition. The same is true for derived
classes.

(objec)

Return a string containing a printable representation of an object. This is the same value yielded by conversions
(reverse quotes). It is sometimes useful to be able to access this operation as an ordinary function. For many
types, this function makes an attempt to return a string that would yield an object with the same value when
passed t@val() , otherwise the representation is a string enclosed in angle brackets that contains the name of
the type of the object together with additional information often including the name and address of the object.
A class can control what this function returns for its instances by definingepr__ ()  method.

reversed (seq

Return a reverséerator. seqmust be an object which has areversed_ () method or supports the
sequence protocol (thelen_ () method andthe getitem__ () method with integer arguments starting
at0). New in version 2.4.Changed in version 2.6: Added the possibility to write a custoaversed__ ()
method.

round ( X, [n])

Return the floating point valuerounded tan digits after the decimal point. Hi is omitted, it defaults to zero.
The result is a floating point number. Values are rounded to the closest multiple of 10 to the powenminus
if two multiples are equally close, rounding is done away from 0 (so. for exampled(0.5) is1.0 and
round(-0.5) is-1.0 ).

set ([iterable])

Return a new set, optionally with elements are taken fiterable The set type is described $et Types — set,
frozenset

For other containers see the builtdict , list , andtuple classes, and theollections module. New
in version 2.4.

setattr  ( object, name, valye

slice

This is the counterpart afetattr() . The arguments are an object, a string and an arbitrary value. The string
may name an existing attribute or a new attribute. The function assigns the value to the attribute, provided the
object allows it. For exampleetattr(x, 'foobar’, 123) is equivalent toc.foobar = 123

([start], stop, [step)
Return aslice object representing the set of indices specifiedange(start, stop, step) . Thestart
and steparguments default thlone. Slice objects have read-only data attribusésrt , stop andstep
which merely return the argument values (or their default). They have no other explicit functionality; however
they are used by Numerical Python and other third party extensions. Slice objects are also generated when
extended indexing syntax is used. For exampglstart:stop:step] or a[start:stop, i . See
itertools.islice() for an alternate version that returns an iterator.

sorted (iterable, [cmp, [key, [reverse]])

Return a new sorted list from the itemsiiarable

The optional argumentanp key, andreversehave the same meaning as those forligtesort() method
(described in sectiollutable Sequence Types

cmpspecifies a custom comparison function of two arguments (iterable elements) which should return a nega-
tive, zero or positive number depending on whether the first argument is considered smaller than, equal to, or
larger than the second argumentnp=lambda x,y: cmp(x.lower(), y.lower()) . The default

value isNone.
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key specifies a function of one argument that is used to extract a comparison key from each list element:
key=str.lower . The default value idlone.

reverses a boolean value. If set fbrue , then the list elements are sorted as if each comparison were reversed.

In general, thé&keyandreverseconversion processes are much faster than specifying an equisadpfunction.
This is becausempis called multiple times for each list element whikeyandreversetouch each element only
once. To convert an old-stytanpfunction to akeyfunction, see th€mpToKey recipe in the ASPN cookbook
New in version 2.4.

staticmethod  ( function
Return a static method fdunction

A static method does not receive an implicit first argument. To declare a static method, use this idiom:

class C:
@staticmethod
def f(argl, arg2, D &

The @staticmethod  form is a functiondecorator— see the description of function definitionskanction
definitions(in The Python Language Referehéer details.

It can be called either on the class (suchCaK) ) or on an instance (such &).f() ). The instance is
ignored except for its class.

Static methods in Python are similar to those found in Java or C++. For a more advanced concept, see
classmethod()  in this section.

For more information on static methods, consult the documentation on the standard type hierd&fengtan-
dard type hierarchyin The Python Language Referehclew in version 2.2.Changed in version 2.4: Function
decorator syntax added.

str ( [object])
Return a string containing a nicely printable representation of an object. For strings, this returns the string itself.
The difference witlrepr(object) is thatstr(object) does not always attempt to return a string that is
acceptable teval() ;its goal is to return a printable string. If no argument is given, returns the empty string,

For more information on strings s€e=quence Types — str, unicode, list, tuple, buffer, xravigeh describes
sequence functionality (strings are sequences), and also the string-specific methods describ&iringthe
Methodssection. To output formatted strings use template strings ofdbperator described in th8tring
Formatting Operationsection. In addition see tHg&iring Servicesection. See alsonicode()

sum( iterable, [start])
Sumsstart and the items of aiterable from left to right and returns the totabtart defaults to0. Theiter-
ablées items are normally numbers, and are not allowed to be strings. The fast, correct way to concatenate
a sequence of strings is by callirigoin(sequence) . Note thatsum(range(n), m) is equivalent
to reduce(operator.add, range(n), m) To add floating point values with extended precision, see
math.fsum() . New in version 2.3.

super (type, [object-or-typé)]
Return a proxy object that delegates method calls to a parent or sibling clgpg dfhis is useful for accessing
inherited methods that have been overridden in a class. The search order is same as thafjeisat(by
except that theypeitself is skipped.

The __mro__ attribute of thetypelists the method resolution search order used by bettattr() and
super() . The attribute is dynamic and can change whenever the inheritance hierarchy is updated.

If the second argument is omitted, the super object returned is unbound. If the second argument is an ob-
ject, isinstance(obj, type) must be true. If the second argument is a tyipsubclass(type2,
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tuple

type) must be true (this is useful for classmethods).
Note: super() only works fornew-style classs.

There are two typical use cases $smper In a class hierarchy with single inheritansepercan be used to refer
to parent classes without naming them explicitly, thus making the code more maintainable. This use closely
parallels the use afuperin other programming languages.

The second use case is to support cooperative multiple inheritance in a dynamic execution environment. This use
case is unique to Python and is not found in statically compiled languages or languages that only support single
inheritance. This makes it possible to implement “diamond diagrams” where multiple base classes implement
the same method. Good design dictates that this method have the same calling signature in every case (because
the order of calls is determined at runtime, because that order adapts to changes in the class hierarchy, and
because that order can include sibling classes that are unknown prior to runtime).

For both use cases, a typical superclass call looks like this:

class C(B):
def method ( self , arg):
super (C, self ). method(arg)

Note thatsuper() is implemented as part of the binding process for explicit dotted attribute lookups such as
super().__getitem__ (name) . It does so by implementing its own getattribute__ () method

for searching classes in a predictable order that supports cooperative multiple inheritance. Accordingly,
super() is undefined for implicit lookups using statements or operators sushes()[name]

Also note thatsuper() is not limited to use inside methods. The two argument form specifies the arguments
exactly and makes the appropriate references. New in version 2.2.

([iterable])
Return a tuple whose items are the same and in the same oiitenahte's items.iterablemay be a sequence, a
container that supports iteration, or an iterator objedtetibleis already a tuple, it is returned unchanged. For
instancefuple('abc’) returns(’a’, 'b’, 'c’) andtuple([1, 2, 3]) returns(1, 2, 3) . If
no argument is given, returns a new empty tufle,

tuple is an immutable sequence type, as documenteseiquence Types — str, unicode, list, tuple, buffer,
xrange For other containers see the builtdict |, list , andset classes, and theollections module.

type (objec)

Return the type of ambject The return value is a type object. Thenstance() built-in function is
recommended for testing the type of an object.

With three argumentsype()  functions as a constructor as detailed below.

type (name, bases, digt

Return a new type object. This is essentially a dynamic form ofctaes statement. Th@amestring is

the class name and becomes themame___ attribute; thebasestuple itemizes the base classes and becomes
the ___bases__ attribute; and thalict dictionary is the namespace containing definitions for class body and
becomes the dict _  attribute. For example, the following two statements create iderifipal objects:

>>> class X(object ):
a=1

>>> X = type (' X', ( object ), dict (a=1))

New in version 2.2.

unichr (i)

Return the Unicode string of one character whose Unicode code is the intdgarexampleunichr(97)
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returns the string’a’ . This is the inverse afird() for Unicode strings. The valid range for the argument de-
pends how Python was configured — it may be either UCS2 [0..0xFFFF] or UCS4 [0..0x10FBREEErTor
is raised otherwise. For ASCII and 8-bit strings séeg) . New in version 2.0.

unicode ( [object, [encoding, [errors]]])
Return the Unicode string version olbjectusing one of the following modes:

If encodingand/orerrors are given,unicode()  will decode the object which can either be an 8-bit string
or a character buffer using the codec &rcoding The encodingparameter is a string giving the name of an
encoding; if the encoding is not knowhpokupError is raised. Error handling is done accordingetoors;
this specifies the treatment of characters which are invalid in the input encodiegons is 'strict’ (the
default), avalueError s raised on errors, while a value ‘@jnore’ causes errors to be silently ignored,
and a value ofreplace’ causes the official Unicode replacement charatteEFFD to be used to replace
input characters which cannot be decoded. See alsmtiwcs module.

If no optional parameters are givempicode()  will mimic the behaviour ofstr()  except that it returns
Unicode strings instead of 8-bit strings. More preciselyphbjectis a Unicode string or subclass it will return
that Unicode string without any additional decoding applied.

For objects which provide a_unicode__ ()  method, it will call this method without arguments to create a
Unicode string. For all other objects, the 8-bit string version or representation is requested and then converted
to a Unicode string using the codec for the default encodirigtiict’ mode.

For more information on Unicode strings s8equence Types — str, unicode, list, tuple, buffer, xraviyeh

describes sequence functionality (Unicode strings are sequences), and also the string-specific methods described
in the String Methodssection. To output formatted strings use template strings ovbjerator described in

the String Formatting Operationsection. In addition see tH&ring Servicesection. See alsstr() . New in

version 2.0.Changed in version 2.2: Support founicode__ ()  added.

vars ( [object])
Without an argument, act likecals()

With a module, class or class instance object as argument (or anything else that tdista  attribute),
return that attribute.

Note: The returned dictionary should not be modified: the effects on the corresponding symbol table are
undefined?

xrange ( [start], stop, [step)
This function is very similar toange() , but returns an “xrange object” instead of a list. This is an opaque
sequence type which yields the same values as the corresponding list, without actually storing them all simul-
taneously. The advantage ofange() overrange() is minimal (sincexrange() still has to create the
values when asked for them) except when a very large range is used on a memory-starved machine or when all
of the range’s elements are never used (such as when the loop is usually terminataeakth.

CPython implementation detail: xrange() is intended to be simple and fast. Implementations may im-
pose restrictions to achieve this. The C implementation of Python restricts all arguments to native C longs
(“short” Python integers), and also requires that the number of elements fit in a native C long. If a larger range
is needed, an alternate version can be crafted usingeheols modaule: islice(count(start,

step), (stop-start+step-1)//step)

zip ([iterable, ...])
This function returns a list of tuples, where thth tuple contains théth element from each of the argument
sequences or iterables. The returned list is truncated in length to the length of the shortest argument sequence.
When there are multiple arguments which are all of the same lengi), is similar tomap() with an initial
argument oNone. With a single sequence argument, it returns a list of 1-tuples. With no arguments, it returns
an empty list.

3 In the current implementation, local variable bindings cannot normally be affected this way, but variables retrieved from other scopes (such as
modules) can be. This may change.
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The left-to-right evaluation order of the iterables is guaranteed. This makes possible an idiom for clustering a
data series into n-length groups usiig(*[iter(s)]*n)

zip()  in conjunction with theé operator can be used to unzip a list:

>>> x = [1, 2, 3]
>>>y = [4, 5, 6]
>>> zipped = zip (X, Y)
>>> zipped

[(1, 4), (2, 5), 3, 6)]

>>> X2, y2 = zip (*zipped)

>>> x == list (x2) and y == list (y2)
True

New in version 2.0.Changed in version 2.4: Formerly() required at least one argument apl) raised
aTypeError instead of returning an empty list.

__import__ ( name, [globals, [locals, [fromlist, [level]]])

Note: This is an advanced function that is not needed in everyday Python programming.

This function is invoked by thenport statement. It can be replaced (by importingldtins module and
assigning tdouiltins.__import__ ) in order to change semantics of tihgport  statement, but nowadays
it is usually simpler to use import hooks (seeP 302. Direct use of import_ () is rare, except in cases
where you want to import a module whose name is only known at runtime.

The function imports the moduleame potentially using the giveglobals andlocalsto determine how to
interpret the name in a package context. Toenlist gives the names of objects or submodules that should be
imported from the module given hyame The standard implementation does not uséoitalsargument at all,
and uses itglobalsonly to determine the package context of import  statement.

level specifies whether to use absolute or relative imports. The defadlt vghich indicates both absolute and
relative imports will be attempte®. means only perform absolute imports. Positive valuesefeglindicate the
number of parent directories to search relative to the directory of the module callimgort ()

When thenamevariable is of the formpackage.module , normally, the top-level package (the name up till
the first dot) is returnedhot the module named bgame However, when a non-empfyomlist argument is
given, the module named mameis returned.

For example, the statemeantport spam results in bytecode resembling the following code:
spam = __import (' spam’, globals (), locals (), [I, -1)

The statemerimport spam.ham results in this call:

spam = __import__ (' spam.ham’, globals (), locals (), I, -1)

Note how__import_ ()  returns the toplevel module here because this is the object that is bound to a name
by theimport statement.

On the other hand, the statemémm spam.ham import eggs, sausage as saus results in
_temp = __import__ (' spam.ham’, globals (), locals (), [ 'eggs’', ’'sausage '], -1)
eggs = _temp. eggs

saus = _temp. sausage

21


http://www.python.org/dev/peps/pep-0302

The Python Library Reference, Release 2.6.4

Here, thespam.ham module is returned from import () . From this object, the names to import are
retrieved and assigned to their respective names.

If you simply want to import a module (potentially within a package) by name, you can dafiport__ ()
and then look it up irsys.modules

>>> import  sys

>>> npame = ' foo.bar.baz
>>> _ import__ (name)
<module 'foo’ from ...>
>>> baz = sys.modules[name]
>>> baz

<module ’'foo.bar.baz’ from ...>

Changed in version 2.5: The level parameter was added.Changed in version 2.5: Keyword support for parameters
was added.

22 Chapter 2. Built-in Functions



CHAPTER

THREE

NON-ESSENTIAL BUILT-IN FUNCTIONS

There are several built-in functions that are no longer essential to learn, know or use in modern Python programming.
They have been kept here to maintain backwards compatibility with programs written for older versions of Python.

Python programmers, trainers, students and book writers should feel free to bypass these functions without concerns
about missing something important.

apply (function, args, [keyword3]
Thefunctionargument must be a callable object (a user-defined or built-in function or method, or a class object)
and theargsargument must be a sequence. Timectionis called withargsas the argument list; the number of
arguments is the length of the tuple. If the optiok@ywordsargument is present, it must be a dictionary whose
keys are strings. It specifies keyword arguments to be added to the end of the argument list.a@alliflg
is different from just callindunction(args) , since in that case there is always exactly one argument. The
use ofapply() is equivalent tdunction(*args, **keywords) . Deprecated since version 2.3: Use
the extended call syntax wittargs and**keywords instead.

buffer ( object, [offset, [size]]
Theobjectargument must be an object that supports the buffer call interface (such as strings, arrays, and buffers).
A new buffer object will be created which referencesdbhgctargument. The buffer object will be a slice from
the beginning obbject(or from the specifiedffse). The slice will extend to the end abject(or will have a
length given by theizeargument).

coerce (X,Y)
Return a tuple consisting of the two numeric arguments converted to a common type, using the same rules as
used by arithmetic operations. If coercion is not possible, rajgeError

intern (' string)
Enterstring in the table of “interned” strings and return the interned string — whidtriag itself or a copy.
Interning strings is useful to gain a little performance on dictionary lookup — if the keys in a dictionary are
interned, and the lookup key is interned, the key comparisons (after hashing) can be done by a pointer compare
instead of a string compare. Normally, the names used in Python programs are automatically interned, and
the dictionaries used to hold module, class or instance attributes have interned keys. Changed in version 2.3:
Interned strings are not immortal (like they used to be in Python 2.2 and before); you must keep a reference to
the return value oiintern() around to benefit from it.
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CHAPTER

FOUR

BUILT-IN CONSTANTS

A small number of constants live in the built-in namespace. They are:

False
The false value of theool type. New in version 2.3.

True
The true value of théool type. New in version 2.3.

None
The sole value ofypes.NoneType . None is frequently used to represent the absence of a value, as when
default arguments are not passed to a function. Changed in version 2.4: Assignmotetare illegal and
raise aSyntaxError

Notimplemented
Special value which can be returned by the “rich comparison” special methodg ( () ,_ It () ,and
friends), to indicate that the comparison is not implemented with respect to the other type.

Ellipsis
Special value used in conjunction with extended slicing syntax.

__debug___
This constant is true if Python was not started with@noption. Assignments to debug  are illegal and
raise aSyntaxError . See also thassert statement.

4.1 Constants added by the site module

Thesite module (which is imported automatically during startup, except if-Biecommand-line option is given)
adds several constants to the built-in namespace. They are useful for the interactive interpreter shell and should not be
used in programs.

quit

exit
Objects that when printed, print a message like “Use quit() or Ctrl-D (i.e. EOF) to exit”, and when called, raise
SystemExit  with the specified exit code.

copyright

license

credits
Objects that when printed, print a message like “Type license() to see the full license text”, and when called,
display the corresponding text in a pager-like fashion (one screen at a time).
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CHAPTER

FIVE

BUILT-IN OBJECTS

Names for built-in exceptions and functions and a number of constants are found in a separate symbol table. This
table is searched last when the interpreter looks up the meaning of a name, so local and global user-defined names can
override built-in names. Built-in types are described together here for easy reference.

The tables in this chapter document the priorities of operators by listing them in order of ascending priority (within a
table) and grouping operators that have the same priority in the same box. Binary operators of the same priority group
from left to right. (Unary operators group from right to left, but there you have no real choiceSuBemaryin The

Python Language Referender the complete picture on operator priorities.
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CHAPTER

SIX

BUILT-IN TYPES

The following sections describe the standard types that are built into the interpreter.

Note: Historically (until release 2.2), Python’s built-in types have differed from user-defined types because it was not
possible to use the built-in types as the basis for object-oriented inheritance. This limitation no longer exists. The
principal built-in types are numerics, sequences, mappings, files, classes, instances and exceptions. Some operations
are supported by several object types; in particular, practically all objects can be compared, tested for truth value,
and converted to a string (with thepr()  function or the slightly differenstr()  function). The latter function is

implicitly used when an object is written by tipeint() function.

6.1 Truth Value Testing

Any object can be tested for truth value, for use iriffanor while  condition or as operand of the Boolean operations
below. The following values are considered false:

* None

 False

« zero of any numeric type, for exampl&,0L, 0.0 , Oj .
« any empty sequence, for example() ,[] .

< any empty mapping, for examplg, .

« instances of user-defined classes, if the class defines@nzero_ () or__len_ () method, when that
method returns the integer zerolayol valueFalse . *

All other values are considered true — so objects of many types are always true. Operations and built-in functions that
have a Boolean result always retrmor False for false andl or True for true, unless otherwise stated. (Important
exception: the Boolean operatioos andand always return one of their operands.)

6.2 Boolean Operations — and, or , not

These are the Boolean operations, ordered by ascending priority:

1 Additional information on these special methods may be found in the Python Reference MBasiabUstomizatio(in The Python Language
Referency.
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Operation Result Notes

X ory if xis false, thery, elsex ()

X and y if xis false, therx, elsey (2)

not X if xis false, therTrue , elseFalse 3)
Notes:

1. This is a short-circuit operator, so it only evaluates the second argument if the firstfealeds .
2. This is a short-circuit operator, so it only evaluates the second argument if the firstione is

3. not has a lower priority than non-Boolean operatorsneb a == b isinterpreted asot (a == b) ,and
a == not b isasyntax error.

6.3 Comparisons

Comparison operations are supported by all objects. They all have the same priority (which is higher than that of the
Boolean operations). Comparisons can be chained arbitrarily; for examptey <= z is equivalent tax < y

and y <= z, except thay is evaluated only once (but in both cagds not evaluated at all whexn < y is found

to be false).

This table summarizes the comparison operations:

Operation Meaning Notes
< strictly less than
<= less than or equal
> strictly greater than
>= greater than or equal
== equal
I= not equal Q)
is object identity
is not negated object identity
Notes:

1. !'= can also be writter>, but this is an obsolete usage kept for backwards compatibility only. New code should
always usé= .

Objects of different types, except different numeric types and different string types, never compare equal; such objects
are ordered consistently but arbitrarily (so that sorting a heterogeneous array yields a consistent result). Furthermore,
some types (for example, file objects) support only a degenerate notion of comparison where any two objects of that
type are unequal. Again, such objects are ordered arbitrarily but consistently, ¥he> and>= operators will raise
aTypeError exception when any operand is a complex number. Instances of a class normally compare as non-equal
unless the class defines thecmp__ () method. Refer t®asic customizatiofin The Python Language Referejice

for information on the use of this method to effect object comparisons.

CPython implementation detail: Objects of different types except numbers are ordered by their type names; objects
of the same types that don’t support proper comparison are ordered by their address. Two more operations with the
same syntactic priorityn andnot in , are supported only by sequence types (below).

6.4 Numeric Types — int , float ,long , complex

There are four distinct numeric typeplain integers long integers floating point numbersandcomplex numbers
In addition, Booleans are a subtype of plain integers. Plain integers (also justictdigerd are implemented using
long in C, which gives them at least 32 bits of precisisgg.maxint is always set to the maximum plain integer
value for the current platform, the minimum valuesys.maxint - 1 ). Long integers have unlimited precision.

30 Chapter 6. Built-in Types



The Python Library Reference, Release 2.6.4

Floating point numbers are implemented usitogible in C. All bets on their precision are off unless you happen to
know the machine you are working with.

Complex numbers have a real and imaginary part, which are each implementedasiidg in C. To extract these

parts from a complex numberusez.real andz.imag . Numbers are created by numeric literals or as the result

of built-in functions and operators. Unadorned integer literals (including binary, hex, and octal numbers) yield plain
integers unless the value they denote is too large to be represented as a plain integer, in which case they yield a long
integer. Integer literals with ath’ or’l'  suffix yield long integers’((’ is preferred becausH looks too much

like eleven!). Numeric literals containing a decimal point or an exponent sign yield floating point numbers. Appending

7 or’'J  toanumeric literal yields a complex number with a zero real part. A complex numeric literal is the sum of
areal and an imaginary part. Python fully supports mixed arithmetic: when a binary arithmetic operator has operands
of different numeric types, the operand with the “narrower” type is widened to that of the other, where plain integer is
narrower than long integer is narrower than floating point is narrower than complex. Comparisons between numbers
of mixed type use the same rule.The constructorgit() , long() ,float() , andcomplex() can be used to
produce numbers of a specific type.

All built-in numeric types support the following operations. Séw power operato¢in The Python Language Refer-
enceg and later sections for the operators’ priorities.

Operation Result Notes

X +y sum ofx andy

X -y difference ofx andy

X *y product ofx andy

xly quotient ofx andy (2)

x Iy (floored) quotient ok andy 4)(5)

X %y remainder ok / y 4)

-X X hegated

+X x unchanged

abs(x) absolute value or magnitude »f 3)

int(x) x converted to integer (2)

long(x) x converted to long integer (2)

float(x) x converted to floating point (6)

complex(re,im) a complex number with real pan¢, imaginary parim. im defaults to zero.

c.conjugate() conjugate of the complex number(ldentity on real numbers)

divmod(x, Y) the pair(x // 'y, x % vy) (3)(4)

pow(x, Y) x to the powery 3)(7)

X **y X to the powery @)
Notes:

1. For (plain or long) integer division, the result is an integer. The result is always rounded towards minus infinity:
1/2is 0, (-1)/2is -1, 1/(-2) is -1, and (-1)/(-2) is 0. Note that the result is a long integer if either operand is a long
integer, regardless of the numeric value.

2. Conversion from floats usingnt() or long() truncates toward zero like the related function,
math.trunc() . Use the functiormath.floor() to round downward andhath.ceil() to round up-
ward.

3. SeeBuilt-in Functionsfor a full description.

4. Complex floor division operator, modulo operator, atidnod() . Deprecated since version 2.3: Instead
convert to float usingibs() if appropriate.

5. Also referred to as integer division. The resultant value is a whole integer, though the result’s type is not
necessarily int.

2 As a consequence, the Ijdt, 2] is considered equal {d.0, 2.0] , and similarly for tuples.
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6. float also accepts the strings “nan” and “inf” with an optional prefix “+” or “-” for Not a Number (NaN) and
positive or negative infinity. New in version 2.6.

7. Python definepow(0, 0) and0 ** 0 tobel, asis common for programming languages.

All numbers.Real types (nt ,long , andfloat ) also include the following operations:

Operation Result Notes
math.trunc(x) x truncated to Integral

round(x[, n]) x rounded to n digits, rounding half to even. If n is omitted, it defaults to O.
math.floor(x) the greatest integral float <<

math.ceil(x) the least integral float >x

6.4.1 Bit-string Operations on Integer Types

Plain and long integer types support additional operations that make sense only for bit-strings. Negative numbers
are treated as their 2’'s complement value (for long integers, this assumes a sufficiently large number of bits that no
overflow occurs during the operation).

The priorities of the binary bitwise operations are all lower than the numeric operations and higher than the compar-
isons; the unary operationhas the same priority as the other unary numeric operatioasd- ).

This table lists the bit-string operations sorted in ascending priority:

Operation Result Notes
X |y bitwise or of x andy
XNy bitwise exclusive oof x andy
X &Yy bitwiseand of x andy
X << n x shifted left byn bits (2
X >>n x shifted right byn bits (1)(3)
~X the bits ofx inverted

Notes:

1. Negative shift counts are illegal and causéaueError  to be raised.

2. A left shift by n bits is equivalent to multiplication bpow(2, n) . A long integer is returned if the result
exceeds the range of plain integers.

3. Aright shift by n bits is equivalent to division bgow(2, n)

6.4.2 Additional Methods on Float

The float type has some additional methods.

as_integer_ratio 0
Return a pair of integers whose ratio is exactly equal to the original float and with a positive denominator. Raises
OverflowError on infinities and a/alueError ~ on NaNs. New in version 2.6.

Two methods support conversion to and from hexadecimal strings. Since Python's floats are stored internally as
binary numbers, converting a float to or frondacimalstring usually involves a small rounding error. In contrast,
hexadecimal strings allow exact representation and specification of floating-point numbers. This can be useful when
debugging, and in numerical work.

hex ()
Return a representation of a floating-point number as a hexadecimal string. For finite floating-point numbers,
this representation will always include a leadigand a trailingp and exponent. New in version 2.6.
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fromhex (9)
Class method to return the float represented by a hexadecimalstiiihg strings may have leading and trailing
whitespace. New in version 2.6.

Note thatfloat.hex() is an instance method, whifat.fromhex() is a class method.
A hexadecimal string takes the form:
[sign] [0x] integer [." fraction] ['p’ exponent]

where the optionasign may by either+ or -, integer  andfraction are strings of hexadecimal digits, and
exponent is a decimal integer with an optional leading sign. Case is not significant, and there must be at least one
hexadecimal digit in either the integer or the fraction. This syntax is similar to the syntax specified in section 6.4.4.2

of the C99 standard, and also to the syntax used in Java 1.5 onwards. In particular, the oilpiihef() is
usable as a hexadecimal floating-point literal in C or Java code, and hexadecimal strings producethafo@isat
character or JavaBouble.toHexString are accepted bfoat.fromhex()

Note that the exponent is written in decimal rather than hexadecimal, and that it gives the power of 2 by which to
multiply the coefficient. For example, the hexadecimal stfing.a7p10 represents the floating-point numi@&r
+ 10./16 + 7./16**2) * 2.0**10 ,0r3740.0 :

>>> float . fromhex( ' 0x3.a7pl0 )
3740.0

Applying the reverse conversion 8740.0 gives a different hexadecimal string representing the same number:

>>> float . hex( 3740.0 )
'0x1.d380000000000p+11"

6.5 Iterator Types

New in version 2.2. Python supports a concept of iteration over containers. This is implemented using two distinct
methods; these are used to allow user-defined classes to support iteration. Sequences, described below in more detail,
always support the iteration methods.

One method needs to be defined for container objects to provide iteration support:

_iter__ ()
Return an iterator object. The object is required to support the iterator protocol described below. If a container

supports different types of iteration, additional methods can be provided to specifically request iterators for those
iteration types. (An example of an object supporting multiple forms of iteration would be a tree structure which
supports both breadth-first and depth-first traversal.) This method correspond#toittie  slot of the type
structure for Python objects in the Python/C API.

The iterator objects themselves are required to support the following two methods, which together fivemattie
protocot

_iter__ ()
Return the iterator object itself. This is required to allow both containers and iterators to be used Viéth the

andin statements. This method corresponds totthéter  slot of the type structure for Python objects in
the Python/C API.

next ()
Return the next item from the container. If there are no further items, raisettipéteration exception.
This method corresponds to thg iternext slot of the type structure for Python objects in the Python/C
API.
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Python defines several iterator objects to support iteration over general and specific sequence types, dictionaries,
and other more specialized forms. The specific types are not important beyond their implementation of the iterator
protocol.

The intention of the protocol is that once an iteratorest() method raiseStoplteration , it will continue to
do so on subsequent calls. Implementations that do not obey this property are deemed broken. (This constraint was
added in Python 2.3; in Python 2.2, various iterators are broken according to this rule.)

6.5.1 Generator Types

Python’sgeneratos provide a convenient way to implement the iterator protocol. If a container objedes_ ()

method is implemented as a generator, it will automatically return an iterator object (technically, a generator object)
supplying the _iter__ () andnext() methods. More information about generators can be fourtderdocu-
mentation for the yield expressidim The Python Language Referejce

6.6 Sequence Types — str , unicode , list ,tuple , buffer , xrange

There are six sequence types: strings, Unicode strings, lists, tuples, buffers, and xrange objects.

For other containers see the builtdict andset classes, and theollections module. String literals are
written in single or double quotexyzzy’ |, "frobozz" . SeeString literals(in The Python Language Refereice

for more about string literals. Unicode strings are much like strings, but are specified in the syntax using a preceding
'u’ character:u’abc’ , u"def* . In addition to the functionality described here, there are also string-specific
methods described in th&tring Methodssection. Lists are constructed with square brackets, separating items with
commasija, b, c] . Tuples are constructed by the comma operator (not within square brackets), with or without
enclosing parentheses, but an empty tuple must have the enclosing parenthesesasugh @s or () . A single

item tuple must have a trailing comma, suci{@&3

Buffer objects are not directly supported by Python syntax, but can be created by calling the built-in function
buffer() . They don't support concatenation or repetition.

Objects of type xrange are similar to buffers in that there is no specific syntax to create them, but they are created using
thexrange() function. They don't support slicing, concatenation or repetition, and usingiot in , min() or
max() onthem is inefficient.

Most sequence types support the following operations. ifth@ndnot in operations have the same priorities as
the comparison operations. Thend* operations have the same priority as the corresponding numeric operations.
Additional methods are provided fdfutable Sequence Types

This table lists the sequence operations sorted in ascending priority (operations in the same box have the same priority).
In the tables andt are sequences of the same typd;andj are integers:

Operation Result Notes
X in's True if anitem ofsis equal tox, elseFalse Q)

X not in s False if anitem ofsis equal tox, elseTrue | (1)

s +t the concatenation afandt (6)
s*n n*s n shallow copies o§ concatenated (2)
s[i] i‘th item of s, origin O 3)
s[izj] slice ofsfromitoj 3)4)
s[i;j:K] slice ofsfromi toj with stepk 3)(5)
len(s) length ofs

min(s) smallest item of

max(s) largest item of

3 They must have since the parser can't tell the type of the operands.

34 Chapter 6. Built-in Types



The Python Library Reference, Release 2.6.4

Sequence types also support comparisons. In particular, tuples and lists are compared lexicographically by comparing
corresponding elements. This means that to compare equal, every element must compare equal and the two sequences
must be of the same type and have the same length. (For full detailSmseparisongin The Python Language
Referencgin the language reference.) Notes:

1. Whensis a string or Unicode string object tlie andnot in operations act like a substring test. In Python
versions before 2.3 had to be a string of length 1. In Python 2.3 and beyanday be a string of any length.

2. Values ofn less tharD are treated a8 (which yields an empty sequence of the same typs).adote also that
the copies are shallow; nested structures are not copied. This often haunts new Python programmers; consider:

>>> lists =[] * 3
>>> |ists

[0 0. 0

>>> lists] 0] . append( 3)
>>> lists

(3], [3], [3]]

What has happened is tHflf  is a one-element list containing an empty list, so all three elemenf§ of
* 3 are (pointers to) this single empty list. Modifying any of the elementsstf  modifies this single list.
You can create a list of different lists this way:

>>> ists = [ for i in range (3)]
>>> lists] 0] . append( 3)

>>> lists] 1] . append( 5)

>>> lists] 2] . append( 7)

>>> lists

(131, [5], [7]]

3. If i orj is negative, the index is relative to the end of the strieg(s) + i  orlen(s) + j is substituted.
But note that0 is still 0.

4. The slice ofsfromi toj is defined as the sequence of items with inllesuch thai <= k < j . Ifiorjis
greater thahen(s) , uselen(s) . If i is omitted orNone, use0. If j is omitted orNone, uselen(s) . Ifi
is greater than or equal jpthe slice is empty.

5. The slice ofs from i to j with stepk is defined as the sequence of items with index i + n*k such that
0 <= n < (j-)k . In other words, the indices are i+k , i+2*k ,i+3*k and so on, stopping wheris
reached (but never includirj@y If i orj is greater thamen(s) , uselen(s) . If i orj are omitted oNone,
they become “end” values (which end depends on the sidq).oNote, k cannot be zero. Ik is None, it is
treated likel.

6. CPython implementation detail: If sandt are both strings, some Python implementations such as CPython
can usually perform an in-place optimization for assignments of the ®orms + t ors += t. When
applicable, this optimization makes quadratic run-time much less likely. This optimization is both version and
implementation dependent. For performance sensitive code, it is preferable to usejdhg) method
which assures consistent linear concatenation performance across versions and implementations. Changed in
version 2.4: Formerly, string concatenation never occurred in-place.

6.6.1 String Methods

Below are listed the string methods which both 8-bit strings and Unicode objects support. Note that none of these
methods take keyword arguments.

In addition, Python’s strings support the sequence type methods describediacthence Types — str, unicode, list,
tuple, buffer, xrangsection. To output formatted strings use template strings d¥othpeerator described in th&tring
Formatting Operationsection. Also, see thee module for string functions based on regular expressions.
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capitalize 0
Return a copy of the string with only its first character capitalized.

For 8-bit strings, this method is locale-dependent.

center (width, [fillchar])
Return centered in a string of lengtvidth. Padding is done using the specifiéitchar (default is a space).
Changed in version 2.4: Support for tfikchar argument.

count (' sub, [start, [end])
Return the number of non-overlapping occurrences of substibin the rangegtart, end. Optional arguments
startandendare interpreted as in slice notation.

decode ( [encoding, [errors]])
Decodes the string using the codec registerecefaroding encodingdefaults to the default string encoding.

errorsmay be given to set a different error handling scheme. The defdsttics’ , meaning that encoding
errors raiséJnicodeError . Other possible values alignore’ |, 'replace’ and any other name regis-
tered viacodecs.register_error() , See sectiorCodec Base ClassedNew in version 2.2.Changed in

version 2.3: Support for other error handling schemes added.

encode ( [encoding, [errors]])
Return an encoded version of the string.  Default encoding is the current default string encod-
ing. errors may be given to set a different error handling scheme. The defaultefars is
'strict’ , meaning that encoding errors rais&JaicodeError . Other possible values afignore’
replace’ , 'xmlcharrefreplace’ , 'backslashreplace’ and any other name registered via
codecs.register_error() , see sectioodec Base ClasseEor a list of possible encodings, see section
Standard EncodingsNew in version 2.0.Changed in version 2.3: Supportxaricharrefreplace’ and
'backslashreplace’ and other error handling schemes added.

endswith ( suffix, [start, [end])
ReturnTrue if the string ends with the specifieliffix otherwise returrralse . suffixcan also be a tuple of
suffixes to look for. With optionastart, test beginning at that position. With optioreaid stop comparing at
that position. Changed in version 2.5: Accept tupleswix

expandtabs ( [tabsize)
Return a copy of the string where all tab characters are replaced by one or more spaces, depending on the current
column and the given tab size. The column number is reset to zero after each newline occurring in the string. If
tabsizeis not given, a tab size & characters is assumed. This doesn’t understand other non-printing characters
or escape sequences.

find (' sub, [start, [end])
Return the lowest index in the string where substsgnbis found, such thatubis contained in the rangstart,
end. Optional argumentstartandendare interpreted as in slice notation. Retetnif subis not found.

format ( *args, **kwargs)
Perform a string formatting operation. Tf@mat_stringargument can contain literal text or replacement fields
delimited by brace§} . Each replacement field contains either the numeric index of a positional argument, or
the name of a keyword argument. Returns a copfoohat_stringwhere each replacement field is replaced
with the string value of the corresponding argument.

>>> "The sum of 1 + 2 is {0} ".format( 1+2)
'The sum of 1 + 2 is 3

SeeFormat String Syntafor a description of the various formatting options that can be specified in format
strings.

This method of string formatting is the new standard in Python 3.0, and should be preferre&dfotimatting
described irString Formatting Operations new code. New in version 2.6.
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index ( sub, [start, [end])

Like find() , but raisevalueError  when the substring is not found.

isalnum ()

Return true if all characters in the string are alphanumeric and there is at least one character, false otherwise.

For 8-bit strings, this method is locale-dependent.

isalpha ()

Return true if all characters in the string are alphabetic and there is at least one character, false otherwise.

For 8-bit strings, this method is locale-dependent.

isdigit ()

Return true if all characters in the string are digits and there is at least one character, false otherwise.

For 8-bit strings, this method is locale-dependent.

islower ()

Return true if all cased characters in the string are lowercase and there is at least one cased character, false
otherwise.

For 8-bit strings, this method is locale-dependent.

isspace ()

istitle

Return true if there are only whitespace characters in the string and there is at least one character, false otherwise.

For 8-bit strings, this method is locale-dependent.

0

Return true if the string is a titlecased string and there is at least one character, for example uppercase characters
may only follow uncased characters and lowercase characters only cased ones. Return false otherwise.

For 8-bit strings, this method is locale-dependent.

isupper ()

Return true if all cased characters in the string are uppercase and there is at least one cased character, false
otherwise.

For 8-bit strings, this method is locale-dependent.

join (iterable
Return a string which is the concatenation of the strings inténebleiterable The separator between elements
is the string providing this method.
ljust (width, [fillchar])
Return the string left justified in a string of lengthdth. Padding is done using the speciffdtthar (default is
a space). The original string is returnedhiidth is less tharen(s) . Changed in version 2.4: Support for the
fillchar argument.
lower ()
Return a copy of the string converted to lowercase.
For 8-bit strings, this method is locale-dependent.
Istrip  ([chars])

Return a copy of the string with leading characters removed clibesargument is a string specifying the set of
characters to be removed. If omittedMdone, thecharsargument defaults to removing whitespace. thars
argument is not a prefix; rather, all combinations of its values are stripped:

>>> spacious " Istrip()
'spacious '
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>>> ’ www.example.com
'example.com’

strip(  cmowz. ")

Changed in version 2.2.2: Support for #tearsargument.

partition (sep
Split the string at the first occurrence £#p and return a 3-tuple containing the part before the separator, the
separator itself, and the part after the separator. If the separator is not found, return a 3-tuple containing the
string itself, followed by two empty strings. New in version 2.5.

replace ( old, new, [count]
Return a copy of the string with all occurrences of substoltdgeplaced bynew If the optional argumertount
is given, only the firstountoccurrences are replaced.

rfind ( sub, [start, [end])
Return the highest index in the string where substsinigis found, such thatubis contained within s[start,end].
Optional argumentstartandendare interpreted as in slice notation. Retttnon failure.

rindex ( sub, [start, [end])
Like rfind() but raises/alueError  when the substringubis not found.

rjust (‘width, [fillchar])
Return the string right justified in a string of lengthdth. Padding is done using the specifidtthar (default
is a space). The original string is returnedvifith is less tharlen(s) . Changed in version 2.4: Support for
thefillchar argument.

rpartition (sep
Split the string at the last occurrences®p and return a 3-tuple containing the part before the separator, the
separator itself, and the part after the separator. If the separator is not found, return a 3-tuple containing two
empty strings, followed by the string itself. New in version 2.5.

rsplit  ([sep, [maxsplit])
Return a list of the words in the string, usiegpas the delimiter string. Ifnaxsplitis given, at mostaxsplit
splits are done, theghtmostones. Ifsepis not specified oNone, any whitespace string is a separator. Except
for splitting from the right,rsplit() behaves likesplit() which is described in detail below. New in
version 2.4,

rstrip  ([chars])
Return a copy of the string with trailing characters removed. difa@sargument is a string specifying the set of
characters to be removed. If omittedNone, thecharsargument defaults to removing whitespace. thars
argument is not a suffix; rather, all combinations of its values are stripped:

>>> spacious " rstrip()

’ spacious’

>>> ' mississippi “orstrip( Tipz )
'mississ’

Changed in version 2.2.2: Support for tfearsargument.

split  ([sep, [maxsplit]])
Return a list of the words in the string, usiegpas the delimiter string. Ifnaxsplitis given, at mostaxsplit
splits are done (thus, the list will have at masaxsplit+l  elements). limaxsplitis not specified, then there
is no limit on the number of splits (all possible splits are made).

If sepis given, consecutive delimiters are not grouped together and are deemed to delimit empty strings (for
example,1,2’.split(’,") returng['1l’, ", '2’] ). Thesepargument may consist of multiple char-
acters (for examplegl<>2<>3".split('<>") returns['l’, '2’, '3 ). Splitting an empty string

with a specified separator returfip .
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If sepis not specified or idNone, a different splitting algorithm is applied: runs of consecutive whitespace are
regarded as a single separator, and the result will contain no empty strings at the start or end if the string has
leading or trailing whitespace. Consequently, splitting an empty string or a string consisting of just whitespace
with aNone separator returng .

Forexample, 1 2 3 ’.split() returng’l’, '2’, '3 ,and’ 1 2 3 ’.split(None, 1)
returns['l’, '2 3 ]

splitlines ([keepends)

Return a list of the lines in the string, breaking at line boundaries. Line breaks are not included in the resulting
list unlesskeependss given and true.

startswith ( prefix, [start, [end]])

strip

ReturnTrue if string starts with theprefix otherwise returriFalse . prefixcan also be a tuple of prefixes to
look for. With optionalstart, test string beginning at that position. With optioeald stop comparing string at
that position. Changed in version 2.5: Accept tuplepragix

([chars])
Return a copy of the string with the leading and trailing characters removedchEisargument is a string
specifying the set of characters to be removed. If omitteName, the charsargument defaults to removing
whitespace. Theharsargument is not a prefix or suffix; rather, all combinations of its values are stripped:

>>> spacious " strip()
'spacious’
>>> ' www.example.com . strip( ' cmowz.’)

‘'example’

Changed in version 2.2.2: Support for tfearsargument.

swapcase ()

title

Return a copy of the string with uppercase characters converted to lowercase and vice versa.

For 8-bit strings, this method is locale-dependent.

0

Return a titlecased version of the string where words start with an uppercase character and the remaining char-
acters are lowercase.

The algorithm uses a simple language-independent definition of a word as groups of consecutive letters. The
definition works in many contexts but it means that apostrophes in contractions and possessives form word
boundaries, which may not be the desired result:

>>> "they 're bill s friends from the UK " title()
"They'Re BIll'S Friends From The UK"

A workaround for apostrophes can be constructed using regular expressions:

>>> jmport re
>>> def titlecase  (S):
return re.sub(r'[A-Za-z]+([A-Za-z]+)?",
lambda mo: mo.group(0)[0].upper() +
mo.group(0)[1:].lower(),

s)

>>> titlecase( "they 're bill ’s friends. ")
"They're Bill's Friends."

For 8-bit strings, this method is locale-dependent.
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translate  (table, [deletecharg]
Return a copy of the string where all characters occurring in the optional argulaletecharsare removed,
and the remaining characters have been mapped through the given translation table, which must be a string of
length 256.

You can use thenaketrans()  helper function in thestring  module to create a translation table. For string
objects, set theableargument tdNone for translations that only delete characters:

>>> ' read this short text ' . translate( None, ' aeiou )
rd ths shrt txt’

New in version 2.6: Support forldone tableargument. For Unicode objects, ttranslate() method does

not accept the optionaleletecharsargument. Instead, it returns a copy of #where all characters have been
mapped through the given translation table which must be a mapping of Unicode ordinals to Unicode ordinals,
Unicode strings oNone. Unmapped characters are left untouched. Characters mappeuhéare deleted.

Note, a more flexible approach is to create a custom character mapping codec usingetbee module (see
encodings.cp1251  for an example).

upper ()
Return a copy of the string converted to uppercase.

For 8-bit strings, this method is locale-dependent.

zfill  (width)
Return the numeric string left filled with zeros in a string of lengfidth. A sign prefix is handled correctly.
The original string is returned Widthis less tharlen(s) . New in version 2.2.2.

The following methods are present only on unicode objects:

isnumeric ()
ReturnTrue if there are only numeric characters inf&jse otherwise. Numeric characters include digit char-
acters, and all characters that have the Unicode numeric value property, e.g. U+2155, VULGAR FRACTION
ONE FIFTH.

isdecimal ()
ReturnTrue if there are only decimal characters inlse otherwise. Decimal characters include digit
characters, and all characters that that can be used to form decimal-radix numbers, e.g. U+0660, ARABIC-
INDIC DIGIT ZERO.

6.6.2 String Formatting Operations

String and Unicode objects have one unique built-in operation%bperator (modulo). This is also known as the
stringformattingor interpolationoperator. Giveriormat % values (whereformatis a string or Unicode object),
%conversion specifications fiormatare replaced with zero or more elementsafues The effect is similar to the
usingsprintf() in the C language. fiormatis a Unicode object, or if any of the objects being converted using the
%sconversion are Unicode objects, the result will also be a Unicode object.

If formatrequires a single argumentaluesmay be a single non-tuple object. Otherwise valuesmust be a tuple
with exactly the number of items specified by the format string, or a single mapping object (for example, a dictionary).

A conversion specifier contains two or more characters and has the following components, which must occur in this
order:

1. The’%' character, which marks the start of the specifier.
2. Mapping key (optional), consisting of a parenthesised sequence of characters (for exsompémame) ).

3. Conversion flags (optional), which affect the result of some conversion types.

4 To format only a tuple you should therefore provide a singleton tuple whose only element is the tuple to be formatted.

40 Chapter 6. Built-in Types



The Python Library Reference, Release 2.6.4

4. Minimum field width (optional). If specified as ati

5. Precision (optional), given as a

6. Length modifier (optional).

7. Conversion type.

When the right argument is a dictionary (or other mapping type), then the formats in thenstrétipclude a paren-

(dot) followed by the precision. If specified & (an asterisk), the actual
width is read from the next element of the tuplevadues and the value to convert comes after the precision.

(asterisk), the actual width is read from the next element
of the tuple invalues and the object to convert comes after the minimum field width and optional precision.

thesised mapping key into that dictionary inserted immediately afteépthecharacter. The mapping key selects the
value to be formatted from the mapping. For example:

>>> print

Python has

’ has %#)03d quote types. " %\
{’ language ': "Python ", "#": 2}
002 quote types.

In this case nd specifiers may occur in a format (since they require a sequential parameter list).

The conversion flag characters are:

Flag | Meaning

# The value conversion will use the “alternate form” (where defined below).

{0} The conversion will be zero padded for numeric values.

The converted value is left adjusted (overrides'@e conversion if both are given).
(a space) A blank should be left before a positive number (or empty string) produced by a signed con
'+ A sign character¢’ or’-" ) will precede the conversion (overrides a “space” flag).

version.

A length modifier b, | , orL) may be present, but is ignored as it is not necessary for Python — $iblel.ds identical

to %d

The conversion types are:

Conver- | Meaning Note

sion

d’ Signed integer decimal.

T Signed integer decimal.

Ko} Signed octal value. (1)

u’ Obsolete type — it is identical td’ @)

X’ Signed hexadecimal (lowercase). (2)

X’ Signed hexadecimal (uppercase). (2)

e’ Floating point exponential format (lowercase). 3)

'E’ Floating point exponential format (uppercase). 3)

'f Floating point decimal format. 3)

' Floating point decimal format. 3)

o’ Floating point format. Uses lowercase exponential format if exponent is less than -4 or rjof4)
less than precision, decimal format otherwise.

G’ Floating point format. Uses uppercase exponential format if exponent is less than -4 or nqg)
less than precision, decimal format otherwise.

'c’ Single character (accepts integer or single character string).

T String (converts any python object usirepr() ). (5)

'S’ String (converts any python object usisg() ). (6)

%’ No argument is converted, results irff& character in the result.

Notes:

1. The alternate form causes a leading ze®0 () to be inserted between left-hand padding and the formatting of
the number if the leading character of the result is not already a zero.
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2. The alternate form causes a leadiy’ or’'0X’ (depending on whether thg' or’X’ format was used)
to be inserted between left-hand padding and the formatting of the number if the leading character of the result
is not already a zero.

3. The alternate form causes the result to always contain a decimal point, even if no digits follow it.
The precision determines the number of digits after the decimal point and defaults to 6.

4. The alternate form causes the result to always contain a decimal point, and trailing zeroes are not removed as
they would otherwise be.

The precision determines the number of significant digits before and after the decimal point and defaults to 6.
5. The%r conversion was added in Python 2.0.
The precision determines the maximal number of characters used.
6. If the object or format provided is@anicode string, the resulting string will also henicode
The precision determines the maximal number of characters used.
7. SeePEP 237
Since Python strings have an explicit lendgtbs conversions do not assume tA&@t  is the end of the string.

For safety reasons, floating point precisions are clipped t&/@0;onversions for numbers whose absolute value is
over 1e50 are replaced Bygconversions?® All other errors raise exceptions. Additional string operations are defined
in standard modulestring  andre .

6.6.3 XRange Type

Thexrange type is animmutable sequence which is commonly used for looping. The advantagemifithe type
is that anxrange object will always take the same amount of memory, no matter the size of the range it represents.
There are no consistent performance advantages.

XRange objects have very little behavior: they only support indexing, iteration, anetf)e function.

6.6.4 Mutable Sequence Types

List objects support additional operations that allow in-place modification of the object. Other mutable sequence types
(when added to the language) should also support these operations. Strings and tuples are immutable sequence types:
such objects cannot be modified once created. The following operations are defined on mutable sequence types (where
X is an arbitrary object):

5 These numbers are fairly arbitrary. They are intended to avoid printing endless strings of meaningless digits without hampering correct use
and without having to know the exact precision of floating point values on a particular machine.
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Operation Result Notes

s[i] = x itemi of sis replaced by

sfizj]] =t slice ofsfromi toj is replaced by the contents of the
iterablet

del s[i:]] same as[i;j] = []

s[i:jk] =t the elements of]i:j:K] are replaced by those bf | (1)

del sJizj:K] removes the elements sffi:j:k] from the list

s.append(x) same as[len(s):len(s)] = [x] (2)

s.extend(x) same as[len(s):len(s)] = x 3)

s.count(x) return number of's for whichs[i] == x

s.index(x[, i[, jlI) return smallesk such thas[k] == andi <= k 4)
<]

s.insert(i, x) same as[iii] = [X] (5)

s.pop([i]) same ax = gJ[i]; del g[i]; return x (6)

s.remove(x) same aglel s[s.index(x)] 4)

s.reverse() reverses the items afin place ©)

s.sort([cmp[, key], sort the items o§in place (M(®d)(9)(10

reverse]]])

Notes:

1.
2.

. RaisesvalueError

. When a negative index is passed as the first parameter bostie()

. Thesort()

. Thesort()

. Starting with Python 2.3, thsort()

t must have the same length as the slice it is replacing.

The C implementation of Python has historically accepted multiple parameters and implicitly joined them into
a tuple; this no longer works in Python 2.0. Use of this misfeature has been deprecated since Python 1.4.

. X can be any iterable object.

whenx is not found ins. When a negative index is passed as the second or third parameter
totheindex() method, the list length is added, as for slice indices. If it is still negative, it is truncated to zero,
as for slice indices. Changed in version 2.3: Previouslyex() didn’'t have arguments for specifying start
and stop positions.

method, the list length is added, as for
slice indices. Ifitis still negative, it is truncated to zero, as for slice indices. Changed in version 2.3: Previously,
all negative indices were truncated to zero.

. Thepop() method is only supported by the list and array types. The optional argurdefaults to-1 , so

that by default the last item is removed and returned.

andreverse()  methods modify the listin place for economy of space when sorting or reversing
a large list. To remind you that they operate by side effect, they don't return the sorted or reversed list.

method takes optional arguments for controlling the comparisons.

cmpspecifies a custom comparison function of two arguments (listitems) which should return a negative, zero or
positive number depending on whether the first argument is considered smaller than, equal to, or larger than the
second argumentmp=lambda x,y: cmp(x.lower(), y.lower()) . The default value idlone.

key specifies a function of one argument that is used to extract a comparison key from each list element:
key=str.lower . The default value idlone.

reverseis a boolean value. If set fbrue , then the list elements are sorted as if each comparison were reversed.

In general, th&eyandreverseconversion processes are much faster than specifying an equisalpfitnction.
This is becausempis called multiple times for each list element whitey andreversetouch each element
only once. Changed in version 2.3: Supportfme as an equivalent to omittingmpwas added.Changed in
version 2.4: Support fdreyandreversewas added.

method is guaranteed to be stable. A sort is stable if it guarantees not
to change the relative order of elements that compare equal — this is helpful for sorting in multiple passes (for
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example, sort by department, then by salary grade).

10. CPython implementation detail: While a list is being sorted, the effect of attempting to mutate, or even
inspect, the list is undefined. The C implementation of Python 2.3 and newer makes the list appear empty for
the duration, and raise&lueError  if it can detect that the list has been mutated during a sort.

6.7 Set Types — set , frozenset

A setobject is an unordered collection of distitetshableobjects. Common uses include membership testing, remov-

ing duplicates from a sequence, and computing mathematical operations such as intersection, union, difference, and
symmetric difference. (For other containers see the builtdh , list , andtuple classes, and theollections

module.) New in version 2.4. Like other collections, sets suppoirt set ,len(set) , andfor x in set

Being an unordered collection, sets do not record element position or order of insertion. Accordingly, sets do not
support indexing, slicing, or other sequence-like behavior.

There are currently two built-in set typesst andfrozenset . Theset type is mutable — the contents can be
changed using methods lilkeld() andremove() . Since it is mutable, it has no hash value and cannot be used

as either a dictionary key or as an element of another set.frfbhenset  type is immutable antiashable— its

contents cannot be altered after it is created; it can therefore be used as a dictionary key or as an element of another
set.

The constructors for both classes work the same:

classset ([iterable])

classfrozenset ([iterable])
Return a new set or frozenset object whose elements are takeriténainle The elements of a set must be
hashable. To represent sets of sets, the inner sets miistdeeset  objects. Ifiterableis not specified, a
new empty set is returned.

Instances ofet andfrozenset  provide the following operations:

len(s)
Return the cardinality of set

X in's
Testx for membership irs.

X not in s
Testx for non-membership is.

isdisjoint ( othern)
Return True if the set has no elements in common witter. Sets are disjoint if and only if their intersec-
tion is the empty set. New in version 2.6.

issubset ( othen)
set <= other ()
Test whether every element in the set ither.

set < other ()
Test whether the set is a true subseotbfer, that is,set <= other and set != other

issuperset  ( othen
set >= other ()
Test whether every elementatheris in the set.

set > other ()
Test whether the set is a true superseattber, that is,set >= other and set != other

union ( other, ..)
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set | other | ... 0
Return a new set with elements from the set and all others. Changed in version 2.6: Accepts multiple input
iterables.

intersection (other, ..)

set & other & ... 0
Return a new set with elements common to the set and all others. Changed in version 2.6: Accepts multiple
input iterables.

difference  (other, ..)

set - other - ... 0
Return a new set with elements in the set that are not in the others. Changed in version 2.6: Accepts
multiple input iterables.

symmetric_difference ( other)
set ~ other ()
Return a new set with elements in either the seither but not both.

copy ()
Return a new set with a shallow copyof

Note, the non-operator versions ofinion() , intersection() , difference() , and
symmetric_difference() , issubset() , and issuperset() methods will accept any iter-

able as an argument. In contrast, their operator based counterparts require their arguments to be sets.
This precludes error-prone constructions liket('abc’) & ’'cbs’ in favor of the more readable

set('abc’).intersection(’'cbs’)

Bothset andfrozenset  support set to set comparisons. Two sets are equal if and only if every element of
each set is contained in the other (each is a subset of the other). A set is less than another set if and only if the
first set is a proper subset of the second set (is a subset, but is not equal). A set is greater than another set if and
only if the first set is a proper superset of the second set (is a superset, but is not equal).

Instances ofset are compared to instances dfozenset based on their members. For
example, set(’abc’) == frozenset('abc’) returns True and so doesset(’abc’) in
set([frozenset('abc’)])

The subset and equality comparisons do not generalize to a complete ordering function. For example, any two
disjoint sets are not equal and are not subsets of each ottedl,afdhe following returnFalse : a<b, a==b,
ora>b. Accordingly, sets do notimplement thecmp__() method.

Since sets only define partial ordering (subset relationships), the outputlttbert() method is unde-
fined for lists of sets.

Set elements, like dictionary keys, musttmeshable

Binary operations that mixet instances witlirozenset  return the type of the first operand. For example:
frozenset('ab’) | set(’bc’) returns an instance éfozenset

The following table lists operations available fat that do not apply to immutable instancedmfzenset

update (other,..)
set |= other | ... 0
Update the set, adding elements from all others. Changed in version 2.6: Accepts multiple input iterables.

intersection_update ( other, ..)

set &= other & ... 0
Update the set, keeping only elements found in it and all others. Changed in version 2.6: Accepts multiple
input iterables.

difference_update (other, ..)

6.7. Set Types — set , frozenset 45



The Python Library Reference, Release 2.6.4

set -= other | ... 0
Update the set, removing elements found in others. Changed in version 2.6: Accepts multiple input iter-
ables.

symmetric_difference_update ( other)

set A= other ()
Update the set, keeping only elements found in either set, but not in both.

add (elem
Add elemenelemto the set.

remove ( elen)
Remove elemerglemfrom the set. RaiseéseyError if elemis not contained in the set.

discard (elem
Remove elemerdglemfrom the set if it is present.

pop ()
Remove and return an arbitrary element from the set. Réisg&rror if the set is empty.

clear ()

Remove all elements from the set.
Note, the  non-operator  versions of theupdate() |, intersection_update() ,
difference_update() , and symmetric_difference_update() methods will accept any

iterable as an argument.

Note, theelemargument to the contains__ () , remove() , anddiscard() methods may be a set. To
support searching for an equivalent frozenset,dleenset is temporarily mutated during the search and then
restored. During the search, tbeemset should not be read or mutated since it does not have a meaningful
value.

See Also:

Comparison to the built-in set type®ifferences between theets module and the built-in set types.

6.8 Mapping Types — dict

A mappingobject mapsashablevalues to arbitrary objects. Mappings are mutable objects. There is currently only
one standard mapping type, ttietionary. (For other containers see the builtiist , set , andtuple classes, and
thecollections module.)

A dictionary’s keys ar@lmostarbitrary values. Values that are matshablethat is, values containing lists, dictionaries

or other mutable types (that are compared by value rather than by object identity) may not be used as keys. Numeric
types used for keys obey the normal rules for numeric comparison: if two numbers compare equal {sarthla )

then they can be used interchangeably to index the same dictionary entry. (Note however, that since computers store
floating-point numbers as approximations it is usually unwise to use them as dictionary keys.)

Dictionaries can be created by placing a comma-separated k&yof value pairs within braces, for example:
{jack’: 4098, ’'sjoerd: 4127} or {4098: ‘jack’, 4127: ’sjoerd’} , or by thedict
constructor.

classdict ([arg])
Return a new dictionary initialized from an optional positional argument or from a set of keyword arguments. If
no arguments are given, return a new empty dictionary. If the positional argamggsia mapping object, return
a dictionary mapping the same keys to the same values as does the mapping object. Otherwise the positional
argument must be a sequence, a container that supports iteration, or an iterator object. The elements of the
argument must each also be of one of those kinds, and each must in turn contain exactly two objects. The first
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is used as a key in the new dictionary, and the second as the key’s value. If a given key is seen more than once,
the last value associated with it is retained in the new dictionary.

If keyword arguments are given, the keywords themselves with their associated values are added as items to the
dictionary. If a key is specified both in the positional argument and as a keyword argument, the value associated
with the keyword is retained in the dictionary. For example, these all return a dictionary edtahed:

2, "two": 3}

edict(one=2, two=3)
«dict({'one’ 2, 'two: 3})
«dict(zip((one’, 'two’), (2, 3)))
edict([['two’, 3], ['one’, 2]])

The first example only works for keys that are valid Python identifiers; the others work with any valid keys.
New in version 2.2.Changed in version 2.3: Support for building a dictionary from keyword arguments added.
These are the operations that dictionaries support (and therefore, custom mapping types should support too):

len(d)
Return the number of items in the dictionaty

dlkey]
Return the item ofl with key key. Raises &KeyError if keyis not in the map. New in version 2.5:
If a subclass of dict defines a methodmissing_ () , if the key keyis not present, thel[key]

operation calls that method with the kkgyas argument. Thd[key] operation then returns or raises
whatever is returned or raised by themissing__ (key) call if the key is not present. No other
operations or methods invoke missing__ () . If __missing__ () is not definedKeyError is
raised. __missing__ () must be a method; it cannot be an instance variable. For an example, see
collections.defaultdict

dlkey] = value
Setd[key] tovalue

del d[key]
Removed[key] fromd. Raises &eyError if keyis not in the map.

key in d
ReturnTrue if d has a keykey, elseFalse . New in version 2.2.
key not in d
Equivalent tonot key in d . New in version 2.2.
iter(d)
Return an iterator over the keys of the dictionary. This is a shortcliteikeys()
clear ()
Remove all items from the dictionary.
copy ()

Return a shallow copy of the dictionary.

fromkeys ( seq, [value]
Create a new dictionary with keys frosegand values set tealue

fromkeys() is a class method that returns a new dictionarglue defaults toNone. New in version
2.3.

get ( key, [default)
Return the value fokeyif keyis in the dictionary, elsdefault If defaultis not given, it defaults tdlone,
so that this method never raisegayError
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has_key (key)
Test for the presence &gyin the dictionaryhas_key() is deprecated in favor dfey in d .

items ()
Return a copy of the dictionary’s list gkey, value) pairs.

CPython implementation detail: Keys and values are listed in an arbitrary order which is non-random,
varies across Python implementations, and depends on the dictionary’s history of insertions and deletions.

If items() , keys() ,values() , iteritems() , iterkeys() , anditervalues() are called
with no intervening modifications to the dictionary, the lists will directly correspond. This allows
the creation ofvalue, key) pairs usingzip() : pairs = zip(d.values(), d.keys())

The same relationship holds for thigerkeys() and itervalues() methods: pairs =
zip(d.itervalues(), d.iterkeys()) provides the same value fpairs . Another way to
create the same listgirs = [(v, k) for (k, v) in d.iteritems()]

iteritems ()
Return an iterator over the dictionarylsey, value) pairs. See the note fafict.items()

Usingiteritems() while adding or deleting entries in the dictionary may raiseuatimeError  or
fail to iterate over all entries. New in version 2.2.

iterkeys ()
Return an iterator over the dictionary’s keys. See the notdifdritems()

Usingiterkeys() while adding or deleting entries in the dictionary may raiseuatimeError  or
fail to iterate over all entries. New in version 2.2.

itervalues ()
Return an iterator over the dictionary’s values. See the notgidortems()

Usingitervalues() while adding or deleting entries in the dictionary may raiseuatimeError
or fail to iterate over all entries. New in version 2.2,
keys ()

Return a copy of the dictionary’s list of keys. See the notelfor.items()

pop ( key, [default)
If keyis in the dictionary, remove it and return its value, else retlefault If defaultis not given andey
is not in the dictionary, &eyError is raised. New in version 2.3.

popitem ()
Remove and return an arbitraflyey, value) pair from the dictionary.

popitem() is useful to destructively iterate over a dictionary, as often used in set algorithms. If the
dictionary is empty, callingopitem()  raises &eyError

setdefault  ( key, [default)
If keyis in the dictionary, return its value. If not, inséetywith a value ofdefaultand returndefault
defaultdefaults toNone.

update ([other])
Update the dictionary with the key/value pairs framher, overwriting existing keys. Returikone.

update() accepts either another dictionary object or an iterable of key/value pairs (as a tuple or other
iterable of length two). If keyword arguments are specified, the dictionary is then updated with those
key/value pairsd.update(red=1, blue=2) . Changed in version 2.4: Allowed the argument to be

an iterable of key/value pairs and allowed keyword arguments.

values ()
Return a copy of the dictionary’s list of values. See the notelfcritems()
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6.9 File Objects

File objects are implemented using @slio package and can be created with the builbjren() function. File
objects are also returned by some other built-in functions and methods, sustpapen()  andos.fdopen()

and themakefile() method of socket objects. Temporary files can be created usirigitiigile ~ module, and
high-level file operations such as copying, moving, and deleting files and directories can be achievedshittilthe
module.

When a file operation fails for an 1/0O-related reason, the excepfi@mror is raised. This includes situations where
the operation is not defined for some reason, $§igek() on a tty device or writing a file opened for reading.

Files have the following methods:

close ()
Close the file. A closed file cannot be read or written any more. Any operation which requires that the file be
open will raise a/alueError  after the file has been closed. Callicigse() = more than once is allowed.

As of Python 2.5, you can avoid having to call this method explicitly if you usewtttle statement. For
example, the following code will automatically cloevhen thewith block is exited:

from _ future import  with_statement # This isn't required in Python 2.6
with  open (" hello.txt ") as f
for line in f:
print  line

In older versions of Python, you would have needed to do this to get the same effect:

f = open (" hello.txt ")

try :
for line in f:
print  line
finally
f . close()

Note: Not all “file-like” types in Python support use as a context manager fowttie statement. If your code

is intended to work with any file-like object, you can use the functiontextlib.closing() instead of
using the object directly.

flush ()
Flush the internal buffer, liketdio ‘s fflush() . This may be a no-op on some file-like objects.

Note: flush()  does not necessarily write the file’'s data to disk. flsgh()  followed byos.fsync()
to ensure this behavior.

fileno ()
Return the integer “file descriptor” that is used by the underlying implementation to request I/O operations from
the operating system. This can be useful for other, lower level interfaces that use file descriptors, such as the
fcntl  module oros.read()  and friends.

Note: File-like objects which do not have a real file descriptor shagtbrovide this method!

isatty ()
ReturnTrue if the file is connected to a tty(-like) device, elBalse .

Note: If a file-like object is not associated with a real file, this method shaotde implemented.
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next ()
A file object is its own iterator, for exampleer(f) returnsf (unlessf is closed). When a file is used as an
iterator, typically in afor loop (for examplefor line in f:  print line ), thenext() method is
called repeatedly. This method returns the next input line, or r&iggsteration when EOF is hit when

the file is open for reading (behavior is undefined when the file is open for writing). In order to fakelaop
the most efficient way of looping over the lines of a file (a very common operationjethi€) method uses
a hidden read-ahead buffer. As a consequence of using a read-ahead buffer, comibitiing with other file
methods (likeeadline() ) does not work right. However, usirsgek() to reposition the file to an absolute
position will flush the read-ahead buffer. New in version 2.3.

read ([size])
Read at mossizebytes from the file (less if the read hits EOF before obtaisizgbytes). If thesizeargument
is negative or omitted, read all data until EOF is reached. The bytes are returned as a string object. An empty
string is returned when EOF is encountered immediately. (For certain files, like ttys, it makes sense to continue
reading after an EOF is hit.) Note that this method may call the underlying C furficéad() = more than
once in an effort to acquire as closediaebytes as possible. Also note that when in non-blocking mode, less
data than was requested may be returned, evensfaeparameter was given.

Note: This function is simply a wrapper for the underlyifrgad()  C function, and will behave the same in
corner cases, such as whether the EOF value is cached.

readline ([size])
Read one entire line from the file. A trailing newline character is kept in the string (but may be absent when
a file ends with an incomplete liney. If the sizeargument is present and non-negative, it is a maximum byte
count (including the trailing newline) and an incomplete line may be returned. An empty string is retniped
when EOF is encountered immediately.

Note: Unlike stdio ‘s fgets() , the returned string contains null characté¥@ ( ) if they occurred in the
input.

readlines  ([sizehint])
Read until EOF usingeadline() and return a list containing the lines thus read. If the opticimhint
argument is present, instead of reading up to EOF, whole lines totalling approxirsaeyntbytes (possibly
after rounding up to an internal buffer size) are read. Objects implementing a file-like interface may choose to
ignoresizehintif it cannot be implemented, or cannot be implemented efficiently.

xreadlines ()
This method returns the same thingites(f) . New in version 2.1.Deprecated since version 2.3: fdse
line in file instead.

seek ( offset, [whence)]
Set the file’s current position, liketdio ‘s fseek() . Thewhenceargument is optional and defaults to
0S.SEEK_SET or 0 (absolute file positioning); other values ave.SEEK_CUR or 1 (seek relative to the
current position) ands.SEEK_END or 2 (seek relative to the file’s end). There is no return value.

For example, f.seek(2, 0s.SEEK_CUR) advances the position by two andseek(-3,
0s.SEEK_END) sets the position to the third to last.

Note that if the file is opened for appending (mdde or’a+’ ), anyseek() operations will be undone at
the next write. If the file is only opened for writing in append mode (m@de), this method is essentially
a no-op, but it remains useful for files opened in append mode with reading enabled’éxode If the file

is opened in text mode (withotlt’ ), only offsets returned biell() are legal. Use of other offsets causes
undefined behavior.

Note that not all file objects are seekable. Changed in version 2.6: Passing float values as offset has been
deprecated.

6 The advantage of leaving the newline on is that returning an empty string is then an unambiguous EOF indication. It is also possible (in cases
where it might matter, for example, if you want to make an exact copy of a file while scanning its lines) to tell whether the last line of a file ended
in a newline or not (yes this happens!).
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tell ()
Return the file’s current position, liketdio ‘s ftell()

Note: On Windowstell() can return illegal values (after dgets() ) when reading files with Unix-style
line-endings. Use binary model{’ ) to circumvent this problem.

truncate ([size])
Truncate the file’s size. If the optionalzeargument is present, the file is truncated to (at most) that size.
The size defaults to the current position. The current file position is not changed. Note that if a specified size
exceeds the file’s current size, the result is platform-dependent: possibilities include that the file may remain
unchanged, increase to the specified size as if zero-filled, or increase to the specified size with undefined new
content. Availability: Windows, many Unix variants.

write  ( str)
Write a string to the file. There is no return value. Due to buffering, the string may not actually show up in the
file until theflush()  orclose() method is called.

writelines ( sequence
Write a sequence of strings to the file. The sequence can be any iterable object producing strings, typically a list
of strings. There is no return value. (The name is intended to natatiines() ; writelines() does
not add line separators.)

Files support the iterator protocol. Each iteration returns the same redildt msadline() , and iteration ends
when thereadline() method returns an empty string.

File objects also offer a number of other interesting attributes. These are not required for file-like objects, but should
be implemented if they make sense for the particular object.

closed
bool indicating the current state of the file object. This is a read-only attributejake() = method changes
the value. It may not be available on all file-like objects.

encoding
The encoding that this file uses. When Unicode strings are written to a file, they will be converted to byte strings
using this encoding. In addition, when the file is connected to a terminal, the attribute gives the encoding that
the terminal is likely to use (that information might be incorrect if the user has misconfigured the terminal). The
attribute is read-only and may not be present on all file-like objects. It may alNohe, in which case the file
uses the system default encoding for converting Unicode strings. New in version 2.3.

errors
The Unicode error handler used along with the encoding. New in version 2.6.

mode
The 1/0 mode for the file. If the file was created using theen()  built-in function, this will be the value of
themodeparameter. This is a read-only attribute and may not be present on all file-like objects.

name
If the file object was created usirgpen() , the name of the file. Otherwise, some string that indicates the
source of the file object, of the form..> . This is a read-only attribute and may not be present on all file-like
objects.

newlines
If Python was built with the-with-universal-newlines option toconfigure (the default) this read-
only attribute exists, and for files opened in universal newline read mode it keeps track of the types of newlines
encountered while reading the file. The values it can také\are , \n’ , \\n’ , None (unknown, no
newlines read yet) or a tuple containing all the newline types seen, to indicate that multiple newline conventions
were encountered. For files not opened in universal newline read mode the value of this attributéNeiiebe

softspace
Boolean that indicates whether a space character needs to be printed before another value wherptising the
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statement. Classes that are trying to simulate a file object should also have a vatifidpace  attribute,

which should be initialized to zero. This will be automatic for most classes implemented in Python (care may
be needed for objects that override attribute access); types implemented in C will have to provide a writable
softspace attribute.

Note: This attribute is not used to control theint  statement, but to allow the implementationpoint  to
keep track of its internal state.

6.10 Context Manager Types

New in version 2.5. Pythonwith statement supports the concept of a runtime context defined by a context manager.
This is implemented using two separate methods that allow user-defined classes to define a runtime context that is
entered before the statement body is executed and exited when the statement ends.

Thecontext management protoamnsists of a pair of methods that need to be provided for a context manager object
to define a runtime context:

_enter__ ()
Enter the runtime context and return either this object or another object related to the runtime context. The
value returned by this method is bound to the identifier inabeclause ofwith statements using this context
manager.

An example of a context manager that returns itself is a file object. File objects return themselves from __en-
ter__ () to allowopen() to be used as the context expression with statement.

An example of a context manager that returns a related object is the one returned by
decimal.localcontext() . These managers set the active decimal context to a copy of the origi-
nal decimal context and then return the copy. This allows changes to be made to the current decimal context in
the body of thewith statement without affecting code outside Wi¢h statement.

__exit__  (exc_type, exc_val, exc)tb
Exit the runtime context and return a Boolean flag indicating if any exception that occurred should be suppressed.
If an exception occurred while executing the body ofwhith statement, the arguments contain the exception
type, value and traceback information. Otherwise, all three argumentoae

Returning a true value from this method will cause With statement to suppress the exception and continue
execution with the statement immediately following thigh statement. Otherwise the exception continues
propagating after this method has finished executing. Exceptions that occur during execution of this method
will replace any exception that occurred in the body ofwli statement.

The exception passed in should never be reraised explicitly - instead, this method should return a false value to
indicate that the method completed successfully and does not want to suppress the raised exception. This allows
context management code (suctcasatextlib.nested ) to easily detect whether or not anexit__ ()

method has actually failed.

Python defines several context managers to support easy thread synchronisation, prompt closure of files or other
objects, and simpler manipulation of the active decimal arithmetic context. The specific types are not treated specially
beyond their implementation of the context management protocol. Seerthextlib module for some examples.

Python’sgeneratos and thecontextlib.contextmanager decoratorprovide a convenient way to implement
these protocols. If a generator function is decorated wittctirgextlib.contextmanager decorator, it will
return a context manager implementing the necessaepter () and__exit () methods, rather than the
iterator produced by an undecorated generator function.

Note that there is no specific slot for any of these methods in the type structure for Python objects in the Python/C API.
Extension types wanting to define these methods must provide them as a normal Python accessible method. Compared
to the overhead of setting up the runtime context, the overhead of a single class dictionary lookup is negligible.
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6.11 Other Built-in Types

The interpreter supports several other kinds of objects. Most of these support only one or two operations.

6.11.1 Modules

The only special operation on a module is attribute acaessame, wheremis a module anthameaccesses a name
defined inm's symbol table. Module attributes can be assigned to. (Note thatppert statement is not, strictly
speaking, an operation on a module objéoport foo  does not require a module object nanfiedto exist, rather
it requires an (externafjefinitionfor a module nametbo somewhere.)

A special member of every module is dict . This is the dictionary containing the module’s symbol table.
Modifying this dictionary will actually change the module’s symbol table, but direct assignment to thet
attribute is not possible (you can write. _dict [a’] = 1 , which definesn.a to bel, but you can't write
m.__dict__ = {} ). Modifying__dict__ directly is not recommended.

Modules built into the interpreter are written like thismodule ’'sys’ (built-in)> . If loaded from a file,
they are written asmodule ’os’ from ’/usr/local/lib/pythonX.Y/os.pyc’>

6.11.2 Classes and Class Instances

SeeObjects, values and typém The Python Language Referehemd Class definitiongin The Python Language
Referencgfor these.

6.11.3 Functions

Function objects are created by function definitions. The only operation on a function object is to call it:
func(argument-list)

There are really two flavors of function objects: built-in functions and user-defined functions. Both support the same
operation (to call the function), but the implementation is different, hence the different object types.

SeeFunction definitiongin The Python Language Referehéer more information.

6.11.4 Methods

Methods are functions that are called using the attribute notation. There are two flavors: built-in methods (such as
append() on lists) and class instance methods. Built-in methods are described with the types that support them.

The implementation adds two special read-only attributes to class instance methaas:self  is the object
on which the method operates, amdim_func is the function implementing the method. Callingarg-1,
arg-2, ..., arg-n) is completely equivalent to callingn.im_func(m.im_self, arg-1, arg-2,

..., arg-n)

Class instance methods are eitheundor unboundreferring to whether the method was accessed through an instance
or a class, respectively. When a method is unboundmitself  attribute will beNone and if called, an explicit

self object must be passed as the first argument. In this safe, must be an instance of the unbound method’s
class (or a subclass of that class), otherwiSg@eError is raised.

Like function objects, methods objects support getting arbitrary attributes. However, since method attributes are
actually stored on the underlying function objentgth.im_func ), setting method attributes on either bound or
unbound methods is disallowed. Attempting to set a method attribute results/jpe&rror  being raised. In order

to set a method attribute, you need to explicitly set it on the underlying function object:
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class C
def method ( self ):
pass
c = C(
c. method . im_func . whoami = 'my name is ¢’

SeeThe standard type hierarchjn The Python Language Referehéar more information.

6.11.5 Code Objects

Code objects are used by the implementation to represent “pseudo-compiled” executable Python code such as a func-
tion body. They differ from function objects because they don’t contain a reference to their global execution envi-
ronment. Code objects are returned by the builtémpile()  function and can be extracted from function objects
through theirfunc_code attribute. See also theode module. A code object can be executed or evaluated by
passing it (instead of a source string) to thec statement or the built-iaval()  function.

SeeThe standard type hierarchjn The Python Language Referehéa more information.

6.11.6 Type Objects
Type objects represent the various object types. An object’s type is accessed by the built-in fiypetipn . There
are no special operations on types. The standard mogotde defines names for all standard built-in types.

Types are written like thisctype ’int’>

6.11.7 The Null Object
This object is returned by functions that don’t explicitly return a value. It supports no special operations. There is
exactly one null object, namedione (a built-in name).

It is written asNone.

6.11.8 The Ellipsis Object
This object is used by extended slice notation (S&eings(in The Python Language Referejicelt supports no
special operations. There is exactly one ellipsis object, neftigtsis (a built-in name).

It is written asEllipsis

6.11.9 Boolean Values

Boolean values are the two constant objdeadse andTrue . They are used to represent truth values (although

other values can also be considered false or true). In numeric contexts (for example when used as the argument to an
arithmetic operator), they behave like the integers 0 and 1, respectively. The built-in functigh can be used to

cast any value to a Boolean, if the value can be interpreted as a truth value (see section Truth Value Testing above).
They are written afalse andTrue , respectively.

6.11.10 Internal Objects

SeeThe standard type hierarchin The Python Language Referehder this information. It describes stack frame
objects, traceback objects, and slice objects.
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6.12 Special Attributes

The implementation adds a few special read-only attributes to several object types, where they are relevant. Some of
these are not reported by the()  built-in function.

__dict__
A dictionary or other mapping object used to store an object’s (writable) attributes.

__methods__
Deprecated since version 2.2: Use the built-in functiofy  to get a list of an object’s attributes. This attribute
is no longer available.

__members__
Deprecated since version 2.2: Use the built-in functiofy  to get a list of an object’s attributes. This attribute
is no longer available.

__class__
The class to which a class instance belongs.

__bases__
The tuple of base classes of a class object. If there are no base classes, this will be an empty tuple.

__name__
The name of the class or type.

The following attributes are only supported bgw-style clases.

mro__
This attribute is a tuple of classes that are considered when looking for base classes during method resolution.

mro()
This method can be overridden by a metaclass to customize the method resolution order for its instances. It is
called at class instantiation, and its result is stored imro___.

__subclasses__ ()
Each new-style class keeps a list of weak references to its immediate subclasses. This method returns a list of
all those references still alive. Example:

>>> int . __ subclasses_ ()
[<type ’'bool>]
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SEVEN

BUILT-IN EXCEPTIONS

Exceptions should be class objects. The exceptions are defined in the medafgions . This module never

needs to be imported explicitly: the exceptions are provided in the built-in namespace as welkbasetheons

module. For class exceptions, itrg  statement with aexcept clause that mentions a particular class, that clause

also handles any exception classes derived from that class (but not exception classes froiig/dtived). Two

exception classes that are not related via subclassing are never equivalent, even if they have the same name. The
built-in exceptions listed below can be generated by the interpreter or built-in functions. Except where mentioned,
they have an “associated value” indicating the detailed cause of the error. This may be a string or a tuple containing
several items of information (e.g., an error code and a string explaining the code). The associated value is the second
argument to theaise statement. If the exception class is derived from the standard rootRdasException

the associated value is present as the exception instaargs's attribute.

User code can raise built-in exceptions. This can be used to test an exception handler or to report an error condition
“just like” the situation in which the interpreter raises the same exception; but beware that there is nothing to prevent
user code from raising an inappropriate error.

The built-in exception classes can be sub-classed to define new exceptions; programmers are encouraged to at least
derive new exceptions from tlie«ception class and noBaseException . More information on defining excep-
tions is available in the Python Tutorial undgser-defined Exceptior{gn Python Tutoria).

The following exceptions are only used as base classes for other exceptions.

exceptionBaseException
The base class for all built-in exceptions. It is not meant to be directly inherited by user-defined classes (for that
useException ). If str()  orunicode() is called on an instance of this class, the representation of the
argument(s) to the instance are returned or the empty string when there were no arguments. All arguments are
stored inargs as a tuple. New in version 2.5.

exceptionException
All built-in, non-system-exiting exceptions are derived from this class. All user-defined exceptions should also
be derived from this class. Changed in version 2.5: Changed to inheritFemmException

exceptionStandardError
The base class for all built-in exceptions excepbtoplteration , GeneratorExit
Keyboardinterrupt andSystemExit . StandardError itself is derived fromException

exceptionArithmeticError
The base class for those built-in exceptions that are raised for various arithmetic €versiowError
ZeroDivisionError , FloatingPointError

exceptionLookupError
The base class for the exceptions that are raised when a key or index used on a mapping or sequence is invalid:
IndexError , KeyError . This can be raised directly lyodecs.lookup()
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exceptionEnvironmentError
The base class for exceptions that can occur outside the Python syStemor , OSError . When exceptions
of this type are created with a 2-tuple, the first item is available on the instaarces attribute (it is assumed
to be an error number), and the second item is available osttbror  attribute (it is usually the associated
error message). The tuple itself is also available ondtgs attribute. New in version 1.5.2. When an
EnvironmentError exception is instantiated with a 3-tuple, the first two items are available as above, while
the third item is available on tféename  attribute. However, for backwards compatibility, dags attribute
contains only a 2-tuple of the first two constructor arguments.

Thefilename  attribute iSNone when this exception is created with other than 3 argumentsefifne and
strerror attributes are alsblone when the instance was created with other than 2 or 3 arguments. In this
last caseargs contains the verbatim constructor arguments as a tuple.

The following exceptions are the exceptions that are actually raised.

exceptionAssertionError
Raised when aassert statement fails.

exceptionAttributeError
Raised when an attribute reference (8éteibute referenceén The Python Language Referejoer assignment
fails. (When an object does not support attribute references or attribute assignmentg gbesror is

raised.)

exceptionEOFError
Raised when one of the built-in functionsifut()  orraw_input() ) hits an end-of-file condition (EOF)
without reading any data. (N.B.: tfig.read() andfile.readline() methods return an empty string
when they hit EOF.)

exceptionFloatingPointError
Raised when a floating point operation fails. This exception is always defined, but can only be raised when
Python is configured with thewith-fpectl option, or theWANT_SIGFPE_HANDLE®mbol is defined
in thepyconfig.h  file.

exceptionGeneratorExit
Raise when ajeneratofs close() method is called. It directly inherits froaseException  instead of
StandardError  since it is technically not an error. New in version 2.5.Changed in version 2.6: Changed to
inherit fromBaseException

exceptionlOError
Raised when an I/O operation (such gwimt  statement, the built-iopen() function or a method of a file
object) fails for an I/O-related reason, e.g., “file not found” or “disk full”.

This class is derived frofinvironmentError . See the discussion above for more information on exception
instance attributes. Changed in version 2.6: Changeé#et.error to use this as a base class.

exceptionimportError
Raised when aimport statement fails to find the module definition or whefiam ... import fails
to find a name that is to be imported.

exceptionindexError
Raised when a sequence subscript is out of range. (Slice indices are silently truncated to fall in the allowed
range; if an index is not a plain integéiypeError is raised.)

exceptionKeyError
Raised when a mapping (dictionary) key is not found in the set of existing keys.

exceptionKeyboardinterrupt
Raised when the user hits the interrupt key (norm&@iytrol-C  or Delete ). During execution, a check for
interrupts is made regularly. Interrupts typed when a built-in fundtipait()  or raw_input() is waiting
for input also raise this exception. The exception inherits fRaseException  so as to not be accidentally
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caught by code that catchEgception and thus prevent the interpreter from exiting. Changed in version 2.5:
Changed to inherit fromBaseException

exceptionMemoryError
Raised when an operation runs out of memory but the situation may still be rescued (by deleting some objects).
The associated value is a string indicating what kind of (internal) operation ran out of memory. Note that because
of the underlying memory management architecture (@afloc()  function), the interpreter may not always
be able to completely recover from this situation; it nevertheless raises an exception so that a stack traceback
can be printed, in case a run-away program was the cause.

exceptionNameError
Raised when a local or global name is not found. This applies only to unqualified names. The associated value
is an error message that includes the name that could not be found.

exceptionNotimplementedError
This exception is derived frorRuntimeError . In user defined base classes, abstract methods should raise
this exception when they require derived classes to override the method. New in version 1.5.2.

exceptionOSError
This exception is derived froenvironmentError . It is raised when a function returns a system-related
error (not for illegal argument types or other incidental errors). @teo attribute is a numeric error code
from errno , and thestrerror attribute is the corresponding string, as would be printed by the C function
perror() . See the modulerrno , which contains names for the error codes defined by the underlying
operating system.

For exceptions that involve a file system path (sucktadir()  orunlink() ), the exception instance will
contain a third attributdjlename , which is the file name passed to the function. New in version 1.5.2.

exceptionOverflowError
Raised when the result of an arithmetic operation is too large to be represented. This cannot occur for long
integers (which would rather raisgéemoryError than give up) and for most operations with plain integers,
which return a long integer instead. Because of the lack of standardization of floating point exception handling
in C, most floating point operations also aren’t checked.

exceptionReferenceError
This exception is raised when a weak reference proxy, created byethieref.proxy() function, is used to
access an attribute of the referent after it has been garbage collected. For more information on weak references,
see theweakref module. New in version 2.2: Previously known as theakref.ReferenceError
exception.

exceptionRuntimeError
Raised when an error is detected that doesn't fall in any of the other categories. The associated value is a
string indicating what precisely went wrong. (This exception is mostly a relic from a previous version of the
interpreter; it is not used very much any more.)

exceptionStoplteration
Raised by anterator's next() method to signal that there are no further values. This is derived from
Exception  rather thanStandardError , since this is not considered an error in its normal application.
New in version 2.2.

exceptionSyntaxError
Raised when the parser encounters a syntax error. This may occuriinpan statement, in amexec
statement, in a call to the built-in functi@val() orinput() , or when reading the initial script or standard
input (also interactively).

Instances of this class have attribufilesname , lineno , offset andtext for easier access to the details.
str()  of the exception instance returns only the message.

exceptionSystemError
Raised when the interpreter finds an internal error, but the situation does not look so serious to cause it to
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abandon all hope. The associated value is a string indicating what went wrong (in low-level terms).

You should report this to the author or maintainer of your Python interpreter. Be sure to report the version of

the Python interpretesys.version ;itis also printed at the start of an interactive Python session), the exact
error message (the exception’s associated value) and if possible the source of the program that triggered the
error.

exceptionSystemExit

This exception is raised by theys.exit() function. When it is not handled, the Python interpreter exits; no
stack traceback is printed. If the associated value is a plain integer, it specifies the system exit status (passed to
C'sexit()  function); if it is None, the exit status is zero; if it has another type (such as a string), the object’s
value is printed and the exit status is one.

Instances have an attributede which is set to the proposed exit status or error message (defaulthayie).
Also, this exception derives directly froBaseException  and notStandardError , since it is not techni-
cally an error.

A call to sys.exit() is translated into an exception so that clean-up handfirally clauses otry
statements) can be executed, and so that a debugger can execute a script without running the risk of losing
control. Theos._exit() function can be used if it is absolutely positively necessary to exit immediately (for
example, in the child process after a calfook() ).

The exception inherits frorBaseException  instead ofStandardError or Exception  so that it is not
accidentally caught by code that catclieseption . This allows the exception to properly propagate up and
cause the interpreter to exit. Changed in version 2.5: Changed to inheriBfiepException

exceptionTypeError
Raised when an operation or function is applied to an object of inappropriate type. The associated value is a
string giving details about the type mismatch.

exceptionUnboundLocalError
Raised when a reference is made to a local variable in a function or method, but no value has been bound to that
variable. This is a subclass BfameError . New in version 2.0.

exceptionUnicodeError
Raised when a Unicode-related encoding or decoding error occurs. It is a subclagsadfrror . New in
version 2.0.

exceptionUnicodeEncodeError
Raised when a Unicode-related error occurs during encoding. It is a subclalsscofieError . New in
version 2.3.

exceptionUnicodeDecodeError
Raised when a Unicode-related error occurs during decoding. It is a subclasscofleError . New in
version 2.3.

exceptionUnicodeTranslateError
Raised when a Unicode-related error occurs during translating. It is a subcldsscofleError . New in
version 2.3.

exceptionValueError
Raised when a built-in operation or function receives an argument that has the right type but an inappropriate
value, and the situation is not described by a more precise exception sucteasrror

exceptionVMSError
Only available on VMS. Raised when a VMS-specific error occurs.

exceptionWindowsError
Raised when a Windows-specific error occurs or when the error number does not corresporetrtean
value. Thewinerror  andstrerror values are created from the return values of@estLastError()
andFormatMessage()  functions from the Windows Platform API. Tlegrno value maps th&inerror
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value to correspondingrrno.h  values. This is a subclass 6fSError . New in version 2.0.Changed in
version 2.5: Previous versions put tBetLastError() codes inteerrno .

exceptionZeroDivisionError
Raised when the second argument of a division or modulo operation is zero. The associated value is a string
indicating the type of the operands and the operation.

The following exceptions are used as warning categories; seedimrengs module for more information.

exceptionWarning
Base class for warning categories.

exceptionUserWarning
Base class for warnings generated by user code.

exceptionDeprecationWarning
Base class for warnings about deprecated features.

exceptionPendingDeprecationWarning
Base class for warnings about features which will be deprecated in the future.

exceptionSyntaxWarning
Base class for warnings about dubious syntax

exceptionRuntimeWarning
Base class for warnings about dubious runtime behavior.

exceptionFutureWarning
Base class for warnings about constructs that will change semantically in the future.

exceptionimportWarning
Base class for warnings about probable mistakes in module imports. New in version 2.5.

exceptionUnicodeWarning
Base class for warnings related to Unicode. New in version 2.5.

7.1 Exception hierarchy

The class hierarchy for built-in exceptions is:

BaseException
+-- SystemExit
+-- Keyboardinterrupt
+-- GeneratorExit
+-- Exception
+-- Stoplteration
+-- StandardError
| +-- BufferError
| ArithmeticError
[ +-- FloatingPointError
| +-- OverflowError
| +-- ZeroDivisionError
| +-- AssertionError
I
I
I
I
I

I
1
1

AttributeError
EnvironmentError
+-- |OError
+-- OSError
+-- WindowsError (Windows)

- + +
[
[
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+-- VMSError (VMS)

I
| +-- EOFError
[ +-- ImportError
[ +-- LookupError
| | +-- IndexError
| | +-- KeyError
[ +-- MemoryError
[ +-- NameError
| | +-- UnboundLocalError
[ +-- ReferenceError
[ +-- RuntimeError
| | +-- NotlmplementedError
| +-- SyntaxError
[ | +-- IndentationError
[ | +-- TabError
| +-- SystemError
| +-- TypeError
| +-- ValueError
| +-- UnicodeError
[ +-- UnicodeDecodeError
[ +-- UnicodeEncodeError
| +-- UnicodeTranslateError
+-- Warning
+-- DeprecationWarning
+-- PendingDeprecationWarning
+-- RuntimeWarning
+-- SyntaxWarning
+-- UserWarning
+-- FutureWarning
+-- ImportWarning
+-- UnicodeWarning
+-- BytesWarning

62

Chapter 7. Built-in Exceptions



CHAPTER

EIGHT

STRING SERVICES

The modules described in this chapter provide a wide range of string manipulation operations.

In addition, Python’s built-in string classes support the sequence type methods describeskigubece Types — str,
unicode, list, tuple, buffer, xrang®ction, and also the string-specific methods described fatthvey Methodsection.
To output formatted strings use template strings or%eperator described in th®&tring Formatting Operations
section. Also, see thee module for string functions based on regular expressions.

8.1 string — Common string operations

Thestring  module contains a number of useful constants and classes, as well as some deprecated legacy functions
that are also available as methods on strings. In addition, Python’s built-in string classes support the sequence type
methods described in ttigequence Types — str, unicode, list, tuple, buffer, xraegtion, and also the string-specific
methods described in th&ring Methodssection. To output formatted strings use template strings o¥dberator
described in thé&tring Formatting Operationsection. Also, see thee module for string functions based on regular
expressions.

8.1.1 String constants

The constants defined in this module are:

ascii_letters
The concatenation of thascii_lowercase and ascii_uppercase constants described below. This
value is not locale-dependent.

ascii_lowercase
The lowercase lettefabcdefghijklmnopqgrstuvwxyz’ . This value is not locale-dependent and will not
change.

ascii_uppercase
The uppercase lettet A BCDEFGHIJKLMNOPQRSTUVWXYZhis value is not locale-dependent and will not
change.

digits
The string'0123456789’

hexdigits
The string'0123456789abcdefABCDEF

letters
The concatenation of the stringsvercase anduppercase described below. The specific value is locale-
dependent, and will be updated whenale.setlocale() is called.
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lowercase
A string containing all the characters that are considered lowercase letters. On most systems this is the string
"abcdefghijkimnopgrstuvwxyz’ . The specific value is locale-dependent, and will be updated when
locale.setlocale() is called.

octdigits
The string'01234567"

punctuation
String of ASCII characters which are considered punctuation characters@idiele.

printable
String of characters which are considered printable. This is a combinatiodigat , letters

punctuation , andwhitespace

uppercase
A string containing all the characters that are considered uppercase letters. On most systems this is the string
"ABCDEFGHIJKLMNOPQRSTUVWXYZhe specific value is locale-dependent, and will be updated when
locale.setlocale() is called.

whitespace
A string containing all characters that are considered whitespace. On most systems this includes the characters
space, tab, linefeed, return, formfeed, and vertical tab.

8.1.2 String Formatting

Starting in Python 2.6, the built-in str and unicode classes provide the ability to do complex variable substitutions and
value formatting via thestr.format() method described iREP 3101 TheFormatter class in thestring

module allows you to create and customize your own string formatting behaviors using the same implementation as
the built-informat()  method.

classFormatter ()
TheFormatter class has the following public methods:

format (format_string, *args, *kwargs
format() is the primary APl method. It takes a format template string, and an arbitrary set of positional
and keyword argumentormat()  is just a wrapper that call§ormat()

vformat (format_string, args, kwargs
This function does the actual work of formatting. It is exposed as a separate function for cases where you
want to pass in a predefined dictionary of arguments, rather than unpacking and repacking the dictionary as
individual arguments using thiargs and**kwds syntax.vformat()  does the work of breaking up
the format template string into character data and replacement fields. It calls the various methods described
below.

In addition, theFormatter  defines a number of methods that are intended to be replaced by subclasses:

parse (format_string
Loop over the format_string and return an iterable of tupiesrél_text field_nameformat_spegcconver-
sion). This is used byformat()  to break the string in to either literal text, or replacement fields.

The values in the tuple conceptually represent a span of literal text followed by a single replacement field.
If there is no literal text (which can happen if two replacement fields occur consecutively)it¢nah text

will be a zero-length string. If there is no replacement field, then the valuBislof nameformat_spec
andconversiornwill be None.

get field (field_name, args, kwarlys
Givenfield_nameas returned byarse() (see above), convert it to an object to be formatted. Returns
a tuple (obj, used_key). The default version takes strings of the form define&mn3101 such as
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“O[name]” or “label.title”. argsandkwargsare as passed in tdormat() . The return valuaised_key
has the same meaning as Keyparameter tget value()

get_value (key, args, kwargs
Retrieve a given field value. THeesyargument will be either an integer or a string. If it is an integer, it
represents the index of the positional argumertrgs, if it is a string, then it represents a named argument
in kwargs

Theargsparameter is set to the list of positional argumentsftomat() , and thekwargsparameter is
set to the dictionary of keyword arguments.

For compound field names, these functions are only called for the first component of the field name;
Subsequent components are handled through normal attribute and indexing operations.

So for example, the field expression ‘0.name’ would cayse value() to be called with &eyar-
gument of 0. Thename attribute will be looked up afteget value() returns by calling the built-in
getattr() function.

If the index or keyword refers to an item that does not exist, them@exError  or KeyError  should
be raised.

check_unused_args (used_args, args, kwarjys
Implement checking for unused arguments if desired. The arguments to this function is the set of all
argument keys that were actually referred to in the format string (integers for positional arguments, and
strings for named arguments), and a reference tatpeandkwargsthat was passed to vformat. The set
of unused args can be calculated from these parametersk unused_args() is assumed to throw
an exception if the check fails.

format_field (value, format_spgc
format_field() simply calls the globaformat()  built-in. The method is provided so that sub-
classes can override it.

convert_field (value, conversiaon
Converts the value (returned lt_field() ) given a conversion type (as in the tuple returned by the
parse() method.) The default version understands ‘r’ (repr) and ‘s’ (str) conversion types.

8.1.3 Format String Syntax
The str.format() method and thé&ormatter class share the same syntax for format strings (although in the
case ofFormatter , subclasses can define their own format string syntax.)

Format strings contain “replacement fields” surrounded by curly bfacefnything that is not contained in braces is
considered literal text, which is copied unchanged to the output. If you need to include a brace character in the literal
text, it can be escaped by doublifg: and}} .

The grammar for a replacement field is as follows:

replacement_field w= " field_name [""" conversion] [:" format_spec] “}’
field_name n= (identifier | integer) (*.” attribute_name | “[" element_index “]")*
attribute_name n= identifier

element_index n= integer

conversion = e

<described in the next section>

format_spec

In less formal terms, the replacement field starts wiffels_name which can either be a number (for a positional
argument), or an identifier (for keyword arguments). Following this is an optmalersiorfield, which is preceded
by an exclamation poirit' , and aformat_spegcwhich is preceded by a colon
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Thefield_namaeitself begins with either a number or a keyword. If it's a number, it refers to a positional argument,
and if it's a keyword it refers to a named keyword argument. This can be followed by any number of index or attribute
expressions. An expression of the formame’  selects the named attribute usipgtattr() , while an expression

of the form’[index]’ does an index lookup using getitem__ ()

Some simple format string examples:

" First, thou shalt count to {0} " # References first positional argument
"My quest is {name} " # References keyword argument ’name’
"Weight in tons {0.weight} ! # 'weight’ attribute of first positional arg

"Units destroyed: {players[0]} # First element of keyword argument ’players’.

Theconversiorfield causes a type coercion before formatting. Normally, the job of formatting a value is done by the
__format_ () method of the value itself. However, in some cases it is desirable to force a type to be formatted as a
string, overriding its own definition of formatting. By converting the value to a string before callifgmat__ ()

the normal formatting logic is bypassed.

Two conversion flags are currently supportesl:  which callsstr()  onthe value, andr  which callsrepr()
Some examples:

"Harold 's a clever {0!s} : # Calls str() on the argument first
"Bring out the holy {name!r} " # Calls repr() on the argument first

The format_spedield contains a specification of how the value should be presented, including such details as field
width, alignment, padding, decimal precision and so on. Each value type can define it's own “formatting mini-
language” or interpretation of tHermat_spec

Most built-in types support a common formatting mini-language, which is described in the next section.

A format_spedield can also include nested replacement fields within it. These nested replacement fields can contain
only a field name; conversion flags and format specifications are not allowed. The replacement fields within the
format_spec are substituted before themat_specstring is interpreted. This allows the formatting of a value to be
dynamically specified.

For example, suppose you wanted to have a replacement field whose field width is determined by another variable:
"A man with two {0:{1}} ", format( "noses", 10)

This would first evaluate the inner replacement field, making the format string effectively:

"A man with two {0:10}

Then the outer replacement field would be evaluated, producing:

" noses "

Which is substituted into the string, yielding:
"A man with two noses

(The extra space is because we specified a field width of 10, and because left alignment is the default for strings.)

Format Specification Mini-Language

“Format specifications” are used within replacement fields contained within a format string to define how individual
values are presented (sSemmat String Synta) They can also be passed directly to the builteirmat()  function.
Each formattable type may define how the format specification is to be interpreted.

Most built-in types implement the following options for format specifications, although some of the formatting options
are only supported by the numeric types.
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A general convention is that an empty format stritig X produces the same result as if you had calie) on the
value.

The general form of atandard format specifigs:

format_spec [[filalign][sign][#][0][width][.precision][type]

fill = <a character other than ‘}>

align = s e Y

sign e

width = integer

precision = integer

type :: “b” | HCH | Hd” | “eﬂ | “EH | “f” | “FH I HgH | “GH | HnH | “O” | “X” | “X” | “%”

Thefill character can be any character other than ‘} (which signifies the end of the field). The presence of a fill
character is signaled by theextcharacter, which must be one of the alignment options. If the second character of

format_speds not a valid alignment option, then it is assumed that both the fill character and the alignment option are
absent.

The meaning of the various alignment options is as follows:

Op- Meaning

tion

< Forces the field to be left-aligned within the available space (This is the default.)

> Forces the field to be right-aligned within the available space.

= Forces the padding to be placed after the sign (if any) but before the digits. This is used for printing fields
in the form ‘+000000120’. This alignment option is only valid for numeric types.

W Forces the field to be centered within the available space.

Note that unless a minimum field width is defined, the field width will always be the same size as the data to fill it, so
that the alignment option has no meaning in this case.

Thesignoption is only valid for number types, and can be one of the following:

Option | Meaning

+ indicates that a sign should be used for both positive as well as negative numbers.

indicates that a sign should be used only for negative numbers (this is the default behavior).

space indicates that a leading space should be used on positive numbers, and a minus sign on negative
numbers.

The'# option is only valid for integers, and only for binary, octal, or hexadecimal output. If present, it specifies that
the output will be prefixed biob’ ,’'00’ , or’'0Ox’ , respectively.

widthis a decimal integer defining the minimum field width. If not specified, then the field width will be determined
by the content.

If the width field is preceded by a zer®{ ) character, this enables zero-padding. This is equivalent &digmment
type of'=" and &fill character of0’

Theprecisionis a decimal number indicating how many digits should be displayed after the decimal point for a floating
point value formatted witf’ and’F’ , or before and after the decimal point for a floating point value formatted with

‘g’ or’'G’ . For non-number types the field indicates the maximum field size - in other words, how many characters
will be used from the field content. Thmecisionis not allowed for integer values.

Finally, thetypedetermines how the data should be presented.

The available integer presentation types are:
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Type | Meaning

b’ Binary format. Outputs the number in base 2.

’c’ Character. Converts the integer to the corresponding unicode character before printing.

d’ Decimal Integer. Outputs the number in base 10.

0’ Octal format. Outputs the number in base 8.

X’ Hex format. Outputs the number in base 16, using lower- case letters for the digits above 9.

X’ Hex format. Outputs the number in base 16, using upper- case letters for the digits above 9.

n’ Number. This is the same &5 , except that it uses the current locale setting to insert the appropria
number separator characters.

None | The same a&l’

(5]

The available presentation types for floating point and decimal values are:

Type

Meaning

o
B
!f!

=
9

!%l
None

Exponent notation. Prints the number in scientific notation using the letter ‘e’ to indicate the expone
Exponent notation. Same & except it uses an upper case ‘E’ as the separator character.

Fixed point. Displays the number as a fixed-point number.

Fixed point. Same d§

General format. For a given precisipn>= 1, this rounds the number fsignificant digits and then
formats the result in either fixed-point format or in scientific notation, depending on its magnitude.
The precise rules are as follows: suppose that the result formatted with presentati@ tyaed
precisionp-1 would have exponergxp . Thenif-4 <= exp < p , the number is formatted with
presentation typ# and precisiomp-1-exp . Otherwise, the number is formatted with presentation t
'e’ and precisiomp-1 . In both cases insignificant trailing zeros are removed from the significand, an
decimal point is also removed if there are no remaining digits following it.

Postive and negative infinity, positive and negative zero, and nans, are formaittéd,amf ,0,-0 and
nan respectively, regardless of the precision.

A precision of0 is treated as equivalent to a precisioriof

General format. Same g8 except switches tte’  if the number gets too large. The representations
infinity and NaN are uppercased, too.

Number. This is the same &8 , except that it uses the current locale setting to insert the appropriate

number separator characters.
Percentage. Multiplies the number by 100 and displays in fied ) format, followed by a percent sign.
The same a%’

ype
d the

n

8.1.4 Template strings

Templates provide simpler string substitutions as describ&ttin 292 Instead of the norm&@ebased substitutions,
Templates suppofi-based substitutions, using the following rules:

« $3% is an escape; it is replaced with a single

* S$identifier names a substitution placeholder matching a mapping kéidentifier" . By default,
"identifier" must spell a Python identifier. The first non-identifier character afte$ tblearacter termi-
nates this placeholder specification.

« ${identifier} is equivalent tdbidentifier . Itis required when valid identifier characters follow the
placeholder but are not part of the placeholder, suc$amuntification”

Any other appearance &fin the string will result in &/alueError  being raised. New in version 2.4. Theing
module provides demplate class that implements these rules. The methodsaiplate are:

classTemplate (templatg
The constructor takes a single argument which is the template string.

substitute  ( mapping, [**kws)
Performs the template substitution, returning a new strmgppingis any dictionary-like object with keys
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that match the placeholders in the template. Alternatively, you can provide keyword arguments, where
the keywords are the placeholders. When butppingandkwsare given and there are duplicates, the
placeholders fronkwstake precedence.

safe_substitute ( mapping, [**kws)
Like substitute() , except that if placeholders are missing fromappingandkws instead of raising a
KeyError exception, the original placeholder will appear in the resulting string intact. Also, unlike with
substitute() , any other appearances of thavill simply return$ instead of raising/alueError

While other exceptions may still occur, this method is called “safe” because substitutions always tries to
return a usable string instead of raising an exception. In another serisesubstitute() may be
anything other than safe, since it will silently ignore malformed templates containing dangling delimiters,
unmatched braces, or placeholders that are not valid Python identifiers.

Template instances also provide one public data attribute:

template
This is the object passed to the constructteimplateargument. In general, you shouldn’t change it, but read-
only access is not enforced.

Here is an example of how to use a Template:

>>> from string import Template

>>> s = Template('$who likes $what’)

>>> s.substitute(who="tim’, what="kung pao’)

‘tim likes kung pao’

>>> d = dict(who="tim")

>>> Template('Give $who $100').substitute(d)
Traceback (most recent call last):

[...]

ValueError: Invalid placeholder in string: line 1, col 10
>>> Template('$who likes $what’).substitute(d)
Traceback (most recent call last):

[...]

KeyError: 'what’

>>> Template('$who likes $what’).safe_substitute(d)
‘tim likes $what’

Advanced usage: you can derive subclassegeofiplate to customize the placeholder syntax, delimiter character,
or the entire regular expression used to parse template strings. To do this, you can override these class attributes:

« delimiter— This is the literal string describing a placeholder introducing delimiter. The default $aliiote
that this shouldchot be a regular expression, as the implementation will caktscape() on this string as
needed.

« idpattern— This is the regular expression describing the pattern for non-braced placeholders (the braces will be
added automatically as appropriate). The default value is the regular expressidh a-z0-9]*

Alternatively, you can provide the entire regular expression pattern by overriding the class agtaitbete If you do
this, the value must be a regular expression object with four named capturing groups. The capturing groups correspond
to the rules given above, along with the invalid placeholder rule:

 escaped- This group matches the escape sequence$$.gn the default pattern.

« named- This group matches the unbraced placeholder name; it should not include the delimiter in capturing
group.

 braced- This group matches the brace enclosed placeholder name; it should not include either the delimiter or
braces in the capturing group.
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« invalid — This group matches any other delimiter pattern (usually a single delimiter), and it should appear last in
the regular expression.

8.1.5 String functions

The following functions are available to operate on string and Unicode objects. They are not available as string
methods.

capwords (s, [sep)
Split the argument into words usirggr.split() , capitalize each word usingr.capitalize() , and
join the capitalized words usirgr.join() . If the optional second argumesgpis absent oNone, runs of
whitespace characters are replaced by a single space and leading and trailing whitespace are removed, otherwise
sepis used to split and join the words.

maketrans ( from, to
Return a translation table suitable for passingrémslate() , that will map each character frominto the
character at the same positiont@ from andto must have the same length.

Note: Don't use strings derived fronowercase anduppercase as arguments; in some locales, these
don't have the same length. For case conversions, alwaysiusasver() andstr.upper()

8.1.6 Deprecated string functions

The following list of functions are also defined as methods of string and Unicode objects; see Settipihiethods
for more information on those. You should consider these functions as deprecated, although they will not be removed
until Python 3.0. The functions defined in this module are:

atof (s)
Deprecated since version 2.0: Use fluait() built-in function. Convert a string to a floating point number.
The string must have the standard syntax for a floating point literal in Python, optionally preceded by+a sign (
or-). Note that this behaves identical to the built-in functiturat() when passed a string.

Note: When passing in a string, values for NaN and Infinity may be returned, depending on the underlying C
library. The specific set of strings accepted which cause these values to be returned depends entirely on the C
library and is known to vary.

atoi (s, [base)
Deprecated since version 2.0: Use thi&)  built-in function. Convert string to an integer in the givebase
The string must consist of one or more digits, optionally preceded by asign-(). Thebasedefaults to 10. If
itis 0, a default base is chosen depending on the leading characters of the string (after stripping tb& sign):
0X means 160 means 8, anything else means 10hdkeis 16, a leadin@x or OX is always accepted, though
not required. This behaves identically to the built-in functiot)  when passed a string. (Also note: for a
more flexible interpretation of numeric literals, use the built-in functigal() .)

atol (s, [base)
Deprecated since version 2.0: Use thieg()  built-in function. Convert stringto a long integer in the given
base The string must consist of one or more digits, optionally preceded by asign-(). Thebaseargument
has the same meaning as &ipi() . Atrailing!| orL is not allowed, except if the base is 0. Note that when
invoked withoutbaseor with baseset to 10, this behaves identical to the built-in functiomy() when passed
a string.

capitalize (word)
Return a copy ofvord with only its first character capitalized.

expandtabs (s, [tabsize]
Expand tabs in a string replacing them by one or more spaces, depending on the current column and the given
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tab size. The column number is reset to zero after each newline occurring in the string. This doesn’t understand
other non-printing characters or escape sequences. The tab size defaults to 8.

find (s, sub, [start, [end]]
Return the lowest index irs where the substringub is found such thatsub is wholly contained in
s[start:end] . Return-1 on failure. Defaults foistart andend and interpretation of negative values is
the same as for slices.

rfind (s, sub, [start, [end])
Like find()  but find the highest index.

index (s, sub, [start, [end]]
Like find()  butraiseValueError  when the substring is not found.

rindex (s, sub, [start, [end]]
Like rfind() but raiseValueError  when the substring is not found.

count (s, sub, [start, [end])
Return the number of (non-overlapping) occurrences of substtibgn string s[start:end] . Defaults for
startandendand interpretation of negative values are the same as for slices.

lower (9)
Return a copy o§, but with upper case letters converted to lower case.

split (s, [sep, [maxsplit])
Return a list of the words of the strirgy If the optional second argumesépis absent oNone, the words
are separated by arbitrary strings of whitespace characters (space, tab, newline, return, formfeed). If the second
argumentsepis present and nadtlone, it specifies a string to be used as the word separator. The returned list
will then have one more item than the number of non-overlapping occurrences of the separator in the string. The
optional third argumenthaxsplitdefaults to 0. If it is nonzero, at mostaxsplithumber of splits occur, and the
remainder of the string is returned as the final element of the list (thus, the list will have atavoslit+1
elements).

The behavior of split on an empty string depends on the valisepf If sepis not specified, or specified as
None, the result will be an empty list. Bepis specified as any string, the result will be a list containing one
element which is an empty string.

rsplit (s, [sep, [maxsplit])
Return a list of the words of the strirgyscannings from the end. To all intents and purposes, the resulting list
of words is the same as returned ¢plit()  , except when the optional third argumenaxsplitis explicitly
specified and nonzero. Whenaxsplitis nonzero, at mognaxsplitnumber of splits — theightmostones —
occur, and the remainder of the string is returned as the first element of the list (thus, the list will have at most
maxsplit+1l  elements). New in version 2.4.

splitfields (s, [sep, [maxsplit])
This function behaves identically tplit() . (In the pastsplit() was only used with one argument, while
splitfields() was only used with two arguments.)

join  (words, [sep)
Concatenate a list or tuple of words with intervening occurrencegpfThe default value fosepis a single
space character. It is always true thatng.join(string.split(s, sep), sep) equalss.

joinfields (words, [sep]
This function behaves identically foin() . (In the pastjoin()  was only used with one argument, while
joinfields() was only used with two arguments.) Note that there igondields() method on string
objects; use th@in()  method instead.

Istrip (s, [chars)
Return a copy of the string with leading characters removechdfsis omitted oNone, whitespace characters
are removed. If given and ndtone, charsmust be a string; the characters in the string will be stripped from

8.1. string — Common string operations 71



The Python Library Reference, Release 2.6.4

the beginning of the string this method is called on. Changed in version 2.2.&ha@lngparameter was added.
Thecharsparameter cannot be passed in earlier 2.2 versions.

rstrip (s, [chars)
Return a copy of the string with trailing characters removedh#rsis omitted orNone, whitespace characters
are removed. If given and ndtone, charsmust be a string; the characters in the string will be stripped from
the end of the string this method is called on. Changed in version 2.2.3chEteparameter was added. The
charsparameter cannot be passed in earlier 2.2 versions.

strip (s, [chars)
Return a copy of the string with leading and trailing characters removeHaitis omitted oMNone, whitespace
characters are removed. If given and Maine, chars must be a string; the characters in the string will be
stripped from the both ends of the string this method is called on. Changed in version 2.2cBaf$marameter
was added. Theharsparameter cannot be passed in earlier 2.2 versions.

swapcase ()
Return a copy o§, but with lower case letters converted to upper case and vice versa.

translate (s, table, [deletechar$]
Delete all characters frommthat are indeletechargif present), and then translate the characters usihp
which must be a 256-character string giving the translation for each character value, indexed by its ordinal. If
tableis None, then only the character deletion step is performed.

upper (s
Return a copy o§, but with lower case letters converted to upper case.

ljust (s, width, [fillchar])

rjust (s, width, [fillchar])

center (s, width, [fillchar])
These functions respectively left-justify, right-justify and center a string in a field of given width. They return a
string that is at leastidth characters wide, created by padding the stemgth the charactefillchar (default is
a space) until the given width on the right, left or both sides. The string is never truncated.

zfill (s, width
Pad a numeric string on the left with zero digits until the given width is reached. Strings starting with a sign are
handled correctly.

replace ( str, old, new, [maxreplace]
Return a copy of stringtr with all occurrences of substringld replaced bynew If the optional argument
maxreplacas given, the firstnaxreplacenccurrences are replaced.

8.2 re — Regqular expression operations

This module provides regular expression matching operations similar to those found in Perl. Both patterns and strings
to be searched can be Unicode strings as well as 8-bit strings.

Regular expressions use the backslash chardtter)(to indicate special forms or to allow special characters to be
used without invoking their special meaning. This collides with Python’s usage of the same character for the same
purpose in string literals; for example, to match a literal backslash, one might have té\Wtite as the pattern

string, because the regular expression mu$t heand each backslash must be expresséd asside a regular Python

string literal.

The solution is to use Python’s raw string notation for regular expression patterns; backslashes are not handled in any
special way in a string literal prefixed with . Sor"\n" is a two-character string containifly and’'n’ , while

"\n" is a one-character string containing a newline. Usually patterns will be expressed in Python code using this raw
string notation.
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It is important to note that most regular expression operations are available as module-level functions and
RegexObject methods. The functions are shortcuts that don’t require you to compile a regex object first, but
miss some fine-tuning parameters.

See Also:

Mastering Regular ExpressionsBook on regular expressions by Jeffrey Friedl, published by O’'Reilly. The second
edition of the book no longer covers Python at all, but the first edition covered writing good regular expression
patterns in great detail.

8.2.1 Regular Expression Syntax

A regular expression (or RE) specifies a set of strings that matches it; the functions in this module let you check if a
particular string matches a given regular expression (or if a given regular expression matches a particular string, which
comes down to the same thing).

Regular expressions can be concatenated to form new regular expressidgidiB are both regular expressions,
thenAB is also a regular expression. In general, if a stpngatchesA and another string matchesB, the string

pg will match AB. This holds unlesé or B contain low precedence operations; boundary conditions beteeal

B; or have numbered group references. Thus, complex expressions can easily be constructed from simpler primitive
expressions like the ones described here. For details of the theory and implementation of regular expressions, consult
the Friedl book referenced above, or almost any textbook about compiler construction.

A brief explanation of the format of regular expressions follows. For further information and a gentler presentation,
consult theRegular Expression HOWT(@n ).

Regular expressions can contain both special and ordinary characters. Most ordinary charactéts, like , or

'0’ , are the simplest regular expressions; they simply match themselves. You can concatenate ordinary characters, so
last matches the stringast’ . (In the rest of this section, we'll write RE’s ithis special style , usually

without quotes, and strings to be matchied single quotes’ J)

Some characters, likf or’( , are special. Special characters either stand for classes of ordinary characters, or
affect how the regular expressions around them are interpreted. Regular expression pattern strings may not contain
null bytes, but can specify the null byte using thember notation, e.g.;\x00’

The special characters are:

(Dot.) In the default mode, this matches any character except a newline.0faféLLflag has been specified,
this matches any character including a newline.

"N (Caret.) Matches the start of the string, and/ibLTILINE mode also matches immediately after each newline.

'$"  Matches the end of the string or just before the newline at the end of the string, ErdliRILINE mode also
matches before a newlinédoo matches both ‘foo’ and ‘foobar’, while the regular expressioo$ matches
only ‘foo’. More interestingly, searching fdioo.$ in 'fool\nfoo2\n’ matches ‘foo2’ normally, but
‘fool’ in MULTILINE mode; searching for a singfein 'foo\n’ will find two (empty) matches: one just
before the newline, and one at the end of the string.

" Causes the resulting RE to match 0 or more repetitions of the preceding RE, as many repetitions as are possible.
ab* will match ‘a’, ‘ab’, or ‘a’ followed by any number of ‘b’s.

'+ Causes the resulting RE to match 1 or more repetitions of the precedirapREvill match ‘a’ followed by any
non-zero number of ‘b’s; it will not match just ‘a’.

'?"  Causes the resulting RE to match 0 or 1 repetitions of the precedinglREwill match either ‘a’ or ‘ab’.

*?,+?,?? The™ |’+ ,and’? qualifiers are algreedy they match as much text as possible. Sometimes this
behaviour isn't desired; if the RE.*> is matched againskH1>title</H1>’ , it will match the entire
string, and not just<H1>' . Adding'?’ after the qualifier makes it perform the matchrian-greedyor
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minimal fashion; asfew characters as possible will be matched. Usit®y in the previous expression will
match only'<H1>’

{m} Specifies that exactly copies of the previous RE should be matched; fewer matches cause the entire RE not to
match. For example{6} will match exactly sixa’ characters, but not five.

{m,n} Causes the resulting RE to match fromto n repetitions of the preceding RE, attempting to match as many
repetitions as possible. For exampdg3,5} will match from 3 to 5'a’ characters. Omittingn specifies
a lower bound of zero, and omittingspecifies an infinite upper bound. As an exampld,}b  will match
aaaab or athousanda’ characters followed by b, but notaaab. The comma may not be omitted or the
modifier would be confused with the previously described form.

{m,n}? Causes the resulting RE to match fromto n repetitions of the preceding RE, attempting to matcfeas
repetitions as possible. This is the non-greedy version of the previous qualifier. For example, on the 6-character
string’aaaaaa’ ,a{3,5} willmatch5’a’ characters, whila{3,5}? will only match 3 characters.

\"  Either escapes special characters (permitting you to match charactéts lik&' , and so forth), or signals a
special sequence; special sequences are discussed below.

If you're not using a raw string to express the pattern, remember that Python also uses the backslash as an
escape sequence in string literals; if the escape sequence isn’t recognized by Python’s parser, the backslash and
subsequent character are included in the resulting string. However, if Python would recognize the resulting
sequence, the backslash should be repeated twice. This is complicated and hard to understand, so it’s highly
recommended that you use raw strings for all but the simplest expressions.

[ Used to indicate a set of characters. Characters can be listed individually, or a range of characters can be indicated
by giving two characters and separating them by a. Special characters are not active inside sets. For
exampleJakm$] will match any of the characteta’ ,’k’ ,’'m’ ,or'$’ ;[a-z] will match any lowercase
letter, anda-zA-Z0-9] matches any letter or digit. Character classes sut ax \S (defined below) are
also acceptable inside a range, although the characters they match depends onlvihetkiegfor UNICODE
mode is in force. If you wantto include’r ora’-" inside a set, precede it with a backslash, or place it as
the first character. The pattefih  will match’]” , for example.

You can match the characters not within a rangedayplementinghe set. This is indicated by including’a
as the first character of the s&t, elsewhere will simply match thé’ character. For exampl§)5]  will
match any character except , and[™] will match any character except

Note that insidg] the special forms and special characters lose their meanings and only the syntaxes described
here are valid. For example, *, (,) , and so on are treated as literals indide and backreferences cannot be
used insidg] .

I A|B,where A and B can be arbitrary REs, creates a regular expression that will match either A or B. An arbitrary
number of REs can be separated by 'the in this way. This can be used inside groups (see below) as well.
As the target string is scanned, REs separatefl byare tried from left to right. When one pattern completely
matches, that branch is accepted. This means thatdntatchesB will not be tested further, even if it would
produce a longer overall match. In other words,’the operator is never greedy. To match a litefal , use
\| , or enclose it inside a character class, ajg]in.

(...) Matches whatever regular expression is inside the parentheses, and indicates the start and end of a group; the
contents of a group can be retrieved after a match has been performed, and can be matched later in the string
with the \number special sequence, described below. To match the lit§falsor’)’ , use\( or\) , or
enclose them inside a character cldés:[)]

(?..) This is an extension notation (& following a’("  is not meaningful otherwise). The first character
after the’?” determines what the meaning and further syntax of the construct is. Extensions usually do not
create a new groug?P<name>...)  is the only exception to this rule. Following are the currently supported
extensions.

(?iLmsux)  (One or more letters from the s& ,’L’ ,’'m’ ,’s’ ,’u’ ,’X .) The group matches the empty
string; the letters set the corresponding flagst  (ignore case)e.L (locale dependentje.M (multi-line),
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re.S (dot matches all)re.U (Unicode dependent), ané.X (verbose), for the entire regular expression.
(The flags are described Module Contenty This is useful if you wish to include the flags as part of the
regular expression, instead of passirftag argument to thee.compile() function.

Note that th€?x) flag changes how the expression is parsed. It should be used first in the expression string, or
after one or more whitespace characters. If there are non-whitespace characters before the flag, the results are
undefined.

(?:...) A non-grouping version of regular parentheses. Matches whatever regular expression is inside the paren-
theses, but the substring matched by the grcamqmotbe retrieved after performing a match or referenced later
in the pattern.

(?P<name>...) Similar to regular parentheses, but the substring matched by the group is accessible within the rest
of the regular expression via the symbolic group naaee Group names must be valid Python identifiers, and
each group name must be defined only once within a regular expression. A symbolic group is also a numbered
group, just as if the group were not named. So the group néinéathe example below can also be referenced
as the numbered group

For example, if the pattern ®P<id>[a-zA-Z_]\w*) , the group can be referenced by its name in argu-
ments to methods of match objects, suchragroup(’id’) or m.end(’id") , and also by name in the
regular expression itself (usir{@P=id) ) and replacement text given tsub()  (using\g<id> ).

(?P=name) Matches whatever text was matched by the earlier group naicme
(?#..) A comment; the contents of the parentheses are simply ignored.

(?=..) Matches if... matches next, but doesn’t consume any of the string. This is called a lookahead assertion.
For example|saac (?=Asimov)  willmatch’lsaac '  only ifit's followed by 'Asimov’

(?!...) Matches if... doesn’'t match next. This is a negative lookahead assertion. For exalsgée,
(?!'Asimov)  will match’lsaac *  only if it's notfollowed by’Asimov’

(?<=..) Matches if the current position in the string is preceded by a match.for that ends at the current
position. This is called positive lookbehind assertiof?<=abc)def  will find a match inabcdef , since the
lookbehind will back up 3 characters and check if the contained pattern matches. The contained pattern must
only match strings of some fixed length, meaning tiat or alb are allowed, bua* anda{3,4} are not.

Note that patterns which start with positive lookbehind assertions will never match at the beginning of the string
being searched; you will most likely want to use #earch()  function rather than thematch() function:

>>> import  re

>>> m = re . search( ' (?<=abc)def ', ’abcdef ")
>>> m group( 0)
‘def’
This example looks for a word following a hyphen:
>>> m = re.search( ' (?<=-) \w+ , ’'spam-egg’)
>>> m group( 0)
‘egq’
(?<.) Matches if the current position in the string is not preceded by a match for This is called anegative

lookbehind assertianSimilar to positive lookbehind assertions, the contained pattern must only match strings
of some fixed length. Patterns which start with negative lookbehind assertions may match at the beginning of
the string being searched.

(?(id/name)yes-pattern|no-pattern) Will try to match with yes-pattern if the group with given
id or nameexists, and withho-pattern if it doesn't. no-pattern is optional and can be omitted. For
example(<)?(\Ww+@\w+(?:\.\w+)+)(?(1)>) is a poor email matching pattern, which will match with
'<user@host.com>’ as well asuser@host.com’ , but not with’<user@host.com’ . New in ver-
sion 2.4.
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The special sequences consist\bf and a character from the list below. If the ordinary character is not on the list,
then the resulting RE will match the second character. For exaiplmatches the charactéd’

\number Matches the contents of the group of the same number. Groups are numbered starting from 1. For example,
(-+) \1  matchesthe the’ or’55 55 | but not'the end” (note the space after the group). This
special sequence can only be used to match one of the first 99 groups. If the first digitleéris 0, ornumber
is 3 octal digits long, it will not be interpreted as a group match, but as the character with octahwaiber
Inside the[" and’]" of a character class, all numeric escapes are treated as characters.

\A Matches only at the start of the string.

\b Matches the empty string, but only at the beginning or end of a word. A word is defined as a sequence of
alphanumeric or underscore characters, so the end of a word is indicated by whitespace or a non-alphanumeric,
non-underscore character. Note tkiatis defined as the boundary betweéen and\ W, so the precise set of
characters deemed to be alphanumeric depends on the valuesWiIBODEand LOCALEflags. Inside a
character rangéb represents the backspace character, for compatibility with Python’s string literals.

\B Matches the empty string, but only when itriet at the beginning or end of a word. This is just the opposite of
\b , so is also subject to the settingslLdd CALEandUNICODE

\d When theUNICODEflag is not specified, matches any decimal digit; this is equivalent to th@-€3t . With
UNICODE it will match whatever is classified as a digit in the Unicode character properties database.

\D When theUNICODEflag is not specified, matches any non-digit character; this is equivalent to tHe-$4t
With UNICODE: it will match anything other than character marked as digits in the Unicode character properties

database.

\s When theLOCALEandUNICODHflags are not specified, matches any whitespace character; this is equivalent to
the sef \t\n\r\flv] . With LOCALE it will match this set plus whatever characters are defined as space
for the current locale. IfJNICODEis set, this will match the charactgrs\t\n\r\fiv] plus whatever is

classified as space in the Unicode character properties database.

\S When the.OCALEandUNICODHflags are not specified, matches any non-whitespace character; this is equivalent
to the sef™ \t\n\r\fiv] With LOCALE it will match any character not in this set, and not defined as space
in the current locale. IUNICODHS set, this will match anything other thgnt\n\r\fiv] and characters
marked as space in the Unicode character properties database.

\w When theLOCALEandUNICODHlags are not specified, matches any alphanumeric character and the underscore;
this is equivalent to the s¢b-zA-Z0-9 ] . With LOCALE it will match the sef0-9_ ] plus whatever
characters are defined as alphanumeric for the current local@lIiEODEs set, this will match the characters
[0-9 ] plus whatever is classified as alphanumeric in the Unicode character properties database.

\W When theLOCALEandUNICODHlags are not specified, matches any non-alphanumeric character; this is equiv-
alent to the sefta-zA-Z0-9 ] . With LOCALE it will match any character not in the &9 _] , and not
defined as alphanumeric for the current localéJNfICODHs set, this will match anything other thii+9 ]
and characters marked as alphanumeric in the Unicode character properties database.

\Z Matches only at the end of the string.
Most of the standard escapes supported by Python string literals are also accepted by the regular expression parser:

\a \b \f \n
\r \t \v \X
\

Octal escapes are included in a limited form: If the first digitis a O, or if there are three octal digits, it is considered an
octal escape. Otherwise, it is a group reference. As for string literals, octal escapes are always at most three digits in
length.
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8.2.2 Matching vs Searching

Python offers two different primitive operations based on regular expressiwatsh checks for a match only at the
beginning of the string, whilsearchchecks for a match anywhere in the string (this is what Perl does by default).

Note that match may differ from search even when using a regular expression beginniriy witt™  matches

only at the start of the string, or MULTILINE mode also immediately following a newline. The “match” operation
succeeds only if the pattern matches at the start of the string regardless of mode, or at the starting position given by
the optionalposargument regardless of whether a newline precedes it.

>>> re . match( "c", "abcdef ") # No match
>>> re . search( "c", "abcdef ") # Match
< sre.SRE_Match object at ...>

8.2.3 Module Contents

The module defines several functions, constants, and an exception. Some of the functions are simplified versions of
the full featured methods for compiled regular expressions. Most non-trivial applications always use the compiled
form.

compile ( pattern, [flags)
Compile a regular expression pattern into a regular expression object, which can be used for matching using its
match() andsearch() methods, described below.

The expression’s behaviour can be modified by specifyifiggs value. Values can be any of the following
variables, combined using bitwise OR (th@perator).

The sequence

prog = re . compile(pattern)
result = prog . match(string)

is equivalent to
result = re . match(pattern, string)

but usingre.compile() and saving the resulting regular expression object for reuse is more efficient when
the expression will be used several times in a single program.

Note: The compiled versions of the most recent patterns passed.itoatch() , re.search() or
re.compile() are cached, so programs that use only a few regular expressions at a time needn’t worry
about compiling regular expressions.

I

IGNORECASE
Perform case-insensitive matching; expressions[k&] will match lowercase letters, too. This is not af-
fected by the current locale.

L
LOCALE
Make\w ,\W,\b ,\B ,\s and\S dependent on the current locale.

M

MULTILINE
When specified, the pattern charactér matches at the beginning of the string and at the beginning of each
line (immediately following each newline); and the pattern chardgter matches at the end of the string and
at the end of each line (immediately preceding each newline). By defsultmatches only at the beginning
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of the string, and$’ only at the end of the string and immediately before the newline (if any) at the end of the

string.

S

DOTALL
Make the’.”  special character match any character at all, including a newline; without this.flag,will
match anythingexcepta newline.

U

UNICODE
Make\w , \W,\b ,\B,\d ,\D,\s and\S dependent on the Unicode character properties database. New in
version 2.0.

X

VERBOSE

This flag allows you to write regular expressions that look nicer. Whitespace within the pattern is ignored, except
when in a character class or preceded by an unescaped backslash, and, when a line céhtairataer in a
character class or preceded by an unescaped backslash, all characters from the leftni#'st shicbugh the

end of the line are ignored.

That means that the two following regular expression objects that match a decimal number are functionally

equal:
a = re.compile( " \d + # the integral part

\. # the decimal point

\d * # some fractional digits ™" , re . X)
b = re.compile( " \d+\.\d*")

search ( pattern, string, [flags]
Scan througlstring looking for a location where the regular expresspatternproduces a match, and return a
correspondindgMatchObject  instance. Returilone if no position in the string matches the pattern; note that
this is different from finding a zero-length match at some point in the string.

match ( pattern, string, [flags]
If zero or more characters at the beginningting match the regular expressipattern return a corresponding
MatchObject instance. Returione if the string does not match the pattern; note that this is different from
a zero-length match.

Note: If you want to locate a match anywherestring, usesearch()  instead.

split  ( pattern, string, [maxsplit=0}
Split string by the occurrences gattern If capturing parentheses are usegattern then the text of all groups
in the pattern are also returned as part of the resulting lishalfsplitis nonzero, at moshaxsplitsplits occur,
and the remainder of the string is returned as the final element of the list. (Incompatibility note: in the original
Python 1.5 releasepaxsplitwas ignored. This has been fixed in later releases.)

>>> re.split( '\W+, ' Words, words, words. ")
[Words’, 'words’, 'words’, "]

>>> re.split( ' (\W+), ' Words, words, words. ")
[Words’, ’, ', 'words’, ’, ’, 'words’, ", "]

>>> re.split( '\W+, ' Words, words, words. 1)

[Words’, 'words, words.’]

If there are capturing groups in the separator and it matches at the start of the string, the result will start with an
empty string. The same holds for the end of the string:

78 Chapter 8. String Services



The Python Library Reference, Release 2.6.4

>>> re.split(  * (\W+), ' ..words, words... ")

[", ..., 'words’, ', ', 'words’, ..., "]

That way, separator components are always found at the same relative indices within the result list (e.g., if there’s
one capturing group in the separator, the Oth, the 2nd and so forth).

Note thatsplit will never split a string on an empty pattern match. For example:

>>> re.splitf( 'x*', 'foo ')
[foo’]
>>> re.split( " (?m)*$ ", "foo \n\nbar\n")

[foo\n\nbar\n’]

findall ~ ( pattern, string, [flags]
Return all non-overlapping matchesdtternin string, as a list of strings. Thstring is scanned left-to-right,
and matches are returned in the order found. If one or more groups are present in the pattern, return a list of
groups; this will be a list of tuples if the pattern has more than one group. Empty matches are included in the
result unless they touch the beginning of another match. New in version 1.5.2.Changed in version 2.4: Added
the optional flags argument.

finditer  ( pattern, string, [flags]
Return anterator yielding MatchObject instances over all non-overlapping matches for thepgaiernin
string. The string is scanned left-to-right, and matches are returned in the order found. Empty matches are
included in the result unless they touch the beginning of another match. New in version 2.2.Changed in version
2.4: Added the optional flags argument.

sub ( pattern, repl, string, [coun]
Return the string obtained by replacing the leftmost non-overlapping occurrenpast@iin string by the
replacementepl. If the pattern isn’t foundstring is returned unchangedepl can be a string or a function; if
it is a string, any backslash escapes in it are processed. That is,converted to a single newline character,
\r is converted to a linefeed, and so forth. Unknown escapes sigha® left alone. Backreferences, such as
\6 , are replaced with the substring matched by group 6 in the pattern. For example:

>>> re . sub( r def \ s+([a-zA-Z_][a-zA-Z_0-9]%) \s*\ (\s*\): 7,
' static PyObject* \ npy_\1(void) \n{’,

" def myfunc(): ')

'static PyObject*\npy_myfunc(void)\n{’

If replis a function, it is called for every non-overlapping occurrenceatfern The function takes a single
match object argument, and returns the replacement string. For example:

>>> def dashrepl (matchobj):

if matchobj . group( 0) == "-": return
. else : return -’
>>> re.sub(’ -{1,2} ', dashrepl, ' pro----gram-files ")

'‘pro--gram files’

The pattern may be a string or an RE object; if you need to specify regular expression flags, you must use a
RE object, or use embedded modifiers in a pattern; for exarspkg,'(?i)b+", "x", "bbbb BBBB")
returns’x x’

The optional argumerdountis the maximum number of pattern occurrences to be replamritmust be a
non-negative integer. If omitted or zero, all occurrences will be replaced. Empty matches for the pattern are
replaced only when not adjacent to a previous matclubg'x*’, '-', 'abc’) returns’-a-b-c-’
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In addition to character escapes and backreferences as described \gkoeene> will use the substring
matched by the group namethme, as defined by thé?P<name>...) syntax. \g<number> uses the
corresponding group numbag<2> is therefore equivalent t? , but isn’t ambiguous in a replacement such
as\g<2>0 . \20 would be interpreted as a reference to group 20, not a reference to group 2 followed by the
literal charactetQ’ . The backreferencg<0> substitutes in the entire substring matched by the RE.

subn ( pattern, repl, string, [count)
Perform the same operationasb() , but return a tuplénew_string, number_of subs_made)

escape ( string)
Returnstring with all non-alphanumerics backslashed; this is useful if you want to match an arbitrary literal
string that may have regular expression metacharacters in it.

exceptionerror
Exception raised when a string passed to one of the functions here is not a valid regular expression (for example,
it might contain unmatched parentheses) or when some other error occurs during compilation or matching. It is
never an error if a string contains no match for a pattern.

8.2.4 Regular Expression Objects

Compiled regular expression objects support the following methods and attributes:

match ( string, [pos, [endpos]]
If zero or more characters at the beginningstring match this regular expression, return a corresponding
MatchObject instance. ReturiNone if the string does not match the pattern; note that this is different from
a zero-length match.

Note: If you want to locate a match anywherestring, usesearch()  instead.

The optional second paramef@sgives an index in the string where the search is to start; it defaults This
is not completely equivalent to slicing the string; the pattern character matches at the real beginning of the
string and at positions just after a newline, but not necessarily at the index where the search is to start.

The optional paramet@ndpodimits how far the string will be searched; it will be as if the stringiglposchar-
acters long, so only the characters frposto endpos - 1 will be searched for a match. éindpods less than
pos no match will be found, otherwise, iik is a compiled regular expression objentmatch(string,

0, 50) is equivalent tax.match(string[:50], 0)

>>> pattern = re . compile( "o0o")

>>> pattern . match( "dog") # No match as "0" is not at the start of "dog."
>>> pattern . match( "dog", 1) # Match as "o" is the 2nd character of "dog".
< sre.SRE_Match object at ...>

search ( string, [pos, [endpos])
Scan througtstring looking for a location where this regular expression produces a match, and return a corre-
spondingMatchObject instance. ReturiNone if no position in the string matches the pattern; note that this
is different from finding a zero-length match at some point in the string.

The optionabosandendpogarameters have the same meaning as fonthieh() method.

split (' string, [maxsplit=0)
Identical to thesplit() function, using the compiled pattern.

findall ~ ( string, [pos, [endpos])
Identical to thefindall() function, using the compiled pattern.

finditer  ( string, [pos, [endpos])
Identical to thefinditer() function, using the compiled pattern.
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sub ( repl, string, [count=0)
Identical to thesub() function, using the compiled pattern.

subn ( repl, string, [count=0)
Identical to thesubn() function, using the compiled pattern.

flags
The flags argument used when the RE object was compilédiifaro flags were provided.

groups
The number of capturing groups in the pattern.

groupindex
A dictionary mapping any symbolic group names definedM<id>) to group numbers. The dictionary is
empty if no symbolic groups were used in the pattern.

pattern
The pattern string from which the RE object was compiled.

8.2.5 Match Objects

Match objects always have a boolean valuéafe , so that you can test whether ergatch() resulted in a match
with a simple if statement. They support the following methods and attributes:

expand ( templatg
Return the string obtained by doing backslash substitution on the templatetstriptate as done by theub()
method. Escapes such\as are converted to the appropriate characters, and numeric backreferdnces X
and named backreferencég<1> , \g<name> ) are replaced by the contents of the corresponding group.

group ([groupl, ...)
Returns one or more subgroups of the match. If there is a single argument, the result is a single string; if

there are multiple arguments, the result is a tuple with one item per argument. Without argugmnaung,
defaults to zero (the whole match is returned). HraupN argument is zero, the corresponding return value

is the entire matching string; if it is in the inclusive range [1..99], it is the string matching the corresponding
parenthesized group. If a group number is negative or larger than the number of groups defined in the pattern,
anindexError  exception is raised. If a group is contained in a part of the pattern that did not match, the
corresponding result iSone. If a group is contained in a part of the pattern that matched multiple times, the
last match is returned.

>>> m = re. match( r" (\w+) (\w+)", "lIsaac Newton, physicist ")
>>> m group( 0) # The entire match

'Isaac Newton’

>>> m group( 1) # The first parenthesized subgroup.

'Isaac’

>>> m group( 2) # The second parenthesized subgroup.
'Newton’

>>> mgroup( 1, 2) # Multiple arguments give us a tuple.

(lsaac’, 'Newton’)

If the regular expression uses ff#<name>...)  syntax, thegroupNarguments may also be strings identify-
ing groups by their group name. If a string argument is not used as a group name in the pattere&nror
exception is raised.

A moderately complicated example:

>>> m = re. match( r" (?P<first_ nhame> \w+) (?P<last nhame> \w+)", "Malcom Reynolds ")
>>> m group( ' first_name )
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'Malcom’
>>> m group( 'last_name ')
'Reynolds’

Named groups can also be referred to by their index:
>>> m group( 1)

'Malcom’

>>> m group( 2)

'Reynolds’

If a group matches multiple times, only the last match is accessible:

>>> m = re.match( r" (.)+ ", "alb2c3") # Matches 3 times.
>>> m group( 1) # Returns only the last match.
'3

groups ( [default])
Return a tuple containing all the subgroups of the match, from 1 up to however many groups are in the pattern.
The defaultargument is used for groups that did not participate in the match; it defauMsrte. (Incompat-
ibility note: in the original Python 1.5 release, if the tuple was one element long, a string would be returned
instead. In later versions (from 1.5.1 on), a singleton tuple is returned in such cases.)

For example:
>>> m = re.match( r" (\d+)\.( \d+)", "24.1632 ")

>>> m groups()
(24, '1632")

If we make the decimal place and everything after it optional, not all groups might participate in the match.
These groups will default thlone unless thelefaultargument is given:

>>> m = re. match( r" (\d+)\.?2( \d+)? ", "24")

>>> m groups() # Second group defaults to None.

('24’, None)

>>> m groups( ' 0") # Now, the second group defaults to 'O
(24', '0')

groupdict  ( [default])
Return a dictionary containing all theamedsubgroups of the match, keyed by the subgroup namedéfailt
argument is used for groups that did not participate in the match; it defaltsrte. For example:

>>> m = re . match( r' (?P<first_name> \w+) (?P<last_ name> \w+)", "Malcom Reynolds ")
>>> m groupdict()
{first_name’. 'Malcom’, ’'last name’. 'Reynolds’}

start ([group])

end ( [group])
Return the indices of the start and end of the substring matchetbolong, group defaults to zero (meaning the
whole matched substring). Retwh if groupexists but did not contribute to the match. For a match olject
and a group that did contribute to the match, the substring matched by ggqepguivalent tan.group(g) )
is

m string[m . start(g):m . end(9)]
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Note thatm.start(group) will equalm.end(group) if groupmatched a null string. For example, after
= re.search(’b(c?)’, 'cba’) , m.start(0) is1,m.end(0) is2,m.start(1) andm.end(1)
are both 2, andn.start(2) raises arindexError  exception.

An example that will removeemove_thigrom email addresses:

>>> email = "tony@tiremove_thisger.net "
>>> m = re.search( "remove_this ", email)
>>> emaill:m . start()] + emaillm . end():]

‘tony@tiger.net’

span ( [group])
For MatchObject m, return the 2-tuplém.start(group), m.end(group)) . Note that ifgroupdid

not contribute to the match, this(sl, -1) . groupdefaults to zero, the entire match.

pos
The value ofposwhich was passed to tleearch()  ormatch() method of theRegexObject . This is the
index into the string at which the RE engine started looking for a match.

endpos
The value ofendposvhich was passed to tteearch()  ormatch() method of theRegexObject . This is
the index into the string beyond which the RE engine will not go.

lastindex
The integer index of the last matched capturing groug\ame if no group was matched at all. For example,
the expression@)b , ((@)(b)) , and((ab)) will havelastindex == if applied to the stringab’ |,
while the expressiofa)(b)  will havelastindex == , if applied to the same string.

lastgroup

The name of the last matched capturing grouplNone if the group didn’t have a name, or if no group was
matched at all.

re
The regular expression object whasatch() orsearch() method produced thiglatchObject instance.

string
The string passed tmatch() orsearch()

8.2.6 Examples

Checking For a Pair

In this example, we’'ll use the following helper function to display match objects a little more gracefully:

def displaymatch (match):
if match is None:
return  None
return ' <Match: , groups= > 9% (match . group(), match . groups())

Suppose you are writing a poker program where a player’s hand is represented as a 5-character string with each
character representing a card, “a” for ace, “k” for king, “q” for queen, j for jack, “0” for 10, and “1” through “9”
representing the card with that value.

To see if a given string is a valid hand, one could do the following:

>>> valid = re.compile( r" [0-9akqj|{5}$ ")
>>> displaymatch(valid . match( "ak05q ")) # Valid.
"<Match: 'ak05q’, groups=()>"
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>>> displaymatch(valid . match( "ak05e ")) # Invalid.
>>> displaymatch(valid . match( "ak0")) # Invalid.
>>> displaymatch(valid .match( "727ak ")) # Valid.

"<Match: '727ak’, groups=()>"

That last hand;727ak"” , contained a pair, or two of the same valued cards. To match this with a regular expression,
one could use backreferences as such:

>>> pair = re.compile( " *(.).* \1")

>>> displaymatch(pair . match( " 717ak ")) # Pair of 7s.
"<Match: '717’, groups=(7’,)>"

>>> displaymatch(pair . match( " 718ak ")) # No pairs.
>>> displaymatch(pair . match( " 354aa")) # Pair of aces.

"<Match: '354aa’, groups=('a’,)>"

To find out what card the pair consists of, one could usejthep() method ofMatchObject in the following
manner:

>>> pair . match( "717ak"). group( 1)
e

# Error because re.match() returns None, which doesn’t have a group() method:
>>> pair . match( "718ak ") . group( 1)
Traceback (most recent call last):

File "<pyshell#23>" | line 1, in <module>
re . match( r* .*(.).* \1", "718ak"). group( 1)
AttributeError : 'NoneType’' object has no attribute 'group’

>>> pair . match( "354aa"). group( 1)
‘a

Simulating scanf()

Python does not currently have an equivalergdanf() . Regular expressions are generally more powerful, though
also more verbose, thatanf() format strings. The table below offers some more-or-less equivalent mappings
betweerscanf() format tokens and regular expressions.

scanf() Token | Regular Expression

%c .

%5¢ {5}

%d [-+]?2\d+

%e %E %f, %g [-+]?(\d+(\\d*)?\\d+)([eE][-+]?\d+)?
%i [-+]?(O[xX][\dA-Fa-f]+|0[0-7]*|\d+)
%0 0[0-7]*

%s \S+

%u \d+

%x %X O[xX][\dA-Fa-f]+

To extract the filename and numbers from a string like
/usr/sbin/sendmail - 0 errors, 4 warnings

you would use a&canf() format like

%s - %d errors, %d warnings

The equivalent regular expression would be

(\S+) - (\d+) errors, (\d+) warnings
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Avoiding recursion

If you create regular expressions that require the engine to perform a lot of recursion, you may encounter a

RuntimeError  exception with the messageaximum recursion limit exceeded. For example,
>>> s = 'Begin ' + 1000*" a very long string "+ 'end’
>>> re . match( ' Begin ( \w| )*? end ', s) .end()
Traceback (most recent call last):
File "<stdin>" , line 1, in ?
File  "/usr/locall/lib/python2.5/re.py" , line 132, in match
return  _compile(pattern, flags) . match(string)

RuntimeError : maximum recursion limit exceeded
You can often restructure your regular expression to avoid recursion.

Starting with Python 2.3, simple uses of tt® pattern are special-cased to avoid recursion. Thus, the above regular
expression can avoid recursion by being recasBegin [a-zA-Z0-9_ ]*?end . As a further benefit, such
regular expressions will run faster than their recursive equivalents.

search() vs. match()

In a nutshellmatch() only attempts to match a pattern at the beginning of a string wdesech()  will match a
pattern anywhere in a string. For example:

>>> re . match( "0", "dog") # No match as "o" is not the first letter of "dog".

>>> re.search( "o", "dog") # Match as search() looks everywhere in the string.

< sre.SRE_Match object at ...>

Note: The following applies only to regular expression objects like those created
with  re.compile("pattern™) , not the primitives re.match(pattern, string) or

re.search(pattern, string)

match() has an optional second parameter that gives an index in the string where the search is to start:
>>> pattern = re . compile( "o0")

>>> pattern . match( "dog") # No match as "o0" is not at the start of "dog."

# Equivalent to the above expression as O is the default starting index:
>>> pattern . match( "dog", 0)

# Match as "0" is the 2nd character of "dog" (index O is the first):

>>> pattern . match( "dog", 1)

< sre.SRE_Match object at ...>

>>> pattern . match( "dog", 2) # No match as "0" is not the 3rd character of "dog."

Making a Phonebook

split() splits a string into a list delimited by the passed pattern. The method is invaluable for converting textual
data into data structures that can be easily read and modified by Python as demonstrated in the following example that
creates a phonebook.

First, here is the input. Normally it may come from a file, here we are using triple-quoted string syntax:
>>> jnput = "" Ross McFluff: 834.345.1254 155 Elm Street

Ronald Heathmore: 892.345.3428 436 Finley Avenue
Frank Burger: 925.541.7625 662 South Dogwood Way
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Heather Albrecht: 548.326.4584 919 Park Place @ ™"

The entries are separated by one or more newlines. Now we convert the string into a list with each nonempty line
having its own entry:

>>> entries = re.split(  "\n+", input )

>>> entries

[Ross McFluff: 834.345.1254 155 EIm Street’,

'Ronald Heathmore: 892.345.3428 436 Finley Avenue’,
'Frank Burger: 925.541.7625 662 South Dogwood Way’,
'Heather Albrecht: 548.326.4584 919 Park Place’]

Finally, split each entry into a list with first name, last name, telephone number, and address. Wemsesihii
parameter ofplit() because the address has spaces, our splitting pattern, in it:

>>> [re .split(  ":? ", entry, 3) for entry in entries]
[[Ross’, 'McFIluff', '834.345.1254’, '155 Elm Street’],

[[Ronald’, 'Heathmore’, '892.345.3428', '436 Finley Avenue’],
[Frank’, 'Burger’, '925.541.7625’, '662 South Dogwood Way’],
[Heather’, 'Albrecht’, '548.326.4584’, '919 Park Place’]

The:? pattern matches the colon after the last name, so that it does not occur in the result listmalikbdit  of
4, we could separate the house number from the street name:

>>> [re .split( ":? ", entry, 4) for entry in entries]
[[Ross’, 'McFluff’, '834.345.1254’, '155’, 'Elm Street’],
[Ronald’, 'Heathmore’, '892.345.3428’, '436’, 'Finley Avenue’],
[Frank’, 'Burger’, '925.541.7625’, '662’, 'South Dogwood Way],
[Heather’, 'Albrecht’, '548.326.4584’, '919’, 'Park Place’]]

Text Munging

sub() replaces every occurrence of a pattern with a string or the result of a function. This example demonstrates
usingsub() with a function to “munge” text, or randomize the order of all the characters in each word of a sentence
except for the first and last characters:

>>> def repl (m):

inner_word = list (m. group( 2))
random . shuffle(inner_word)
return ~ mgroup( 1) + "".join(inner_word) + m group( 3)
>>> text = "Professor Abdolmalek, please report your absences promptly. !

>>> re.sub( " (\w)(\w+)(\w)", repl, text)
'Poefsrosr Aealmlobdk, pslaee reorpt your abnseces plmrptoy.’
>>> re.sub( " (\w)(\wH)(\w)", repl, text)
'Pofsroser Aodlambelk, plasee reoprt yuor asnebces potimrpy.’

Finding all Adverbs

findall() matchesall occurrences of a pattern, not just the first oneexsch() does. For example, if one was
a writer and wanted to find all of the adverbs in some text, he or she migfithudsé() in the following manner:
>>> text = "He was carefully disguised but captured quickly by police. "

>>> re . findall( "\ w+y ", text)
['carefully’, 'quickly’]
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Finding all Adverbs and their Positions

If one wants more information about all matches of a pattern than the matchedneigr() is useful as it
provides instances dflatchObject instead of strings. Continuing with the previous example, if one was a writer
who wanted to find all of the adverland their positionsn some text, he or she would u§editer() in the
following manner:

>>> text = "He was carefully disguised but captured quickly by police.

>>> for min re . finditer( "\ wtly ", text):

print ’ L : 5 % (m. start(), m . end(), m . group( 0))

07-16: carefully

40-47: quickly

Raw String Notation

Raw string notationr(text" ) keeps regular expressions sane. Without it, every backslash) (in a regular
expression would have to be prefixed with another one to escape it. For example, the two following lines of code are
functionally identical:

>>> re . match( r" \W() \1\wW, " ff ")

< _sre.SRE_Match object at ...>

>>> re . match( "\\ W() \\ 1\ W, " ff ")
< _sre.SRE_Match object at ...>

When one wants to match a literal backslash, it must be escaped in the regular expression. With raw string notation, this
meang™\" . Without raw string notation, one must usg\" , making the following lines of code functionally
identical:

>>> re . match( " \\ ", "\ ")
< sre.SRE_Match object at ...>
>>> re . match( "\\ \\ ", "\ ")
< sre.SRE_Match object at ...>

8.3 struct — Interpret strings as packed binary data

This module performs conversions between Python values and C structs represented as Python stringsrnitises
strings(explained below) as compact descriptions of the lay-out of the C structs and the intended conversion to/from
Python values. This can be used in handling binary data stored in files or from network connections, among other
sources.

The module defines the following exception and functions:

exceptionerror
Exception raised on various occasions; argument is a string describing what is wrong.

pack ( fmt, v1, v2,.).
Return a string containing the values, v2, ... packed according to the given format. The arguments
must match the values required by the format exactly.

pack_into ( fmt, buffer, offset, v1, v2,)...
Pack the valuesl, v2, ... according to the given format, write the packed bytes into the writiffer
starting abffset Note that the offset is a required argument. New in version 2.5.

unpack (fmt, string
Unpack the string (presumably packedgmck(fmt, ...) ) according to the given format. The result is a
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tuple even if it contains exactly one item. The string must contain exactly the amount of data required by the
format (en(string) must equatalcsize(fmt) ).

unpack_from ( fmt, buffer, [offset=0]
Unpack thebufferaccording to the given format. The result is a tuple even if it contains exactly one item. The
buffermust contain at least the amount of data required by the forleratbluffer[offset:]) must be
at leastcalcsize(fmt) ). New in version 2.5.

calcsize (fmt)
Return the size of the struct (and hence of the string) corresponding to the given format.

Format characters have the following meaning; the conversion between C and Python values should be obvious given
their types:

Format C Type Python Notes
X pad byte no value

c char string of length 1

b signed char integer

B unsigned char integer

? _Bool bool (2)
h short integer

H unsigned short integer

i int integer

I unsigned int integer or long

I long integer

L unsigned long long

q long long long (2)
Q unsigned long long long (2)
f float float

d double float

S charl] string

p char[] string

P void * long
Notes:

1. The'?" conversion code corresponds to thgool type defined by C99. If this type is not available, it is
simulated using ahar . In standard mode, it is always represented by one byte. New in version 2.6.

2. The'q” and’'Q’ conversion codes are available in native mode only if the platform C compiler supports C
long long ,or,on Windows, int64 . They are always available in standard modes. New in version 2.2.

A format character may be preceded by an integral repeat count. For example, the formaistrinpeans exactly
the same athhhh’

Whitespace characters between formats are ignored; a count and its format must not contain whitespace though.

For the's’ format character, the count is interpreted as the size of the string, not a repeat count like for the other
format characters; for exampl&0s’ means a single 10-byte string, whil®c’ means 10 characters. For packing,

the string is truncated or padded with null bytes as appropriate to make it fit. For unpacking, the resulting string always
has exactly the specified number of bytes. As a special &se, means a single, empty string (whilgc’ means

0 characters).

The'p’ format character encodes a “Pascal string”, meaning a short variable-length string stored in a fixed number of
bytes. The count is the total number of bytes stored. The first byte stored is the length of the string, or 255, whichever
is smaller. The bytes of the string follow. If the string passed ipaok() is too long (longer than the count minus

1), only the leading count-1 bytes of the string are stored. If the string is shorter than count-1, it is padded with null
bytes so that exactly count bytes in all are used. Note thatrfpack() ,the’p’ format character consumes count
bytes, but that the string returned can never contain more than 255 characters.

88 Chapter 8. String Services



The Python Library Reference, Release 2.6.4

Forthe’l’ 'L’ ,’q” and’'Q’ format characters, the return value is a Python long integer.

For the’P’ format character, the return value is a Python integer or long integer, depending on the size needed to

hold a pointer when it has been cast to an integer typRUAL pointer will always be returned as the Python integer

0. When packing pointer-sized values, Python integer or long integer objects may be used. For example, the Alpha
and Merced processors use 64-bit pointer values, meaning a Python long integer will be used to hold the pointer; other
platforms use 32-bit pointers and will use a Python integer.

For the'?” format character, the return value is eitieue or False . When packing, the truth value of the
argument object is used. Either 0 or 1 in the native or standard bool representation will be packed, and any non-zero
value will be True when unpacking.

By default, C numbers are represented in the machine’s native format and byte order, and properly aligned by skipping
pad bytes if necessary (according to the rules used by the C compiler).

Alternatively, the first character of the format string can be used to indicate the byte order, size and alignment of the
packed data, according to the following table:

Character | Byte order Size and alignment
@ native native

= native standard

< little-endian standard

> big-endian standard

! network (= big-endian)| standard

If the first character is not one of thes@' is assumed.

Native byte order is big-endian or little-endian, depending on the host system. For example, Motorola and Sun pro-
cessors are big-endian; Intel and DEC processors are little-endian.

Native size and alignment are determined using the C compiiezenf expression. This is always combined with
native byte order.

Standard size and alignment are as follows: no alignment is required for any type (so you have to use pad bytes);
short is2bytesjnt andlong are 4 bytestong long (__inté4 on Windows)is 8 bytedloat anddouble
are 32-bit and 64-bit IEEE floating point numbers, respectiveBool is 1 byte.

Note the difference betweeé@’ and’=" : both use native byte order, but the size and alignment of the latter is
standardized.

The form’"" is available for those poor souls who claim they can’t remember whether network byte order is big-
endian or little-endian.

There is no way to indicate non-native byte order (force byte-swapping); use the appropriate chdiceoof>’

The'P’ format character is only available for the native byte ordering (selected as the default or wi@ thoyte
order character). The byte order charastér chooses to use little- or big-endian ordering based on the host system.
The struct module does not interpret this as native ordering, S@thdormat is not available.

Examples (all using native byte order, size and alignment, on a big-endian machine):

>>> from struct  import *

>>> pack( ' hhl ", 1, 2, 3)

"\x00\x01\x00\x02\x00\x00\x00\x03’

>>> unpack( ' hhl ’, " \x00 \x01 \x00 \x02 \x00 \x00 \x00 \x03 )
1, 2, 3)

>>> calcsize( ' hhl ")

8

Hint: to align the end of a structure to the alignment requirement of a particular type, end the format with the code for
that type with a repeat count of zero. For example, the forihal’ specifies two pad bytes at the end, assuming
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longs are aligned on 4-byte boundaries. This only works when native size and alignment are in effect; standard size
and alignment does not enforce any alignment.

Unpacked fields can be named by assigning them to variables or by wrapping the result in a named tuple:

>>> record = ’'raymond \x32 \x12 \x08 \x01 \x08 ’

>>> name, serialnum, school, gradelevel = unpack( ' <10sHHb' , record)

>>> from collections import  namedtuple

>>> Student = namedtuple( ' Student ', ’'name serialnum school gradelevel ")
>>> Student . _make(unpack( ' <10sHHb', s))

Student(name="raymond ', serialnum=4658, school=264, gradelevel=8)

See Also:

Module array  Packed binary storage of homogeneous data.

Module xdrlib  Packing and unpacking of XDR data.

8.3.1 Struct Objects

Thestruct  module also defines the following type:

classStruct ( formaf
Return a new Struct object which writes and reads binary data according to the formafcimag Creating
a Struct object once and calling its methods is more efficient than callingthet  functions with the same
format since the format string only needs to be compiled once. New in version 2.5. Compiled Struct objects
support the following methods and attributes:

pack (v1,v2,.)
Identical to thepack() function, using the compiled formatef(result) will equal self.size J)

pack_into ( buffer, offset, v1, v2,)..
Identical to thepack_into() function, using the compiled format.

unpack ( string)
Identical to theunpack() function, using the compiled format. lef(string) must equal
self.size ).

unpack_from ( buffer, [offset=0)
Identical to theunpack from()  function, using the compiled formatlef(buffer[offset:])
must be at leagtelf.size ).

format
The format string used to construct this Struct object.

size
The calculated size of the struct (and hence of the string) correspondingrtat .

8.4 difflib — Helpers for computing deltas

New in version 2.1. This module provides classes and functions for comparing sequences. It can be used for example,
for comparing files, and can produce difference information in various formats, including HTML and context and
unified diffs. For comparing directories and files, see alsofithemp  module.

classSequenceMatcher ()
This is a flexible class for comparing pairs of sequences of any type, so long as the sequence elements are
hashable The basic algorithm predates, and is a little fancier than, an algorithm published in the late 1980’s by
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Ratcliff and Obershelp under the hyperbolic name “gestalt pattern matching.” The idea is to find the longest con-
tiguous matching subsequence that contains no “junk” elements (the Ratcliff and Obershelp algorithm doesn’t
address junk). The same idea is then applied recursively to the pieces of the sequences to the left and to the right
of the matching subsequence. This does not yield minimal edit sequences, but does tend to yield matches that
“look right” to people.

Timing: The basic Ratcliff-Obershelp algorithm is cubic time in the worst case and quadratic time in the
expected caseSequenceMatcher is quadratic time for the worst case and has expected-case behavior de-
pendent in a complicated way on how many elements the sequences have in common; best case time is linear.

classDiffer ()
This is a class for comparing sequences of lines of text, and producing human-readable differences or deltas.
Differ usesSequenceMatcher both to compare sequences of lines, and to compare sequences of characters
within similar (near-matching) lines.

Each line of aDiffer  delta begins with a two-letter code:

Code Meaning
- line unique to sequence 1

'+’ line unique to sequence 2
T line common to both sequences
7 line not present in either input sequence

Lines beginning with ?* attempt to guide the eye to intraline differences, and were not present in either input
sequence. These lines can be confusing if the sequences contain tab characters.

classHtmIDiff ()
This class can be used to create an HTML table (or a complete HTML file containing the table) showing a
side by side, line by line comparison of text with inter-line and intra-line change highlights. The table can be
generated in either full or contextual difference mode.

The constructor for this class is:

__init_ ([tabsize], [wrapcolumn], [linejunk], [charjunk]
Initializes instance oHtmIDiff

tabsizeis an optional keyword argument to specify tab stop spacing and defa8lts to

wrapcolumnis an optional keyword to specify column number where lines are broken and wrapped, de-
faults toNone where lines are not wrapped.

linejunk and charjunk are optional keyword arguments passed inttiff() (used byHtmIDIff  to
generate the side by side HTML differences). &d#f() documentation for argument default values
and descriptions.

The following methods are public:

make_file (fromlines, tolines, [fromdesc], [todesc], [context], [numlings]
Comparedromlinesand tolines (lists of strings) and returns a string which is a complete HTML file
containing a table showing line by line differences with inter-line and intra-line changes highlighted.

fromdescandtodescare optional keyword arguments to specify from/to file column header strings (both
default to an empty string).

contextandnumlinesare both optional keyword arguments. $ehtextto True when contextual differ-
ences are to be shown, else the defaukatse to show the full files.numlinesdefaults to5. When
contextis True numlinescontrols the number of context lines which surround the difference highlights.
Whencontextis False numlinescontrols the number of lines which are shown before a difference high-
light when using the “next” hyperlinks (setting to zero would cause the “next” hyperlinks to place the next
difference highlight at the top of the browser without any leading context).
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make_table ( fromlines, tolines, [fromdesc], [todesc], [context], [numlings]
Comparedromlinesandtolines (lists of strings) and returns a string which is a complete HTML table
showing line by line differences with inter-line and intra-line changes highlighted.

The arguments for this method are the same as those fondke_file() method.

Tools/scripts/diff.py is a command-line front-end to this class and contains a good example of its
use. New in version 2.4.

context_diff (a, b, [fromfile], [tofile], [fromfiledate], [tofiledate], [n], [lineterm)

Comparea andb (lists of strings); return a delta (@neratorgenerating the delta lines) in context diff format.

Context diffs are a compact way of showing just the lines that have changed plus a few lines of context. The
changes are shown in a before/after style. The number of context lines isrsetiigh defaults to three.

By default, the diff control lines (those with** or --- ) are created with a trailing newline. This is
helpful so that inputs created frofiie.readlines() result in diffs that are suitable for use with
file.writelines() since both the inputs and outputs have trailing newlines.

For inputs that do not have trailing newlines, setlthetermargumenttd” so that the output will be uniformly
newline free.

The context diff format normally has a header for filenames and modification times. Any or all of these may
be specified using strings fdromfile, tofile, fromfiledate andtofiledate The modification times are normally
expressed in the format returnedthye.ctime() . If not specified, the strings default to blanks.

>>> gl = [’"bacon\n’, ’'eggs\n’, ’'hamin’, ’guido \n’]

>>> g2 = [’ python \n’, ’eggy\n’, ’'hamster \n’, ’guido \n’]

>>> for line in context_diff(sl, s2, fromfile =’ before.py ', tofile =’ after.py '):
sys . stdout . write(line) # doctest: +NORMALIZE_WHITESPACE

*** pefore.py
--- after.py

*kkkkkkkkhkkkkkkk

*k%k 1’4 *kkk

I bacon

I eggs

I ham
guido

- 14 -

I python

I eggy

I hamster
guido

SeeA command-line interface to difflfior a more detailed example. New in version 2.3.

get close_matches  ( word, possibilities, [n], [cutoff]

Return a list of the best “good enough” matchegord is a sequence for which close matches are desired
(typically a string), andoossibilitiesis a list of sequences against which to matebrd (typically a list of
strings).

Optional argument (default3) is the maximum number of close matches to retarmust be greater thah

Optional argumentutoff (default0.6 ) is a float in the range [0, 1]. Possibilities that don't score at least that
similar toword are ignored.

The best (no more tham) matches among the possibilities are returned in a list, sorted by similarity score, most
similar first.
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>>> get _close_matches( "appel ', [ "ape’, 'apple ', 'peach’, ’puppy’])
[apple’, 'ape’]

>>> import  keyword

>>> get_close_matches( "wheel *, keyword . kwlist)

['while]

>>> get _close_matches( "apple ', keyword . kwlist)

I

>>> get_close_matches( "accept ', keyword . kwlist)

[except’]

ndiff  ( a, b, [linejunk], [charjunk]
Comparea andb (lists of strings); return ®iffer  -style delta (ayeneratorgenerating the delta lines).

Optional keyword parametelimejunkandcharjunkare for filter functions (oNone):

linejunk A function that accepts a single string argument, and returns true if the string is junk, or false if
not. The default isNone), starting with Python 2.3. Before then, the default was the module-level function
IS _LINE_JUNK() , which filters out lines without visible characters, except for at most one pound character
(# ). As of Python 2.3, the underlyinequenceMatcher class does a dynamic analysis of which lines
are so frequent as to constitute noise, and this usually works better than the pre-2.3 default.

charjunk A function that accepts a character (a string of length 1), and returns if the character is junk, or false if
not. The default is module-level functio8  CHARACTER_JUNK(), which filters out whitespace characters
(a blank or tab; note: bad idea to include newline in this!).

Tools/scripts/ndiff.py is a command-line front-end to this function.

>>> diff = ndiff( ’ one\n two\n three \n ' . splitlines( 1),
“ore \n tree \n emun . splitlines( 1))
>>> print '’ . join(diff),
- one

?2 A

+ ore

? N

- two

- three

2 -

+ tree

+ emu

restore ( sequence, whigh
Return one of the two sequences that generated a delta.

Given asequence@roduced byDiffer.compare() or ndiff()  , extract lines originating from file 1 or 2
(parametewhich), stripping off line prefixes.

Example:

>>> diff = ndiff( ' one\n two\n three \n’ . splitlines( 1),

"ore \n tree \n emun ' . splitlines( 1))

>>> diff = list  (diff) # materialize the generated delta into a list
>>> print '’ . join(restore(diff, 1)),

one

two

three

>>> print . join(restore(diff, 2)),

ore
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tree
emu

unified_diff (a, b, [fromfile], [tofile], [fromfiledate], [tofiledate], [n], [lineterm)
Comparea andb (lists of strings); return a delta @neratorgenerating the delta lines) in unified diff format.

Unified diffs are a compact way of showing just the lines that have changed plus a few lines of context. The
changes are shown in a inline style (instead of separate before/after blocks). The number of context lines is set
by n which defaults to three.

By default, the diff control lines (those with- , +++, or @ @are created with a trailing newline. This
is helpful so that inputs created frofiie.readlines() result in diffs that are suitable for use with
file.writelines() since both the inputs and outputs have trailing newlines.

For inputs that do not have trailing newlines, setlthetermargument td" so that the output will be uniformly
newline free.

The context diff format normally has a header for filenames and modification times. Any or all of these may
be specified using strings fémomfile tofile, fromfiledate andtofiledate The modification times are normally

expressed in the format returned toye.ctime() . If not specified, the strings default to blanks.

>>> sl = ["bacon\n’, ’eggs\n’, 'hamn’, ’'guido \n’]

>>> g2 = [’ python \n’, "eggy\n’, ’'hamster \n’, ’guido \n’]

>>> for line in unified_diff(sl, s2, fromfile =" before.py ', tofile = after.py ')
sys . stdout . write(line) # doctest: +NORMALIZE_WHITESPACE

--- before.py

+++ after.py

0@ -14 +14 0@
-bacon

-eggs

-ham

+python

+eggy
+hamster

guido
SeeA command-line interface to difflfior a more detailed example. New in version 2.3.

IS_LINE_JUNK ( line)
Return true for ignorable lines. The lifiee is ignorable ifline is blank or contains a singl&’ , otherwise it
is not ignorable. Used as a default for paramétesjunkin ndiff() before Python 2.3.

IS_CHARACTER_JUNKch)
Return true for ignorable characters. The charachds ignorable ifch is a space or tab, otherwise it is not
ignorable. Used as a default for parametearjunkin ndiff()

See Also:

Pattern Matching: The Gestalt Approach Discussion of a similar algorithm by John W. Ratcliff and D. E. Met-
zener. This was published ibr. Dobb’s Journain July, 1988.

8.4.1 SequenceMatcher Objects

The SequenceMatcher class has this constructor:

classSequenceMatcher ( [isjunk, [a, [b]]])
Optional argumernisjunkmust beNone (the default) or a one-argument function that takes a sequence element
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and returns true if and only if the element is “junk” and should be ignored. Passing for isjunkis equivalent
to passindambda x: 0 ;in other words, no elements are ignored. For example, pass:

lambda x: x in " \t "

if you're comparing lines as sequences of characters, and don’t want to synch up on blanks or hard tabs.

The optional argumen@andb are sequences to be compared; both default to empty strings. The elements of
both sequences must bashable

SequenceMatcher objects have the following methods:

set seqs (a, b
Set the two sequences to be compared.

SequenceMatcher computes and caches detailed information about the second sequence, so if you want to
compare one sequence against many sequenceseuseq2()  to set the commonly used sequence once
and callset_seql() repeatedly, once for each of the other sequences.

set seql (a)

Set the first sequence to be compared. The second sequence to be compared is not changed.
set_seq2 (b)

Set the second sequence to be compared. The first sequence to be compared is not changed.

find_longest_match (alo, ahi, blo, bh)
Find longest matching block ia[alo:ahi] andb(blo:bhi]

If isjunkwas omitted oNone, find_longest_match() returns(i, j, k) such thagli:i+K]
is equal tdo[j:j+k] ,Wherealo <= i <= itk <= ahi andblo <= j <= j+k <= bhi . For
all (i, j, k) meeting those conditions, the additional conditiens= k' ,i <= " , and ifi

== ,j <= | arealso met. In other words, of all maximal matching blocks, return one that starts
earliest ina, and of all those maximal matching blocks that start earliest, ireturn the one that starts
earliest inb.

>>> s = SequenceMatcher( None, " abcd", "abcd abcd ")
>>> s. find_longest_match( 0, 5, 0, 9
Match(a=0, b=4, size=5)

If isjunk was provided, first the longest matching block is determined as above, but with the additional
restriction that no junk element appears in the block. Then that block is extended as far as possible by
matching (only) junk elements on both sides. So the resulting block never matches on junk except as
identical junk happens to be adjacent to an interesting match.

Here’s the same example as before, but considering blanks to be junk. That preeda$ from
matching the abcd’ at the tail end of the second sequence directly. Instead onliabwel’ can
match, and matches the leftmémibcd’ in the second sequence:

>>> s = SequenceMatcher( lambda x: x ==" ", " abcd", "abcd abcd ")
>>> s. find_longest_match( 0, 5, 0, 9
Match(a=1, b=0, size=4)

If no blocks match, this returr{alo, blo, 0) . Changed in version 2.6: This method returmsaned
tupleMatch(a, b, size)

get_matching_blocks 0
Return list of triples describing matching subsequences. Each triple is of the(ifojmn) , and
means thaa[i;i+n] == blj:j+n] . The triples are monotonically increasingiiandj.
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The last triple is a dummy, and has the vallen(a), len(b), 0) . It is the only triple withn
== 0. If (i, j, n) and(i’, j, n) are adjacent triples in the list, and the second is not the
last triple in the list, them+n != i  orj+n != j ;in other words, adjacent triples always describe

non-adjacent equal blocks. Changed in version 2.5: The guarantee that adjacent triples always describe
non-adjacent blocks was implemented.

>>> s = SequenceMatcher( None, "abxcd", "abcd")
>>> g. get_matching_blocks()
[Match(a=0, b=0, size=2), Match(a=3, b=2, size=2), Match(a=5, b=4, size=0)]

get_opcodes ()
Return list of 5-tuples describing how to tueninto b. Each tuple is of the fornftag, i1, i2,
i1, j2) . The firsttuple hagl == j1 == , and remaining tuples havé equal to tha2 from the
preceding tuple, and, likewisg, equal to the previoug.

Thetag values are strings, with these meanings:

Value Meaning

'replace’ afil:i2] should be replaced Hyj1:j2]

‘delete’ afil:i2] should be deleted. Note thdt == j2 in this case.
'insert’ b[j1:j2] should be inserted afil:il] . Note thatl == i2 in this case.
‘equal’ afil:i2] == b[j1:j2] (the sub-sequences are equal).
For example:
>>> a = "qabxcd "
>>> b = "abycdf "
>>> s = SequenceMatcher( None, a, b)
>>> for tag, il, i2, j1, j2 in s. get opcodes():

print (" a[ %d %d ( %9 b[ %d %d ( %9 " %

(tag, i1, i2, afil:i2], j1, j2, b[j1:j2])
delete a[0:1] (q) b[0:0] ()
equal a[1:3] (ab) b[0:2] (ab)
replace a[3:4] (x) b[2:3] (y)
equal a[4:6] (cd) b[3:5] (cd)
insert a[6:6] () b[5:6] (f)

get_grouped_opcodes  ([n])
Return ageneratorof groups with up tan lines of context.

Starting with the groups returned It opcodes() , this method splits out smaller change clusters
and eliminates intervening ranges which have no changes.

The groups are returned in the same formajets opcodes() . New in version 2.3.

ratio ()
Return a measure of the sequences’ similarity as a float in the range [0, 1].

Where T is the total number of elements in both sequences, and M is the number of matches, this is 2.0*M
/ T. Note that this isl.0 if the sequences are identical, ah@ if they have nothing in common.

This is expensive to computedgket matching blocks() orget opcodes()  hasn't already been
called, in which case you may want to tjyick_ratio() orreal_quick_ratio() first to get an
upper bound.

quick_ratio ()
Return an upper bound oatio() relatively quickly.

This isn't defined beyond that it is an upper boundato() , and is faster to compute.

96 Chapter 8. String Services



The Python Library Reference, Release 2.6.4

real_quick_ratio 0
Return an upper bound oatio()  very quickly.

This isn’t defined beyond that it is an upper boundrafio() , and is faster to compute than either
ratio() or quick_ratio()

The three methods that return the ratio of matching to total characters can give different results due to differing levels of
approximation, althougfuick_ratio() andreal_quick_ratio() are always at least as largeratio()

>>> g = SequenceMatcher( None, "abcd", "bcde")
>>> 5. ratio()

0.75

>>> s, quick _ratio()

0.75

>>> g. real_quick_ratio()

1.0

8.4.2 SequenceMatcher Examples

This example compares two strings, considering blanks to be “junk:”

>>> s = SequenceMatcher( lambda x: x == " ",
"private Thread currentThread; ,
" private volatile Thread currentThread; ")

ratio() returns a float in [0, 1], measuring the similarity of the sequences. As a rule of thuaitip@  value
over 0.6 means the sequences are close matches:

>>> print  round (s . ratio(), 3)
0.866
If you're only interested in where the sequences mageh, matching_blocks() is handy:

>>> for block in s.get _matching_blocks():

print  "a] %d and b[ ] match for elements " % block
a[0] and b[0] match for 8 elements

a[8] and b[17] match for 21 elements

a[29] and b[38] match for O elements

Note that the last tuple returned gt _matching_blocks() is always a dummylen(a), len(b), 0)
and this is the only case in which the last tuple element (number of elements matdbed) is

’

If you want to know how to change the first sequence into the secondetisepcodes()

>>> for opcode in s. get _opcodes():

print " al %a %d b[ t %d" % opcode
equal a0:8] b[0:8]
insert a[8:8] b[8:17]
equal a[8:29] b[17:38]
See Also:
« The get _close_matches() function in this module which shows how simple code building on

SequenceMatcher can be used to do useful work.

» Simple version control recipfer a small application built wittsequenceMatcher
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8.4.3 Differ Objects

Note thatDiffer -generated deltas make no claim to mé@imal diffs. To the contrary, minimal diffs are often
counter-intuitive, because they synch up anywhere possible, sometimes accidental matches 100 pages apart. Restrict-
ing synch points to contiguous matches preserves some notion of locality, at the occasional cost of producing a longer
diff.

TheDiffer  class has this constructor:

classDiffer  ( [linejunk, [charjunk]])
Optional keyword parametelimejunkandcharjunkare for filter functions (oNone):

linejunk A function that accepts a single string argument, and returns true if the string is junk. The default is
None, meaning that no line is considered junk.

charjunk A function that accepts a single character argument (a string of length 1), and returns true if the
character is junk. The default one, meaning that no character is considered junk.

Differ  objects are used (deltas generated) via a single method:

compare (a, b)
Compare two sequences of lines, and generate the delta (a sequence of lines).

Each sequence must contain individual single-line strings ending with newlines. Such sequences can
be obtained from theeadlines() method of file-like objects. The delta generated also consists of
newline-terminated strings, ready to be printed as-is viautitelines() method of a file-like object.

8.4.4 Differ Example

This example compares two texts. First we set up the texts, sequences of individual single-line strings ending with
newlines (such sequences can also be obtained froneditkines() method of file-like objects):

>>> textl =7 1. Beautiful is better than ugly.
2. Explicit is better than implicit.

3. Simple is better than complex.

4. Complex is better than complicated.

. splitlines( 1)

>>> |len (textl)

>>> textl[ O] -1]

>>> textz = 7 1. Beautiful is better than ugly.
3. Simple is better than complex.
4. Complicated is better than complex.
5. Flat is better than nested.
" splitlines( 1)
Next we instantiate a Differ object:
>>> d = Differ()

Note that when instantiating@iffer ~ object we may pass functions to filter out line and character “junk.” See the
Differ() constructor for details.

Finally, we compare the two:
>>> result = list (d.compare(textl, text2))

result s a list of strings, so let’s pretty-print it:
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>>> from pprint  import  pprint

>>> pprint(result)

r 1. Beautiful is better than ugly.\n’,

- 2. Explicit is better than implicit.\n’,

- 3. Simple is better than complex.\n’,

"+ 3. Simple is better than complex.\n’,

? ++\n’,

- 4. Complex is better than complicated.\n’,

? n ---- N\n/,
'+ 4. Complicated is better than complex.\n’,

2 ++++ A Nn’,

"+ 5. Flat is better than nested.\n’]
As a single multi-line string it looks like this:

>>> import  sys

>>> sys . stdout . writelines(result)

1. Beautiful is better than ugly.

2. Explicit is better than implicit.

3. Simple is better than complex.

+ 3. Simple is better than complex.

? ++

- 4. Complex is better than complicated.

? A — A
+ 4. Complicated is better than complex.

? ++++ A A
+ 5. Flat is better than nested.

8.4.5 A command-line interface to difflib

This example shows how to use difflib to creatdifd -like utility. It is also contained in the Python source distribu-
tion, asTools/scripts/diff.py

" Command line interface to difflib.py providing diffs in four formats:

* ndiff: lists every line and highlights interline changes.

* context: highlights clusters of changes in a before/after format.
* unified: highlights clusters of changes in an inline format.

* html: generates side by side comparison with change highlights.
import sys, os, time , difflib , optparse
def main ():
# Configure the option parser
usage = "usage: %prog [options] fromfile tofile "
parser = optparse . OptionParser(usage)
parser .add option( "-c", action ="store true ", default =False ,
help =" Produce a context format diff (default) ")
parser .add_option( "-u", action ="store true ", default =False ,
help =" Produce a unified format diff ")
hip = ' Produce HTML side by side diff (can use -c and -l in conjunction) ’
parser .add_option( "-m", action ="store true ", default =False , help =hlp)
parser .add_option( "-n", action ="store true ", default =False ,
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help =’ Produce a ndiff format diff ")
parser .add option( "-I ", "-lines ", type ="int ", default =3,

help =" Set number of context lines (default 3) ")
(options, args) = parser . parse_args()

if len (args) == O:
parser . print_help()

sys . exit( 1)
if len (args) = 2:
parser .error( "need to specify both a fromfile and tofile ")

n = options . lines
fromfile, tofile = args # as specified in the usage string

# we're passing these as arguments to the diff function

fromdate = time . ctime(os . stat(fromfile) . st_mtime)
todate = time . ctime(os . stat(tofile) . st_mtime)
fromlines = open (fromfile, "U ). readlines()

tolines = open (tofile, "U) . readlines()

if options . u:
diff = difflib . unified_diff(fromlines, tolines, fromfile, tofile,
fromdate, todate, n =n)
elif  options . n:
diff = difflib . ndiff(fromlines, tolines)
elif  options . m:

diff = difflib . HtmIDiff() . make_file(fromlines, tolines, fromfile,
tofile, context =options . c,
numlines =n)
else :
diff = difflib . context_diff(fromlines, tolines, fromfile, tofile,
fromdate, todate, n =n)

# we're using writelines because diff is a generator
sys . stdout . writelines(diff)

1 1.

if __name__ == _main__
main()
8.5 StringlO — Read and write strings as files

This module implements a file-like clasSiringlO , that reads and writes a string buffer (also knownresmory
fileg. See the description of file objects for operations (seckitm Objecty. (For standard strings, se¢r and
unicode .)

classStringlO  ( [buffer])
When aStringlO  object is created, it can be initialized to an existing string by passing the string to the
constructor. If no string is given, tH&iringlO  will start empty. In both cases, the initial file position starts at
Zero.

The StringlO  object can accept either Unicode or 8-bit strings, but mixing the two may take some care.
If both are used, 8-bit strings that cannot be interpreted as 7-bit ASCII (that use the 8th bit) will cause a
UnicodeError  to be raised whepgetvalue() is called.
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The following methods o8tringlO  objects require special mention:

getvalue ()
Retrieve the entire contents of the “file” at any time beforeStienglO  object'sclose()  method is called.
See the note above for information about mixing Unicode and 8-bit strings; such mixing can cause this method
to raiseUnicodeError

close ()
Free the memory buffer. Attempting to do further operations with a cléedglO  object will raise a
ValueError

Example usage:

import  StringlO

output = StringlO . StringlO()
output . write( ' First line. \n")
print  >>output, ’ Second line.
# Retrieve file contents -- this will be
# 'First line.\nSecond line.\n’

contents = output . getvalue()

# Close object and discard memory buffer --
# .getvalue() will now raise an exception.
output . close()

8.6 cStringlO  — Faster version of StringlO

The modulecStringlO  provides an interface similar to that of thetringlO  module. Heavy use of
StringlO.StringlO objects can be made more efficient by using the funcBtimglO() from this mod-
ule instead.

Since this module provides a factory function which returns objects of built-in types, there’s no way to build your own
version using subclassing. It's not possible to set attributes on it. Use the ofigima|O  module in those cases.

Unlike the memory files implemented by tB&inglO  module, those provided by this module are not able to accept
Unicode strings that cannot be encoded as plain ASCII strings.

Calling StringlO() with a Unicode string parameter populates the object with the buffer representation of the
Unicode string, instead of encoding the string.

Another difference from th&tringlO  module is that callingtringlO() with a string parameter creates a read-
only object. Unlike an object created without a string parameter, it does not have write methods. These objects are not
generally visible. They turn up in tracebacksstgngl  andStringO

The following data objects are provided as well:

InputType
The type object of the objects created by callBtgnglO() with a string parameter.

OutputType
The type object of the objects returned by callBiginglO() with no parameters.

There is a C API to the module as well; refer to the module source for more information.

Example usage:
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import  ¢cStringlO

output = cStringlO . StringlO()
output . write( ' First line. \n")
print  >>output, ’ Second line.
# Retrieve file contents -- this will be
# 'First line.\nSecond line.\n’

contents = output . getvalue()

# Close object and discard memory buffer --
# .getvalue() will now raise an exception.
output . close()

8.7 textwrap — Text wrapping and filling

New in version 2.3. Théextwrap  module provides two convenience functiomsap() andfill() , as well as
TextWrapper , the class that does all the work, and a utility functitadent() . If you're just wrapping or filling

one or two text strings, the convenience functions should be good enough; otherwise, you should use an instance of
TextWrapper for efficiency.

wrap ( text, [width, [...]])
Wraps the single paragraph fext (a string) so every line is at mostidth characters long. Returns a list of
output lines, without final newlines.

Optional keyword arguments correspond to the instance attribuesofVrapper , documented belowvidth
defaults to70.

fill  (text, [width, [...]])
Wraps the single paragraph text and returns a single string containing the wrapped paragtégh. is
shorthand for

“\n " . join(wrap(text, L)
In particularfill() accepts exactly the same keyword argumentsrag()
Both wrap() andfill() work by creating arextWrapper instance and calling a single method on it. That

instance is not reused, so for applications that wrap/fill many text strings, it will be more efficient for you to create
your ownTextWrapper object.

Text is preferably wrapped on whitespaces and right after the hyphens in hyphenated words; only then will long words
be broken if necessary, unlessxtWrapper.break long_words is set to false.

An additional utility functiondedent() , is provided to remove indentation from strings that have unwanted whites-
pace to the left of the text.

dedent (tex?
Remove any common leading whitespace from every lirtext

This can be used to make triple-quoted strings line up with the left edge of the display, while still presenting
them in the source code in indented form.

Note that tabs and spaces are both treated as whitespace, but they are not equal: thbdit®@s and
"\thello" are considered to have no common leading whitespace. (This behaviour is new in Python 2.5;
older versions of this module incorrectly expanded tabs before searching for common leading whitespace.)

For example:
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def test ():
# end first line with \ to avoid the empty line!
s ="\
hello
world
print  repr (s) # prints ’ hello\n world\n ’
print  repr (dedent(s)) # prints ’hello\n  world\n’

classTextWrapper (...
TheTextWrapper constructor accepts a number of optional keyword arguments. Each argument corresponds
to one instance attribute, so for example
wrapper = TextWrapper(initial_indent =)

is the same as

wrapper = TextWrapper()
wrapper . initial_indent ="

*

You can re-use the samiextWrapper object many times, and you can change any of its options through
direct assignment to instance attributes between uses.

TheTextWrapper instance attributes (and keyword arguments to the constructor) are as follows:

width
(default: 70) The maximum length of wrapped lines. As long as there are no individual words in the
input text longer thanvidth , TextWrapper guarantees that no output line will be longer thadth
characters.

expand_tabs
(default: True ) If true, then all tab characters itext will be expanded to spaces using the
expandtabs()  method oftext

replace_whitespace
(default: True ) If true, each whitespace character (as definedtoyng.whitespace ) remaining
after tab expansion will be replaced by a single space.

Note: If expand_tabs is false andeplace whitespace is true, each tab character will be re-
placed by a single space, whichnistthe same as tab expansion.

drop_whitespace
(default: True ) If true, whitespace that, after wrapping, happens to end up at the beginning or end of
a line is dropped (leading whitespace in the first line is always preserved, though). New in version 2.6:
Whitespace was always dropped in earlier versions.

initial_indent
(default:” ) String that will be prepended to the first line of wrapped output. Counts towards the length of
the first line.

subsequent_indent
(default:”) String that will be prepended to all lines of wrapped output except the first. Counts towards
the length of each line except the first.

fix_sentence_endings
(default: False ) If true, TextWrapper attempts to detect sentence endings and ensure that sentences
are always separated by exactly two spaces. This is generally desired for text in a monospaced font.
However, the sentence detection algorithm is imperfect: it assumes that a sentence ending consists of a
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lowercase letter followed by one bf ,’!" ,or'?" , possibly followed by one of’ or™" , followed
by a space. One problem with this is algorithm is that it is unable to detect the difference between “Dr.” in

[...] Dr. Frankenstein's monster [...]
and “Spot.” in
[...] See Spot. See Spot run [..]]

fix_sentence_endings is false by default.

Since the sentence detection algorithm relieswimg.lowercase for the definition of “lowercase
letter,” and a convention of using two spaces after a period to separate sentences on the same line, it is
specific to English-language texts.

break_long_words
(default: True ) If true, then words longer thawidth will be broken in order to ensure that no lines
are longer thanvidth . If it is false, long words will not be broken, and some lines may be longer than
width . (Long words will be put on a line by themselves, in order to minimize the amount by which
width is exceeded.)

break_on_hyphens
(default: True ) If true, wrapping will occur preferably on whitespaces and right after hyphens in com-
pound words, as it is customary in English. If false, only whitespaces will be considered as potentially
good places for line breaks, but you need tasetk long words  to false if you want truly insecable
words. Default behaviour in previous versions was to always allow breaking hyphenated words. New in
version 2.6.

TextWrapper also provides two public methods, analogous to the module-level convenience functions:

wrap ( tex?
Wraps the single paragraphtiext(a string) so every line is at mostdth characters long. All wrapping
options are taken from instance attributes of Teett\Wrapper instance. Returns a list of output lines,
without final newlines.

fill  (tex)
Wraps the single paragraphtiext and returns a single string containing the wrapped paragraph.

8.8 codecs — Codec registry and base classes

This module defines base classes for standard Python codecs (encoders and decoders) and provides access to the
internal Python codec registry which manages the codec and error handling lookup process.

It defines the following functions:

register ( search_function
Register a codec search function. Search functions are expected to take one argument, the encoding name in all

lower case letters, and returrCadecinfo  object having the following attributes:
ename The name of the encoding;
eencode The stateless encoding function;
«decode The stateless decoding function;
eincrementalencoder An incremental encoder class or factory function;

eincrementaldecoder An incremental decoder class or factory function;
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estreamwriter A stream writer class or factory function;
estreamreader A stream reader class or factory function.
The various functions or classes take the following arguments:

encode and decode These must be functions or methods which have the same interface as the
encode() /decode() methods of Codec instances (see Codec Interface). The functions/methods are ex-
pected to work in a stateless mode.

incrementalencodeaindincrementaldecoderThese have to be factory functions providing the following inter-
face:

factory(errors="strict’)

The factory functions must return objects providing the interfaces defined by the base classes
IncrementalEncoder andincrementalDecoder , respectively. Incremental codecs can maintain state.

streamreadeandstreamwriter These have to be factory functions providing the following interface:
factory(stream, errors='strict’)

The factory functions must return objects providing the interfaces defined by the base Slasses/\riter
andStreamReader , respectively. Stream codecs can maintain state.

Possible values for errors are
*'strict’ : raise an exception in case of an encoding error
replace’ : replace malformed data with a suitable replacement marker, sueh asr \ufffd’
*ignore’  :ignore malformed data and continue without further notice
*xmicharrefreplace’ : replace with the appropriate XML character reference (for encoding only)
*’backslashreplace’ : replace with backslashed escape sequences (for encoding only
as well as any other error handling name defined®iaster_error()
In case a search function cannot find a given encoding, it should rdtura.

lookup (‘encoding
Looks up the codec info in the Python codec registry and retu@mdecinfo  object as defined above.

Encodings are first looked up in the registry’s cache. If not found, the list of registered search functions is
scanned. If n@Codecinfo object is found, a ookupError is raised. Otherwise, théodecinfo object is
stored in the cache and returned to the caller.

To simplify access to the various codecs, the module provides these additional functions wHimbkug€)  for
the codec lookup:

getencoder ( encoding
Look up the codec for the given encoding and return its encoder function.

Raises d.ookupError  in case the encoding cannot be found.

getdecoder ( encoding
Look up the codec for the given encoding and return its decoder function.

Raises a.ookupError in case the encoding cannot be found.

getincrementalencoder (‘encoding
Look up the codec for the given encoding and return its incremental encoder class or factory function.

Raises d_ookupError in case the encoding cannot be found or the codec doesn't support an incremental
encoder. New in version 2.5.
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getincrementaldecoder (‘encoding
Look up the codec for the given encoding and return its incremental decoder class or factory function.

Raises d_ookupError in case the encoding cannot be found or the codec doesn’'t support an incremental
decoder. New in version 2.5.

getreader (encoding
Look up the codec for the given encoding and return its StreamReader class or factory function.

Raises a.ookupError in case the encoding cannot be found.

getwriter  ( encoding
Look up the codec for the given encoding and return its StreamWriter class or factory function.

Raises da.ookupError in case the encoding cannot be found.

register_error (\name, error_handlgr
Register the error handling functi@mror_handlerunder the namaame error_handlerwill be called during
encoding and decoding in case of an error, whameis specified as the errors parameter.

For encodingerror_handlerwill be called with aUnicodeEncodeError instance, which contains informa-

tion about the location of the error. The error handler must either raise this or a different exception or return a
tuple with a replacement for the unencodable part of the input and a position where encoding should continue.
The encoder will encode the replacement and continue encoding the original input at the specified position.
Negative position values will be treated as being relative to the end of the input string. If the resulting position
is out of bound arindexError  will be raised.

Decoding and translating works similar, excépticodeDecodeError  or UnicodeTranslateError
will be passed to the handler and that the replacement from the error handler will be put into the output directly.

lookup_error  ( hamg
Return the error handler previously registered under the meme

Raises da ookupError in case the handler cannot be found.

strict_errors (- exception
Implements thestrict  error handling: each encoding or decoding error raisgsiaodeError

replace_errors (- exception
Implements theeplace error handling: malformed data is replaced with a suitable replacement character
such as?’ in bytestrings andufffd’ in Unicode strings.

ignore_errors (- exception
Implements thegnore error handling: malformed data is ignored and encoding or decoding is continued
without further notice.

xmicharrefreplace_errors ( exception
Implements thexmicharrefreplace error handling (for encoding only): the unencodable character is re-
placed by an appropriate XML character reference.

backslashreplace_errors (- exception
Implements thébackslashreplace error handling (for encoding only): the unencodable character is re-
placed by a backslashed escape sequence.

To simplify working with encoded files or stream, the module also defines these utility functions:

open ( filename, mode, [encoding, [errors, [buffering]]]
Open an encoded file using the givemode and return a wrapped version providing transparent encod-
ing/decoding. The default file mode’'ts meaning to open the file in read mode.

Note: The wrapped version will only accept the object format defined by the codecs, i.e. Unicode objects for
most built-in codecs. Output is also codec-dependent and will usually be Unicode as well.
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Note: Files are always opened in binary mode, even if no binary mode was specified. This is done to avoid data
loss due to encodings using 8-bit values. This means that no automatic conversion o done on reading
and writing.

encodingspecifies the encoding which is to be used for the file.

errors may be given to define the error handling. It defaultstaoct’ which causes &alueError  to be
raised in case an encoding error occurs.

bufferinghas the same meaning as for the builtpren() function. It defaults to line buffered.

EncodedFile ( file, input, [output, [errors])
Return a wrapped version of file which provides transparent encoding translation.

Strings written to the wrapped file are interpreted according to the gnpt encoding and then written to
the original file as strings using tfeutputencoding. The intermediate encoding will usually be Unicode but
depends on the specified codecs.

If outputis not given, it defaults tinput

errors may be given to define the error handling. It defaultsstact’ , Which cause¥/alueError  to be
raised in case an encoding error occurs.

iterencode (iterable, encoding, [errorg)]
Uses an incremental encoder to iteratively encode the input providédrable This function is agenerator
errors (as well as any other keyword argument) is passed through to the incremental encoder. New in version
2.5.

iterdecode  (iterable, encoding, [errorg)]
Uses an incremental decoder to iteratively decode the input providédrbaple This function is egenerator
errors (as well as any other keyword argument) is passed through to the incremental decoder. New in version
2.5.

The module also provides the following constants which are useful for reading and writing to platform dependent files:

BOM

BOM_BE

BOM_LE

BOM_UTF8

BOM_UTF16

BOM_UTF16_BE

BOM_UTF16_LE

BOM_UTF32

BOM_UTF32_BE

BOM_UTF32_LE
These constants define various encodings of the Unicode byte order mark (BOM) used in UTF-16 and UTF-
32 data streams to indicate the byte order used in the stream or file and in UTF-8 as a Unicode signature.
BOM_UTF16s eitherBOM _UTF16 BEor BOM_UTF16 LEdepending on the platform’s native byte order,
BOMis an alias forBOM_UTF16 BOM_LEfor BOM_UTF16 LEand BOM_BHor BOM_UTF16 BEThe
others represent the BOM in UTF-8 and UTF-32 encodings.

8.8.1 Codec Base Classes

Thecodecs module defines a set of base classes which define the interface and can also be used to easily write your
own codecs for use in Python.
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Each codec has to define four interfaces to make it usable as codec in Python: stateless encoder, stateless decoder,
stream reader and stream writer. The stream reader and writers typically reuse the stateless encoder/decoder to imple-
ment the file protocols.

TheCodec class defines the interface for stateless encoders/decoders.

To simplify and standardize error handling, #wecode() anddecode() methods may implement different error
handling schemes by providing tleerors string argument. The following string values are defined and implemented
by all standard Python codecs:

Value Meaning

strict’ RaiseUnicodeError  (or a subclass); this is the default.

'ignore’ Ignore the character and continue with the next.

'replace’ Replace with a suitable replacement character; Python will use the official U+FFFD
REPLACEMENT CHARACTER for the built-in Unicode codecs on decoding and ‘?’ on
encoding.

'xmicharrefreplac&eplace with the appropriate XML character reference (only for encoding).

'backslashreplaceReplace with backslashed escape sequences (only for encoding).

The set of allowed values can be extendedrgig@ster _error()

Codec Objects

TheCodec class defines these methods which also define the function interfaces of the stateless encoder and decoder:

encode (input, [errors])
Encodes the objeatputand returns a tuple (output object, length consumed). While codecs are not restricted to
use with Unicode, in a Unicode context, encoding converts a Unicode object to a plain string using a particular
character set encoding (e.gpl1252 oriso-8859-1 ).

errors defines the error handling to apply. It defaultsdwict’ handling.

The method may not store state in fedec instance. Usé&treamCodec for codecs which have to keep
state in order to make encoding/decoding efficient.

The encoder must be able to handle zero length input and return an empty object of the output object type in this
situation.

decode (input, [errors])
Decodes the objedput and returns a tuple (output object, length consumed). In a Unicode context, decoding
converts a plain string encoded using a particular character set encoding to a Unicode object.

input must be an object which provides thé getreadbuf buffer slot. Python strings, buffer objects and
memory mapped files are examples of objects providing this slot.

errors defines the error handling to apply. It defaultsdtict’ handling.

The method may not store state in tBedec instance. Usé&treamCodec for codecs which have to keep
state in order to make encoding/decoding efficient.

The decoder must be able to handle zero length input and return an empty object of the output object type in this
situation.

The IncrementalEncoder and IncrementalDecoder classes provide the basic interface for incremental
encoding and decoding. Encoding/decoding the input isn’t done with one call to the stateless encoder/decoder function,
but with multiple calls to theencode() /decode() method of the incremental encoder/decoder. The incremental
encoder/decoder keeps track of the encoding/decoding process during method calls.

The joined output of calls to thencode() /decode() method is the same as if all the single inputs were joined
into one, and this input was encoded/decoded with the stateless encoder/decoder.
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IncrementalEncoder Objects

New in version 2.5. ThéncrementalEncoder class is used for encoding an input in multiple steps. It defines
the following methods which every incremental encoder must define in order to be compatible with the Python codec
registry.

classincrementalEncoder  ( [errors])
Constructor for anincrementalEncoder instance.

All incremental encoders must provide this constructor interface. They are free to add additional keyword
arguments, but only the ones defined here are used by the Python codec registry.

The IncrementalEncoder may implement different error handling schemes by providingetiners key-
word argument. These parameters are predefined:

*’strict’ RaiseValueError  (or a subclass); this is the default.

*'ignore’ Ignore the character and continue with the next.

*replace’ Replace with a suitable replacement character

o'xmlicharrefreplace’ Replace with the appropriate XML character reference
*’backslashreplace’ Replace with backslashed escape sequences.

Theerrors argument will be assigned to an attribute of the same name. Assigning to this attribute makes it pos-
sible to switch between different error handling strategies during the lifetime dhthementalEncoder
object.

The set of allowed values for tlegrors argument can be extended wittgister_error()

encode ( object, [final])
Encodesobject (taking the current state of the encoder into account) and returns the resulting encoded
object. If this is the last call tencode() final must be true (the default is false).

reset ()
Reset the encoder to the initial state.

IncrementalDecoder Objects
ThelncrementalDecoder class is used for decoding an input in multiple steps. It defines the following methods
which every incremental decoder must define in order to be compatible with the Python codec registry.

classincrementalDecoder ([errors])
Constructor for arincrementalDecoder instance.

All incremental decoders must provide this constructor interface. They are free to add additional keyword
arguments, but only the ones defined here are used by the Python codec registry.

The IncrementalDecoder may implement different error handling schemes by providingetters key-
word argument. These parameters are predefined:

*'strict’ RaiseValueError  (or a subclass); this is the default.
'ignore’ Ignore the character and continue with the next.
*replace’ Replace with a suitable replacement character.

Theerrors argument will be assigned to an attribute of the same name. Assigning to this attribute makes it pos-
sible to switch between different error handling strategies during the lifetime ofithementalDecoder
object.

The set of allowed values for tlegrors argument can be extended wittgister_error()
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decode ( object, [final])
Decodesobject (taking the current state of the decoder into account) and returns the resulting decoded
object. If this is the last call talecode() final must be true (the default is false). flhal is true the
decoder must decode the input completely and must flush all buffers. If this isn't possible (e.g. because of
incomplete byte sequences at the end of the input) it must initiate error handling just like in the stateless
case (which might raise an exception).

reset ()
Reset the decoder to the initial state.

The StreamWriter  andStreamReader classes provide generic working interfaces which can be used to imple-
ment new encoding submodules very easily. &seodings.utf 8 for an example of how this is done.

StreamWriter Objects
TheStreamWriter  class is a subclass Godec and defines the following methods which every stream writer must
define in order to be compatible with the Python codec registry.

classStreamWriter  ( stream, [errors)
Constructor for &treamWriter  instance.

All stream writers must provide this constructor interface. They are free to add additional keyword arguments,
but only the ones defined here are used by the Python codec registry.

streammust be a file-like object open for writing binary data.

The StreamWriter  may implement different error handling schemes by providingetiners keyword argu-
ment. These parameters are predefined:

*’strict’ RaiseValueError  (or a subclass); this is the default.

*'ignore’ Ignore the character and continue with the next.

*replace’ Replace with a suitable replacement character

o’xmicharrefreplace’ Replace with the appropriate XML character reference
*’backslashreplace’ Replace with backslashed escape sequences.

The errors argument will be assigned to an attribute of the same name. Assigning to this attribute makes it
possible to switch between different error handling strategies during the lifetime 8frtem\Writer  object.

The set of allowed values for tlegrors argument can be extended wittgister_error()

write ( objec)
Writes the object’s contents encoded to the stream.

writelines (list)
Writes the concatenated list of strings to the stream (possibly by reusingite)  method).

reset ()
Flushes and resets the codec buffers used for keeping state.

Calling this method should ensure that the data on the output is put into a clean state that allows appending
of new fresh data without having to rescan the whole stream to recover state.

In addition to the above methods, tB&reamWriter  must also inherit all other methods and attributes from the
underlying stream.
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StreamReader Objects
The StreamReader class is a subclass @odec and defines the following methods which every stream reader
must define in order to be compatible with the Python codec registry.

classStreamReader ( stream, [errors)
Constructor for é&streamReader instance.

All stream readers must provide this constructor interface. They are free to add additional keyword arguments,
but only the ones defined here are used by the Python codec registry.

streammust be a file-like object open for reading (binary) data.

The StreamReader may implement different error handling schemes by providingetiners keyword argu-
ment. These parameters are defined:

*’strict’ RaiseValueError  (or a subclass); this is the default.
*'ignore’ Ignore the character and continue with the next.
“replace’ Replace with a suitable replacement character.

The errors argument will be assigned to an attribute of the same name. Assigning to this attribute makes it
possible to switch between different error handling strategies during the lifetime 8friteemReader object.

The set of allowed values for thegrors argument can be extended witkgister_error()

read ([size, [chars, [firstline]]])
Decodes data from the stream and returns the resulting object.

charsindicates the number of characters to read from the streaad()  will never return more than
charscharacters, but it might return less, if there are not enough characters available.

sizeindicates the approximate maximum number of bytes to read from the stream for decoding purposes.
The decoder can modify this setting as appropriate. The default value -1 indicates to read and decode as
much as possiblesizeis intended to prevent having to decode huge files in one step.

firstline indicates that it would be sufficient to only return the first line, if there are decoding errors on later
lines.

The method should use a greedy read strategy meaning that it should read as much data as is allowed within
the definition of the encoding and the given size, e.g. if optional encoding endings or state markers are
available on the stream, these should be read too. Changed in versich&sgargument added.Changed

in version 2.4.2firstline argument added.

readline ( [size, [keepends]]
Read one line from the input stream and return the decoded data.

size if given, is passed as size argument to the streamaldline() method.

If keependss false line-endings will be stripped from the lines returned. Changed in versiokezgends
argument added.

readlines ([sizehint, [keepends]]
Read all lines available on the input stream and return them as a list of lines.

Line-endings are implemented using the codec’s decoder method and are included in the list entries if
keependss true.

sizehint if given, is passed as tl#zeargument to the streanysad() method.

reset ()
Resets the codec buffers used for keeping state.
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Note that no stream repositioning should take place. This method is primarily intended to be able to recover
from decoding errors.

In addition to the above methods, tB&reamReader must also inherit all other methods and attributes from the
underlying stream.

The next two base classes are included for convenience. They are not needed by the codec registry, but may provide
useful in practice.

StreamReaderWriter Objects

The StreamReaderWriter allows wrapping streams which work in both read and write modes.

The design is such that one can use the factory functions returned lopkhg()  function to construct the instance.

classStreamReaderWriter  ( stream, Reader, Writer, erroys
Creates &treamReaderWriter instance streammust be a file-like objecReaderandWriter must be fac-
tory functions or classes providing tldreamReader andStreamWriter  interface resp. Error handling
is done in the same way as defined for the stream readers and writers.

StreamReaderWriter instances define the combined interfacesSofeamReader and StreamWriter
classes. They inherit all other methods and attributes from the underlying stream.

StreamRecoder Objects
TheStreamRecoder provide a frontend - backend view of encoding data which is sometimes useful when dealing
with different encoding environments.

The design is such that one can use the factory functions returned lopkhg()  function to construct the instance.

classStreamRecoder ( stream, encode, decode, Reader, Writer, ejrors
Creates &treamRecoder instance which implements a two-way conversiencodeanddecodework on
the frontend (the input toead() and output ofwrite() ) while Readerand Writer work on the backend
(reading and writing to the stream).

You can use these objects to do transparent direct recodings from e.g. Latin-1 to UTF-8 and back.
streammust be a file-like object.

encode decodemust adhere to th€odec interface. Reader Writer must be factory functions or classes
providing objects of th&treamReader andStreamWriter  interface respectively.

encodeanddecodeare needed for the frontend translati®@eaderandWriter for the backend translation. The
intermediate format used is determined by the two sets of codecs, e.g. the Unicode codecs will use Unicode as
the intermediate encoding.

Error handling is done in the same way as defined for the stream readers and writers.

StreamRecoder instances define the combined interfaceStofamReader andStreamWriter — classes. They
inherit all other methods and attributes from the underlying stream.

8.8.2 Encodings and Unicode

Unicode strings are stored internally as sequences of codepoints (to be preejsd AHCODEarrays). Depending
on the way Python is compiled (either vignable-unicode=ucs2 or--enable-unicode=ucs4 , with the
former being the defaulfpy UNICODEis either a 16-bit or 32-bit data type. Once a Unicode object is used outside
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of CPU and memory, CPU endianness and how these arrays are stored as bytes become an issue. Transforming
a unicode object into a sequence of bytes is called encoding and recreating the unicode object from the sequence
of bytes is known as decoding. There are many different methods for how this transformation can be done (these
methods are also called encodings). The simplest method is to map the codepoints 0-255 to tBeObpes .

This means that a unicode object that contains codepoints abed@-F can’t be encoded with this method (which is

called’latin-1’ or'iso-8859-1 ). unicode.encode() will raise aUnicodeEncodeError  that looks
like this: UnicodeEncodeError:  ’latin-1’ codec can't encode character u\ul234’ in
position 3: ordinal not in range(256)

There’s another group of encodings (the so called charmap encodings) that choose a different subset of all unicode
code points and how these codepoints are mapped to the@@e6xff . To see how this is done simply open e.g.
encodings/cpl1252.py (which is an encoding that is used primarily on Windows). There’s a string constant with
256 characters that shows you which character is mapped to which byte value.

All of these encodings can only encode 256 of the 65536 (or 1114111) codepoints defined in unicode. A simple
and straightforward way that can store each Unicode code point, is to store each codepoint as two consecutive bytes.
There are two possibilities: Store the bytes in big endian or in little endian order. These two encodings are called
UTF-16-BE and UTF-16-LE respectively. Their disadvantage is that if e.g. you use UTF-16-BE on a little endian
machine you will always have to swap bytes on encoding and decoding. UTF-16 avoids this problem: Bytes will
always be in natural endianness. When these bytes are read by a CPU with a different endianness, then bytes have
to be swapped though. To be able to detect the endianness of a UTF-16 byte sequence, there’s the so called BOM
(the “Byte Order Mark”). This is the Unicode charactérFEFF This character will be prepended to every UTF-16

byte sequence. The byte swapped version of this chardEFFE) is an illegal character that may not appear in

a Unicode text. So when the first character in an UTF-16 byte sequence appearsUie-BERE the bytes have to

be swapped on decoding. Unfortunately upto Unicode 4.0 the chatdetEFFhad a second purpose aZBRO

WIDTH NO-BREAK SPACHR character that has no width and doesn't allow a word to be split. It can e.g. be used

to give hints to a ligature algorithm. With Unicode 4.0 usldgFEFFas aZERO WIDTH NO-BREAK SPAGES

been deprecated (witd+2060 (WORD JOINERassuming this role). Nevertheless Unicode software still must be

able to handl&J+FEFFin both roles: As a BOM it's a device to determine the storage layout of the encoded bytes, and
vanishes once the byte sequence has been decoded into a Unicode stridgERG aWIDTH NO-BREAK SPACE

it's a normal character that will be decoded like any other.

There’s another encoding that is able to encoding the full range of Unicode characters: UTF-8. UTF-8 is an 8-bit
encoding, which means there are no issues with byte order in UTF-8. Each byte in a UTF-8 byte sequence consists of
two parts: Marker bits (the most significant bits) and payload bits. The marker bits are a sequence of zero to six 1 bits
followed by a 0 bit. Unicode characters are encoded like this (with x being payload bits, which when concatenated
give the Unicode character):

Range Encoding

U-00000000 ... U-0000007F OXXXXXXX

U-00000080 ... U-000007FF 120XXXXX LOXXXXXX

U-00000800 ... U-0000FFFF | 1110xxxX LOXXXXXX 1OXXXXXX

U-00010000 ... U-001FFFFF | 11110xxX 10XXXXXX LOXXXXXX 1OXXXXXX

U-00200000 ... U-03FFFFFF | 111120xx 10xXXXXX LOXXXXXX LOXXXXXX LOXXXXXX
U-04000000 ... U-7FFFFFFF | 11111210x 10xXXXXX 1OXXXXXX LOXXXXXX LOXXXXXX 1OXXXXX

The least significant bit of the Unicode character is the rightmost x bit.

As UTF-8 is an 8-bit encoding no BOM is required and &nFEFFcharacter in the decoded Unicode string (even if
it's the first character) is treated aBRO WIDTH NO-BREAK SPACE

Without external information it's impossible to reliably determine which encoding was used for encoding a Uni-
code string. Each charmap encoding can decode any random byte sequence. However that's not possible with
UTF-8, as UTF-8 byte sequences have a structure that doesn’t allow arbitrary byte sequences. To increase the re-
liability with which a UTF-8 encoding can be detected, Microsoft invented a variant of UTF-8 (that Python 2.5 calls
"utf-8-sig" ) for its Notepad program: Before any of the Unicode characters is written to the file, a UTF-8 en-
coded BOM (which looks like this as a byte sequert>eef , Oxbb , Oxbf ) is written. As it's rather improbable that
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any charmap encoded file starts with these byte values (which would e.g. map to

LATIN SMALL LETTER | WITH DIAERESIS
RIGHT-POINTING DOUBLE ANGLE QUOTATION MARK
INVERTED QUESTION MARK

in is0-8859-1), this increases the probability that a utf-8-sig encoding can be correctly guessed from the byte sequence.
So here the BOM is not used to be able to determine the byte order used for generating the byte sequence, but as a
signature that helps in guessing the encoding. On encoding the utf-8-sig codec wilDxafte Oxbb , Oxbf as the

first three bytes to the file. On decoding utf-8-sig will skip those three bytes if they appear as the first three bytes in
the file.

8.8.3 Standard Encodings

Python comes with a number of codecs built-in, either implemented as C functions or with dictionaries as mapping
tables. The following table lists the codecs by hame, together with a few common aliases, and the languages for which
the encoding is likely used. Neither the list of aliases nor the list of languages is meant to be exhaustive. Notice that
spelling alternatives that only differ in case or use a hyphen instead of an underscore are also valid aliases; therefore,
e.g. utf-8’ is a valid alias for théutf_8’ codec.

Many of the character sets support the same languages. They vary in individual characters (e.g. whether the EURO
SIGN is supported or not), and in the assignment of characters to code positions. For the European languages in
particular, the following variants typically exist:

* an ISO 8859 codeset

 a Microsoft Windows code page, which is typically derived from a 8859 codeset, but replaces control characters
with additional graphic characters

« an IBM EBCDIC code page

« an IBM PC code page, which is ASCIl compatible

Codec Aliases Languages
ascii 646, us-ascii English
bigs big5-tw, csbig5 Traditional Chi
big5hkscs big5-hkscs, hkscs Traditional Chi
cp037 IBM037, IBM039 English
cp424 EBCDIC-CP-HE, IBM424 Hebrew
cp437 437, 1BM437 English
cp500 EBCDIC-CP-BE, EBCDIC-CP-CH, IBM500 Western Euror
cp737 Greek
cp775 IBM775 Baltic languag:
cp850 850, IBM850 Western Euror
cp852 852, IBM852 Central and Ez
cp855 855, IBM855 Bulgarian, Bye
cp856 Hebrew
cp857 857, IBM857 Turkish
cp860 860, IBM860 Portuguese
cp861 861, CP-IS, IBM861 Icelandic
cp862 862, IBM862 Hebrew
cp863 863, IBM863 Canadian
cp864 IBM864 Arabic
cp865 865, IBM865 Danish, Norwe
cp866 866, IBM866 Russian
cp869 869, CP-GR, IBM869 Greek
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Table 8.1 — continued from previous page

cp874
cp875
cp932
cp949
cp950
cpl006
cpl026
cpl140
cpl250
cpl251
cpl252
cpl253
cpl254
cpl255
cpl256
cpl257
cpl258
euc_jp
euc_jis_2004
euc_jisx0213
euc_kr
gh2312

gbk
gh18030

hz

1502022 _jp
502022 jp_ 1
i502022_jp_2
i502022_jp_2004
i502022_jp_3
i1502022_jp_ext
i502022_kr
latin_1
iso8859 2
is08859 3
iso8859 4
iso8859 5
is08859 6
is08859 7
iso8859 8
is08859 9
is08859_10
iso8859 13
iso8859 14
is08859 15
johab

koi8_r

koi8 u
mac_cyrillic
mac_greek
mac_iceland

mac_latin2

932, ms932, mskanji, ms-kanji
949, ms949, uhc
950, ms950

ibm1026

ibm1140
windows-1250
windows-1251
windows-1252
windows-1253
windows-1254
windows-1255
windows-1256
windows-1257
windows-1258
eucjp, ujis, u-jis
jisx0213, eucjis2004
eucjisx0213

euckr, korean, ksc5601, ks_c-5601, ks_c-5601-1987, ksx1001, ks_x-1001

chinese, csis058gh231280, euc- cn, eucch, eucgh2312-cn, gb2312-1980, gh2312-80, is

936, cp936, ms936

gbh18030-2000

hzgb, hz-gb, hz-gh-2312
€sis02022jp, is02022jp, is0-2022-jp
is02022jp-1, is0-2022-jp-1
i502022jp-2, is0-2022-jp-2
i502022jp-2004, is0-2022-jp-2004
i502022jp-3, is0-2022-jp-3
i1502022jp-ext, is0-2022-jp-ext
€sis02022kr, is02022kr, is0-2022-kr
is0-8859-1, is08859-1, 8859, cp819, latin, latinl, L1
is0-8859-2, latin2, L2

is0-8859-3, latin3, L3

iS0-8859-4, latin4, L4

is0-8859-5, cyrillic

is0-8859-6, arabic

is0-8859-7, greek, greek8
is0-8859-8, hebrew

is0-8859-9, latin5, L5

iS0-8859-10, latin6, L6

is0-8859-13

is0-8859-14, lating, L8

is0-8859-15

cpl361, ms1361

maccyrillic

macgreek

maciceland

maclatin2, maccentraleurope

Thai

Greek
Japanese
Korean
Traditional Chi
Urdu

Turkish
Western Euror
Central and Ee
Bulgarian, Bye
Western Euror
Greek
Turkish
Hebrew
Arabic

Baltic languag:
Vietnamese
Japanese
Japanese
Japanese
Korean
saBimp8fied Chir
Unified Chines
Unified Chines
Simplified Chir
Japanese
Japanese
Japanese, Kor
Japanese
Japanese
Japanese
Korean

West Europe
Central and Ec
Esperanto, Ma
Baltic languag
Bulgarian, Bye
Arabic

Greek
Hebrew
Turkish

Nordic languag
Baltic languag:
Celtic languag
Western Euroy
Korean
Russian
Ukrainian
Bulgarian, Bye
Greek
Icelandic
Central and Ee
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Table 8.1 — continued from previous page

mac_roman
mac_turkish
ptcpl54
shift_jis
shift_jis_2004
shift_jisx0213
utf_32
utf 32 he
utf 32 le
utf_16

utf_16 be
utf_16 le
utf 7

utf 8
utf_8_sig

macroman
macturkish

csptcpl54, pt154, cpl54, cyrillic-asian
csshiftjis, shiftjis, sjis, s_jis
shiftjis2004, sjis_2004, sjis2004
shiftjisx0213, sjisx0213, s_jisx0213
U32, utf32

UTF-32BE

UTF-32LE

U16, utfl6

UTF-16BE

UTF-16LE

U7, unicode-1-1-utf-7

U8, UTF, utf8

Western Euroy
Turkish
Kazakh
Japanese
Japanese
Japanese

all languages
all languages
all languages
all languages
all languages (
all languages (
all languages
all languages
all languages

A number of codecs are specific to Python, so their codec names have no meaning outside Python. Some of them
don't convert from Unicode strings to byte strings, but instead use the property of the Python codecs machinery that
any bijective function with one argument can be considered as an encoding.

For the codecs listed below, the result in the “encoding” direction is always a byte string. The result of the “decoding”
direction is listed as operand type in the table.
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Codec Aliases Operand Purpose
type
base64 codmse64, base-64 | byte Convert operand to MIME base64
string
bz2 codec¢ bz2 byte Compress the operand using bz2
string
hex_codec¢ hex byte Convert operand to hexadecimal representation, with two digits per
string byte
idna Uni- ImplementsRFC 349Q see als@ncodings.idna
code
string
mbcs dbcs Uni- Windows only: Encode operand according to the ANSI codepage
code (CP_ACP)
string
palmos Uni- Encoding of PaimOS 3.5
code
string
punycode Uni- ImplementsRFC 3492
code
string
quo- quopri, byte Convert operand to MIME quoted printable
pri_codec| quoted-printable, | string
quotedprintable
raw_unicode_escape Uni- Produce a string that is suitable as raw Unicode literal in Python
code source code
string
rot 13 rotl3 Uni- Returns the Caesar-cypher encryption of the operand
code
string
string_escape byte Produce a string that is suitable as string literal in Python source
string code
unde- any Raise an exception for all conversions. Can be used as the system
fined encoding if no automaticoercionbetween byte and Unicode
strings is desired.
uni- Uni- Produce a string that is suitable as Unicode literal in Python source
code_escape code code
string
uni- Uni- Return the internal representation of the operand
code_internal code
string
uu_codec| uu byte Convert the operand using uuencode
string
zlib_codec zip, zlib byte Compress the operand using gzip
string

New in version 2.3: Th&na andpunycode encodings.

8.8.4 encodings.idna — Internationalized Domain Names in Applications

New in version 2.3. This module implemeri§C 3490(Internationalized Domain Names in Applications) aieC
3492 (Nameprep: A Stringprep Profile for Internationalized Domain Names (IDN)). It builds upopuimgcode
encoding andtringprep

These RFCs together define a protocol to support non-ASCII characters in domain names. A domain hame containing
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non-ASCII characters (such asvw.Alliancefrancaise.nu ) is converted into an ASCII-compatible encoding
(ACE, such asvww.xn--alliancefranaise-npb.nu ). The ACE form of the domain name is then used in all
places where arbitrary characters are not allowed by the protocol, such as DNS queries]o$t Tields, and so on.

This conversion is carried out in the application; if possible invisible to the user: The application should transparently
convert Unicode domain labels to IDNA on the wire, and convert back ACE labels to Unicode before presenting them
to the user.

Python supports this conversion in several ways: itine codec allows to convert between Unicode and the ACE.
Furthermore, thesocket module transparently converts Unicode host names to ACE, so that applications need not
be concerned about converting host names themselves when they pass them to the socket module. On top of that,
modules that have host names as function parameters, sittps  andftplib , accept Unicode host names

(httplib  then also transparently sends an IDNA hostname irHib&t field if it sends that field at all).

When receiving host names from the wire (such as in reverse name lookup), no automatic conversion to Unicode is
performed: Applications wishing to present such host names to the user should decode them to Unicode.

The modulesncodings.idna also implements the nameprep procedure, which performs certain normalizations on
host names, to achieve case-insensitivity of international domain names, and to unify similar characters. The nameprep
functions can be used directly if desired.

nameprep ( label)
Return the nameprepped version latbel The implementation currently assumes query strings, so
AllowUnassigned s true.

ToASCII (label)
Convert a label to ASCII, as specifiedit-C 3490 UseSTD3ASCIIRules is assumed to be false.

ToUnicode ( label)
Convert a label to Unicode, as specifiedRRC 349Q

8.8.5 encodings.utf 8 sig — UTF-8 codec with BOM signature

New in version 2.5. This module implements a variant of the UTF-8 codec: On encoding a UTF-8 encoded BOM wiill
be prepended to the UTF-8 encoded bytes. For the stateful encoder this is only done once (on the first write to the byte
stream). For decoding an optional UTF-8 encoded BOM at the start of the data will be skipped.

8.9 unicodedata — Unicode Database

This module provides access to the Unicode Character Database which defines character properties for all Unicode
characters. The data in this database is based dsrtivedeData.txt file version 5.1.0 which is publicly available
from ftp://ftp.unicode.org/

The module uses the same names and symbols as defined by the UnicodeData File Format 5.1.0 (see
http://www.unicode.org/Public/5.1.0/ucd/UCD.h)mit defines the following functions:

lookup (namg
Look up character by name. If a character with the given name is found, return the corresponding Unicode
character. If not found{eyError is raised.

name( unichr, [default)
Returns the name assigned to the Unicode charaniehr as a string. If no name is definedkefaultis returned,
or, if not given,ValueError s raised.

decimal ( unichr, [default]
Returns the decimal value assigned to the Unicode charantehr as integer. If no such value is defined,
defaultis returned, or, if not giveriyalueError s raised.
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digit (unichr, [default)
Returns the digit value assigned to the Unicode charactiehr as integer. If no such value is definetfault
is returned, or, if not giveriyalueError s raised.

numeric ( unichr, [default)
Returns the numeric value assigned to the Unicode chanawighr as float. If no such value is definedifault
is returned, or, if not giveriyalueError  is raised.

category (‘unichr)
Returns the general category assigned to the Unicode chauadtér as string.

bidirectional (‘unichr)
Returns the bidirectional category assigned to the Unicode chauaithir as string. If no such value is defined,
an empty string is returned.

combining (unichr)
Returns the canonical combining class assigned to the Unicode charaitdler as integer. Return8 if no
combining class is defined.

east_asian_width (‘unichn)
Returns the east asian width assigned to the Unicode chauaitér as string. New in version 2.4.

mirrored  (unichr)
Returns the mirrored property assigned to the Unicode characiehr as integer. Returns if the character
has been identified as a “mirrored” character in bidirectional @rtherwise.

decomposition  (‘unichr)
Returns the character decomposition mapping assigned to the Unicode chanéciteas string. An empty
string is returned in case no such mapping is defined.

normalize ( form, unist)
Return the normal fornform for the Unicode stringinistr. Valid values forform are ‘NFC’, ‘NFKC’, ‘NFD’,
and ‘NFKD’.

The Unicode standard defines various normalization forms of a Unicode string, based on the definition of canon-
ical equivalence and compatibility equivalence. In Unicode, several characters can be expressed in various way.
For example, the character U+00C7 (LATIN CAPITAL LETTER C WITH CEDILLA) can also be expressed as
the sequence U+0327 (COMBINING CEDILLA) U+0043 (LATIN CAPITAL LETTER C).

For each character, there are two normal forms: normal form C and normal form D. Normal form D (NFD) is
also known as canonical decomposition, and translates each character into its decomposed form. Normal form
C (NFC) first applies a canonical decomposition, then composes pre-combined characters again.

In addition to these two forms, there are two additional normal forms based on compatibility equivalence. In
Unicode, certain characters are supported which normally would be unified with other characters. For example,
U+2160 (ROMAN NUMERAL ONE) is really the same thing as U+0049 (LATIN CAPITAL LETTER 1I).
However, it is supported in Unicode for compatibility with existing character sets (e.g. gb2312).

The normal form KD (NFKD) will apply the compatibility decomposition, i.e. replace all compatibility charac-
ters with their equivalents. The normal form KC (NFKC) first applies the compatibility decomposition, followed
by the canonical composition.

Even if two unicode strings are normalized and look the same to a human reader, if one has combining characters
and the other doesn’t, they may not compare equal. New in version 2.3.

In addition, the module exposes the following constant:

unidata_version
The version of the Unicode database used in this module. New in version 2.3.

ucd_3 20
This is an object that has the same methods as the entire module, but uses the Unicode database version 3.2
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instead, for applications that require this specific version of the Unicode database (such as IDNA). New in
version 2.5.

Examples:

>>> import unicodedata
>>> unicodedata . lookup( ' LEFT CURLY BRACKEY

u'{

>>> unicodedata . name(u’ /")
'SOLIDUS’

>>> ynicodedata . decimal( u 9")
9

>>> unicodedata .decimal( u a’')
Traceback (most recent call last):
File "<stdin>" , line 1, in ?
ValueError : not a decimal
>>> unicodedata . category( u A') # ’L'etter, 'u'ppercase

L
>>> unicodedata . bidirectional( u’ \u0660 ') # 'A’rabic, 'N'umber
AN’

8.10 stringprep — Internet String Preparation

New in version 2.3. When identifying things (such as host names) in the internet, it is often necessary to compare such
identifications for “equality”. Exactly how this comparison is executed may depend on the application domain, e.g.
whether it should be case-insensitive or not. It may be also necessary to restrict the possible identifications, to allow
only identifications consisting of “printable” characters.

RFC 3454defines a procedure for “preparing” Unicode strings in internet protocols. Before passing strings onto the
wire, they are processed with the preparation procedure, after which they have a certain normalized form. The RFC
defines a set of tables, which can be combined into profiles. Each profile must define which tables it uses, and what
other optional parts of thetringprep procedure are part of the profile. One example strengprep profile is
nameprep , which is used for internationalized domain names.

The modulestringprep  only exposes the tables from RFC 3454. As these tables would be very large to represent
them as dictionaries or lists, the module uses the Unicode character database internally. The module source code itself
was generated using tinekstringprep.py utility.

As aresult, these tables are exposed as functions, not as data structures. There are two kinds of tables in the RFC: sets
and mappings. For a sefiringprep provides the “characteristic function”, i.e. a function that returns true if the
parameter is part of the set. For mappings, it provides the mapping function: given the key, it returns the associated
value. Below is a list of all functions available in the module.

in_table_al (code
Determine whethetodeis in tableA.1 (Unassigned code points in Unicode 3.2).

in_table bl (codg
Determine whethetodeis in tableB.1 (Commonly mapped to nothing).

map_table b2 (code
Return the mapped value foodeaccording to tableB.2 (Mapping for case-folding used with NFKC).

map_table_b3 (codg
Return the mapped value foodeaccording to tableB.3 (Mapping for case-folding used with no normalization).

in_table_c11 (code
Determine whethetodeis in tableC.1.1 (ASCII space characters).
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in_table c12 (codg
Determine whethetodeis in tableC.1.2 (Non-ASCII space characters).

in_table _c11 c12 (codg
Determine whethecodeis in tableC.1 (Space characters, union of C.1.1 and C.1.2).

in_table c21  (codg
Determine whethetodeis in tableC.2.1 (ASCII control characters).

in_table c22 (codd
Determine whethetodeis in tableC.2.2 (Non-ASCII control characters).

in_table c21 c22 (codg
Determine whethetodeis in tableC.2 (Control characters, union of C.2.1 and C.2.2).

in_table ¢c3 (codg
Determine whethecodeis in tableC.3 (Private use).

in_table_c4 (code
Determine whethetodeis in tableC.4 (Non-character code points).

in_table ¢5 (codg
Determine whethetodeis in tableC.5 (Surrogate codes).

in_table_c6 (code
Determine whethetodeis in tableC.6 (Inappropriate for plain text).

in_table ¢c7 (codé
Determine whethetodeis in tableC.7 (Inappropriate for canonical representation).

in_table_c8 (code
Determine whethetodeis in tableC.8 (Change display properties or are deprecated).

in_table ¢c9 (codé
Determine whethetodeis in tableC.9 (Tagging characters).

in_table d1  (codg
Determine whethetodeis in tableD.1 (Characters with bidirectional property “R” or “AL”).

in_table d2 (codé
Determine whethetodeis in tableD.2 (Characters with bidirectional property “L").

8.11 fpformat — Floating point conversions

Deprecated since version 2.6: Tiigormat  module has been removed in Python 3.0. Tiifermat  module
defines functions for dealing with floating point numbers representations in 100% pure Python.

Note: This module is unnecessary: everything here can be done usifgsthiag interpolation operator described in
the String Formatting Operationsection.

Thefpformat  module defines the following functions and an exception:

fix (x,dig9
Formatx as[-]ddd.ddd with digs digits after the point and at least one digit beforediljs <= 0 , the
decimal point is suppressed.

x can be either a number or a string that looks like afigsis an integer.

Return value is a string.
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sci (X, dig9
Formatx as|[-]d.dddE[+-]ddd with digsdigits after the point and exactly one digit beforedifs <=
0, one digit is kept and the point is suppressed.

x can be either a real number, or a string that looks like digsis an integer.
Return value is a string.

exceptionNotANumber
Exception raised when a string passetit¢  orsci() asthexparameter does not look like a number. This
is a subclass ofalueError  when the standard exceptions are strings. The exception value is the improperly
formatted string that caused the exception to be raised.

Example:

>>> import  fpformat
>>> fpformat . fix( 1.23, 1)
1.2
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CHAPTER

NINE

DATA TYPES

The modules described in this chapter provide a variety of specialized data types such as dates and times, fixed-type
arrays, heap queues, synchronized queues, and sets.

Python also provides some built-in data types, in particular, , list , set (which along withfrozenset
replaces the deprecatedts module), anduple . Thestr class can be used to handle binary data and 8-bit text,
and theunicode class to handle Unicode text.

The following modules are documented in this chapter:

9.1 datetime — Basic date and time types

New in version 2.3. Thelatetime module supplies classes for manipulating dates and times in both simple and
complex ways. While date and time arithmetic is supported, the focus of the implementation is on efficient member
extraction for output formatting and manipulation. For related functionality, see alstnibe and calendar

modules.

There are two kinds of date and time objects: “naive” and “aware”. This distinction refers to whether the object has
any notion of time zone, daylight saving time, or other kind of algorithmic or political time adjustment. Whether a
naivedatetime  object represents Coordinated Universal Time (UTC), local time, or time in some other timezone
is purely up to the program, just like it's up to the program whether a particular number represents metres, miles, or
mass. Naivelatetime objects are easy to understand and to work with, at the cost of ignoring some aspects of
reality.

For applications requiring morejatetime andtime objects have an optional time zone information member,
tzinfo , that can contain an instance of a subclass of the absniaéd  class. Thesézinfo  objects capture
information about the offset from UTC time, the time zone name, and whether Daylight Saving Time is in effect. Note
that no concretézinfo  classes are supplied by thetetime module. Supporting timezones at whatever level

of detail is required is up to the application. The rules for time adjustment across the world are more political than
rational, and there is no standard suitable for every application.

Thedatetime module exports the following constants:

MINYEAR
The smallest year number allowed inlate or datetime object. MINYEARIs 1.

MAXYEAR
The largest year number allowed irdate or datetime object. MAXYEARS 9999 .

See Also:
Module calendar  General calendar related functions.

Module time Time access and conversions.
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9.1.1 Available Types

classdate ()
An idealized naive date, assuming the current Gregorian calendar always was, and always will be, in effect.
Attributes:year , month , andday .

classtime ()
An idealized time, independent of any particular day, assuming that every day has exactly 24*60*60 sec-
onds (there is no notion of “leap seconds” here). Attributesur , minute , second , microsecond
andtzinfo

classdatetime ()
A combination of a date and a time. Attributegzear , month, day, hour , minute , second ,
microsecond , andtzinfo

classtimedelta ()
A duration expressing the difference between thate , time , ordatetime instances to microsecond reso-
lution.

classtzinfo ()
An abstract base class for time zone information objects. These are usedibydtime andtime classesto
provide a customizable notion of time adjustment (for example, to account for time zone and/or daylight saving
time).

Objects of these types are immutable.
Objects of thedate type are always naive.

An objectd of type time or datetime may be naive or awared is aware ifd.tzinfo is not None and
d.tzinfo.utcoffset(d) does not returNone. If d.tzinfo is None, or if d.tzinfo is not None but
d.tzinfo.utcoffset(d) returnsNone, d is naive.

The distinction between naive and aware doesn't appiyitedelta  objects.
Subclass relationships:

object
timedelta
tzinfo
time
date
datetime

9.1.2 timedelta  Objects

A timedelta  object represents a duration, the difference between two dates or times.

classtimedelta ([days, [seconds, [microseconds, [milliseconds, [minutes, [hours, [weeks])]
All arguments are optional and default@ Arguments may be ints, longs, or floats, and may be positive or
negative.

Only days secondsndmicrosecondsire stored internally. Arguments are converted to those units:
*A millisecond is converted to 1000 microseconds.
*A minute is converted to 60 seconds.
*An hour is converted to 3600 seconds.

A week is converted to 7 days.

124 Chapter 9. Data Types



The Python Library Reference, Release 2.6.4

and days, seconds and microseconds are then normalized so that the representation is unique, with
*0 <= microseconds < 1000000
*0 <= seconds < 3600*24 (the number of seconds in one day)
*-999999999 <= days <= 999999999

If any argument is a float and there are fractional microseconds, the fractional microseconds left over from all
arguments are combined and their sum is rounded to the nearest microsecond. If no argument is a float, the
conversion and normalization processes are exact (no information is lost).

If the normalized value of days lies outside the indicated ra@geyflowError is raised.
Note that normalization of negative values may be surprising at first. For example,
>>> from datetime import timedelta

>>> d = timedelta(microseconds =-1)

>>> (d . days, d .seconds, d . microseconds)
(-1, 86399, 999999)

Class attributes are:

min
The most negativemedelta  object,timedelta(-999999999)

max
The most positiveimedelta  object,timedelta(days=999999999, hours=23, minutes=59,
seconds=59, microseconds=999999)

resolution
The smallest possible difference between non-equal timedelta objects,
timedelta(microseconds=1)

Note that, because of normalizatidimedelta.max > -timedelta.min . -timedelta.max is not repre-

sentable as amedelta  object.

Instance attributes (read-only):

Attribute Value
days Between -999999999 and 999999999 inclusjve
seconds Between 0 and 86399 inclusive
microseconds Between 0 and 999999 inclusive
Supported operations:
Operation Result
t1 = t2 + t3 Sum oft2 andt3. Afterwardst1-t2 ==t3 andt1-t3 ==t2 are true. (1)
t1 = t2 - t3 Difference oft2 andt3. Afterwardstl ==1t2 - t3 andt2 ==t1 + t3 are true. (1)
t1 =t2 *iortl =i Delta multiplied by an integer or long. Afterwartls// i == t2 is true,
* 12 providedi '= 0
In generalfl *i == t1* (i-1) + tlis true. (1)
tL =t2 /i The floor is computed and the remainder (if any) is thrown away. (3)
+t1 Returns dimedelta  object with the same value. (2)
-t1 equivalent taimedelta  (-tl.days-t1l.secondstl.microsecondsand to
t1*-1. (1)(4)
abs(t) equivalent to +whent.days >= 0 ,andtotwhent.days < 0 . (2)
Notes:

1. This is exact, but may overflow.
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2. This is exact, and cannot overflow.
3. Division by 0 raisegeroDivisionError
4. -timedelta.maxs not representable adienedelta  object.

In addition to the operations listed aboveedelta  objects support certain additions and subtractions dtie
anddatetime  objects (see below).

Comparisons ofimedelta  objects are supported with thienedelta  object representing the smaller duration
considered to be the smaller timedelta. In order to stop mixed-type comparisons from falling back to the default
comparison by object address, whetinaedelta  object is compared to an object of a different typgpeError

is raised unless the comparisorris or = . The latter cases retuffelse or True , respectively.

timedelta  objects aréhashable(usable as dictionary keys), support efficient pickling, and in Boolean contexts, a
timedelta  object is considered to be true if and only if it isn’t equatitoedelta(0)

Example usage:

>>> from datetime import timedelta

>>> year = timedelta(days =365)

>>> another_year = timedelta(weeks =40, days =84, hours =23,

minutes =50, seconds =600) # adds up to 365 days
>>> year == another_year
True

>>> ten_years = 10 * year
>>> ten_years, ten_years .days // 365

(datetime.timedelta(3650), 10)

>>> nine_years = ten_years - year

>>> nine_years, hine_years .days // 365
(datetime.timedelta(3285), 9)

>>> three_years = nine_years // 3;

>>> three_years, three_years .days // 365
(datetime.timedelta(1095), 3)

>>> abs (three_years - ten_years) == 2 * three_years + year
True

9.1.3 date Objects

A date object represents a date (year, month and day) in an idealized calendar, the current Gregorian calendar
indefinitely extended in both directions. January 1 of year 1 is called day number 1, January 2 of year 1 is called day
number 2, and so on. This matches the definition of the “proleptic Gregorian” calendar in Dershowitz and Reingold’s
book Calendrical Calculations, where it's the base calendar for all computations. See the book for algorithms for
converting between proleptic Gregorian ordinals and many other calendar systems.

classdate ( year, month, day
All arguments are required. Arguments may be ints or longs, in the following ranges:

*MINYEAR <= year <= MAXYEAR
*1 <= month <= 12
*1 <= day <= number of days in the given month and year
If an argument outside those ranges is givéalueError  is raised.
Other constructors, all class methods:

today ()
Return the current local date. This is equivalenti&ébe.fromtimestamp(time.time())
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fromtimestamp  (timestamp
Return the local date corresponding to the POSIX timestamp, such as is returinee lbyne() . This may
raiseValueError , if the timestamp is out of the range of values supported by the platfdooaltime()
function. It's common for this to be restricted to years from 1970 through 2038. Note that on non-POSIX sys-
tems that include leap seconds in their notion of a timestamp, leap seconds are igrfovetibyestamp()

fromordinal  ( ordinal)
Return the date corresponding to the proleptic Gregorian ordinal, where January 1 of year 1 has ordinal
1. ValueError is raised unlesd <= ordinal <= date.max.toordinal() . For any dated,
date.fromordinal(d.toordinal()) ==

Class attributes:

min

The earliest representable dadafe(MINYEAR, 1, 1)
max

The latest representable dadate(MAXYEAR, 12, 31)
resolution

The smallest possible difference between non-equal date olijewtslelta(days=1)
Instance attributes (read-only):

year
BetweenVIINYEARandMAXYEARclusive.

month
Between 1 and 12 inclusive.

day
Between 1 and the number of days in the given month of the given year.

Supported operations:

Operation Result
date2 = datel + timedelta dateZ2is timedelta.days days removed frordatel (1)
date2 = datel - timedelta Computesiate?2such thatlate2 + timedelta == datel . (2
timedelta = datel - date2 3)
datel < date2 datelis considered less thatate2whendatelprecedeslate2in time. (4)
Notes:
1. date2 is moved forward in time iftimedelta.days > O , or backward if timedelta.days
< 0. Afterward date2 - datel == timedelta.days . timedelta.seconds and
timedelta.microseconds are ignored. OverflowError is raised if date2.year would be

smaller tharMINYEARor larger tharMAXYEAR

2. This isn’t quite equivalent to datel + (-timedelta), because -timedelta in isolation can overflow in cases where

datel - timedelta does ndimedelta.seconds andtimedelta.microseconds are ignored.

3. This is exact, and cannot overflow. timedelta.seconds and timedelta.microseconds are 0, and date2 + timedelta
== datel after.

4. In other wordsdatel < date2 if and only if datel.toordinal() < date2.toordinal() . In

order to stop comparison from falling back to the default scheme of comparing object addresses, date comparison
normally raisesTypeError  if the other comparand isn’t alsodate object. HoweverNotimplemented

is returned instead if the other comparand hématuple() attribute. This hook gives other kinds of date
objects a chance at implementing mixed-type comparison. If not, whieiea object is compared to an object

of a different type,TypeError is raised unless the comparisorsis or = . The latter cases retufralse or

True , respectively.
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Dates can be used as dictionary keys. In Boolean context&f@ll objects are considered to be true.
Instance methods:

replace (year, month, day
Return a date with the same value, except for those members given new values by whichever keyword ar-
guments are specified. For examplegif== date(2002, 12, 31) , thend.replace(day=26) ==
date(2002, 12, 26)

timetuple ()
Return aime.struct_time such as returned byme.localtime() . The hours, minutes and seconds
are 0, and the DST flag is -1.d.timetuple() is equivalent totime.struct_time((d.year,
d.month, d.day, 0, 0, O, d.weekday(), d.toordinal() - date(d.year, 1,
1).toordinal() + 1, -1))

toordinal ()
Return the proleptic Gregorian ordinal of the date, where January 1 of year 1 has ordinal 1. &aieargbject
d, date.fromordinal(d.toordinal()) ==

weekday ()
Return the day of the week as an integer, where Monday is 0 and Sunday is 6. For exdatg(2002,
12, 4).weekday() == , @ Wednesday. See alsmweekday()

isoweekday ()
Return the day of the week as an integer, where Monday is 1 and Sunday is 7. For exdatg(2002,
12, 4).isoweekday() == , @ Wednesday. See als@ekday() ,isocalendar()

isocalendar ()
Return a 3-tuple, (ISO year, ISO week number, ISO weekday).

The 1SO calendar is a widely used variant of the Gregorian calendar. h8pe&/www.phys.uu.nl/
vgent/calendar/isocalendar.htm for a good explanation.

The ISO year consists of 52 or 53 full weeks, and where a week starts on a Monday and ends on a Sunday. The
first week of an ISO year is the first (Gregorian) calendar week of a year containing a Thursday. This is called
week number 1, and the ISO year of that Thursday is the same as its Gregorian year.

For example, 2004 begins on a Thursday, so the first week of ISO year 2004 begins on Monday, 29 Dec 2003
and ends on Sunday, 4 Jan 2004, so tIme(ZOOS 12, 29). |socalendar() = (2004, 1,
1) anddate(2004, 1, 4).isocalendar() == (2004, 1, 7)

isoformat ()
Return a string representing the date in ISO 8601 format, ‘'YYYY-MM-DD’. For exanga&g (2002, 12,
4).isoformat() == '2002-12-04’

0

Fora dated, str(d)  is equivalent tal.isoformat()

ctime ()
Return a string representing the date, for exanga® (2002, 12, 4).ctime() == 'Wed Dec 4
00:00:00 2002' . d.ctime() is equivalent taime.ctime(time.mktime(d.timetuple()))
on platforms where the native Ctime() function (which time.ctime() invokes, but which
date.ctime() does not invoke) conforms to the C standard.

stritime  ( formatf)
Return a string representing the date, controlled by an explicit format string. Format codes referring to hours,
minutes or seconds will see 0 values. See sedtidtime() Behavior

Example of counting days to an event:

>>> jmport time
>>> from datetime import date
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>>> today = date . today()

>>> today
datetime.date(2007, 12, 5)
>>> today == date . fromtimestamp(time . time())
True
>>> my_birthday = date(today .year, 6, 24)
>>> if my_birthday < today:
my_birthday = = my_birthday . replace(year =today .year + 1)

>>> my_hirthday
datetime.date(2008, 6, 24)

>>> time_to_birthday = abs (my_birthday - today)
>>> time_to_birthday . days
202

Example of working withdate :

>>> from datetime import date

>>> d = date . fromordinal( 730920) # 730920th day after 1. 1. 0001
>>> d

datetime.date(2002, 3, 11)

>>> t = d. timetuple()

>>> for i in t

print i

2002 # year

3 # month

11 # day

0

0

0

0 # weekday (0 = Monday)
70 # 70th day in the year
-1

>>> ic = d. isocalendar()

>>> for i in ic:

print i

2002 # 1SO vyear

11 # 1ISO week number

1 # 1SO day number ( 1 = Monday )
>>> d. isoformat()

'2002-03-11"

>>> d. stritime( " %d %m/%")

'11/03/02’

>>> d. stritime( " %A %d YB %)

'Monday 11. March 2002’

9.1.4 datetime Objects

A datetime  object is a single object containing all the information frordede object and g@ime object. Like
adate object,datetime assumes the current Gregorian calendar extended in both directions; like a time object,
datetime assumes there are exactly 3600*24 seconds in every day.

Constructor:

classdatetime ( year, month, day, [hour, [minute, [second, [microsecond, [tzinfo]j]]]
The year, month and day arguments are requiteidfo may beNone, or an instance of &info  subclass.
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The remaining arguments may be ints or longs, in the following ranges:
*MINYEAR <= year <= MAXYEAR
*l <= month <= 12
¢l <= day <= number of days in the given month and year
*0 <= hour < 24
*0 <= minute < 60
*0 <= second < 60
*0 <= microsecond < 1000000
If an argument outside those ranges is givéalueError  is raised.

Other constructors, all class methods:

today ()
Return the current local datetime, withtzinfo None. This is equivalent to
datetime.fromtimestamp(time.time()) . See alsmow() , fromtimestamp()

now( [tz])

Return the current local date and time. If optional argunteigtNone or not specified, this is likeoday()
but, if possible, supplies more precision than can be gotten from going throtigle dme() timestamp

(for example, this may be possible on platforms supplying tlye@imeofday() function).
Else tz must be an instance of a clasgzinfo subclass, and the current date
and time are converted totzZs time zone. In this case the result is equivalent to
tz.fromutc(datetime.utcnow().replace(tzinfo=tz)) . See alsaoday() , utcnow()

utcnow ()

Return the current UTC date and time, witinfo ~ None. This is likenow() , but returns the current UTC
date and time, as a naidgatetime object. See alsoow() .

fromtimestamp  ( timestamp, [tZ)
Return the local date and time corresponding to the POSIX timestamp, such as is retutines thyie()
If optional argumentz is None or not specified, the timestamp is converted to the platform’s local date and
time, and the returnedatetime  object is naive.

Else tz must be an instance of a classtzinfo subclass, and the times-
tamp is converted to tZs time zone. In this case the result is equivalent to
tz.fromutc(datetime.utcfromtimestamp(timestamp).replace(tzinfo=tz))

fromtimestamp() may raiseValueError , if the timestamp is out of the range of values supported by

the platform Clocaltime() orgmtime() functions. It's common for this to be restricted to years in 1970
through 2038. Note that on non-POSIX systems that include leap seconds in their notion of a timestamp, leap
seconds are ignored byomtimestamp()  , and then it's possible to have two timestamps differing by a

second that yield identicalatetime  objects. See alsatcfromtimestamp()

utcfromtimestamp  ( timestamp
Return the UTCdatetime  corresponding to the POSIX timestamp, wittinfo ~ None. This may raise
ValueError , if the timestamp is out of the range of values supported by the platfogmi@ne() function.
It's common for this to be restricted to years in 1970 through 2038. Seératstimestamp()

fromordinal  ( ordinal)
Return thelatetime corresponding to the proleptic Gregorian ordinal, where January 1 of year 1 has ordinal 1.
ValueError israised unlesé <= ordinal <= datetime.max.toordinal() . The hour, minute,
second and microsecond of the result are all O,tamdo  is None.
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combine ( date, timg
Return a newdatetime  object whose date members are equal to the giveie object’s, and whose
time andtzinfo  members are equal to the givéime object's. For anydatetime objectd, d ==
datetime.combine(d.date(), d.timetz()) . If date is adatetime  object, its time andzinfo
members are ignored.

strptime  ( date_string, format
Return adatetime  corresponding todate string parsed according téormat This is equivalent to
datetime(*(time.strptime(date_string, format)[0:6])) . ValueError is raised if the
date_string and format can’t be parsedibye.strptime() or if it returns a value which isn’t a time tuple.
New in version 2.5.

Class attributes:

min
The earliest representallatetime , datetime(MINYEAR, 1, 1, tzinfo=None)

max
The latest representablelatetime , datetime(MAXYEAR, 12, 31, 23, 59, 59, 999999,
tzinfo=None)

resolution

The smallest possible difference between non-edatdtime  objectstimedelta(microseconds=1)
Instance attributes (read-only):

year
BetweenVIINY EARandMAXY EARclusive.

month
Between 1 and 12 inclusive.

day
Between 1 and the number of days in the given month of the given year.

hour
In range(24)

minute
In range(60)

second
In range(60)

microsecond
In range(1000000)

tzinfo
The object passed as ttenfoargument to thelatetime  constructor, oNone if none was passed.

Supported operations:

Operation Result

datetime2 = datetimel + timedelta Q)

datetime2 = datetimel - timedelta (2)

timedelta = datetimel - datetime2 3)

datetimel < datetime2 Compareslatetime  to datetime . (4)

1. datetime2 is a duration of timedelta removed from datetimel, moving forward in tineeiflelta.days >
0, or backward itimedelta.days <0. The result has the sartenfo  member as the input datetime, and
datetime2 - datetimel == timedelta aft€rverflowError is raised if datetime2.year would be smaller than
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MINYEAROor larger tharMAXYEARNote that no time zone adjustments are done even if the input is an aware
object.

2. Computes the datetime2 such that datetime2 + timedelta == datetimel. As for addition, the result has the same
tzinfo  member as the input datetime, and no time zone adjustments are done even if the input is aware. This
isn't quite equivalent to datetimel + (-timedelta), because -timedelta in isolation can overflow in cases where
datetimel - timedelta does not.

3. Subtraction of alatetime  from adatetime is defined only if both operands are naive, or if both are aware.
If one is aware and the other is naivigjpeError is raised.

If both are naive, or both are aware and have the sam®  member, thézinfo  members are ignored, and
theresultis dimedelta  objectt such thatlatetime2 + t == datetimel . No time zone adjustments
are done in this case.

If both are aware and have differeftinfo  members,a-b acts as ifa and b were first converted
to naive UTC datetimes first. The result (a.replace(tzinfo=None) - a.utcoffset()) -
(b.replace(tzinfo=None) - b.utcoffset()) except that the implementation never overflows.

4. datetimels considered less thatatetime2avhendatetimelprecedeslatetimedn time.

If one comparand is naive and the other is awadrgmeError is raised. If both comparands are aware, and

have the sam&info  member, the commotzinfo  member is ignored and the base datetimes are com-
pared. If both comparands are aware and have diffézerib  members, the comparands are first adjusted by
subtracting their UTC offsets (obtained fraalf.utcoffset() ).

Note: In order to stop comparison from falling back to the default scheme of comparing object addresses, date-
time comparison normally rais&ypeError  if the other comparand isn't alsodatetime  object. However,
Notimplemented is returned instead if the other comparand hasatuple() attribute. This hook gives

other kinds of date objects a chance at implementing mixed-type comparison. If not, wheziiene  object

is compared to an object of a different typejpeError is raised unless the comparisor=s or |=. The

latter cases returalse or True , respectively.

datetime  objects can be used as dictionary keys. In Boolean contextataiime objects are considered to be
true.

Instance methods:

date ()
Returndate object with same year, month and day.

time ()
Returntime object with same hour, minute, second and microsecénidfo is None. See also method
timetz()

timetz ()
Returntime object with same hour, minute, second, microsecond, and tzinfo members. See also method
time()

replace ( [year, [month, [day, [hour, [minute, [second, [microsecond, [tzinfo]]]]]]]]
Return a datetime with the same members, except for those members given new values by whichever keyword
arguments are specified. Note thzihfo=None can be specified to create a naive datetime from an aware
datetime with no conversion of date and time members.

astimezone (t2)
Return adatetime  object with newtizinfo  membertz, adjusting the date and time members so the result is
the same UTC time aself but intZs local time.

tz must be an instance oftainfo  subclass, and itstcoffset() anddst() methods must not return
None. self must be awaresglf.tzinfo must not beNone, andself.utcoffset() must not return
None).
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If self.tzinfo is tz, self.astimezone(tz) is equal toself: no adjustment of date or time members is
performed. Else the result is local time in time zapeepresenting the same UTC timesadf: afterastz =
dt.astimezone(tz) ,astz - astz.utcoffset() will usually have the same date and time members
asdt - dt.utcoffset() . The discussion of clagginfo  explains the cases at Daylight Saving Time
transition boundaries where this cannot be achieved (an issue ¢nipdfdels both standard and daylight time).

If you merely want to attach a time zone objetto a datetimedt without adjustment of date and time members,
usedt.replace(tzinfo=tz) . If you merely want to remove the time zone object from an aware datetime
dt without conversion of date and time members, diseeplace(tzinfo=None)

Note that the defaulizinfo.fromutc() method can be overridden intainfo  subclass to affect the
result returned bystimezone() . Ignoring error casesistimezone()  acts like:

def astimezone (self , tz):
if self .tzinfo is tz
return  self
# Convert self to UTC, and attach the new time zone object.
utc = (self - self . utcoffset()) . replace(tzinfo =tz)
# Convert from UTC to tz's local time.
return  tz . fromutc(utc)

utcoffset ()
If tzinfo  is None, returnsNone, else returnself.tzinfo.utcoffset(self) , and raises an excep-
tion if the latter doesn'’t returiNone, or atimedelta  object representing a whole number of minutes with
magnitude less than one day.

dst ()
If tzinfo  is None, returnsNone, else returnself.tzinfo.dst(self) , and raises an exception if the
latter doesn’t returiNone, or atimedelta  object representing a whole number of minutes with magnitude
less than one day.

tzname ()
If tzinfo  is None, returnsNone, else returnself.tzinfo.tzname(self) , raises an exception if the
latter doesn’t returtNone or a string object,

timetuple ()
Return atime.struct_time such as returned byme.localtime() . d.timetuple() is equiva-
lent to time.struct_time((d.year, d.month, d.day, d.hour, d.minute, d.second,
d.weekday(), d.toordinal() - date(d.year, 1, 1).toordinal() + 1, dst)) The

tm_isdst flag of the result is set according to tiiet() method:tzinfo  isNone ordst() returnsNone,
tm_isdst issetto-1;elseifdst() returns anon-zero valuem_isdst is settol; elsetm_isdst is set
to 0.

utctimetuple 0
If datetime instanced is naive, this is the same dgimetuple() except thatm_isdst is forced to 0
regardless of what.dst()  returns. DST is never in effect for a UTC time.

If dis awared is normalized to UTC time, by subtractirmutcoffset() , and atime.struct_time

for the normalized time is returnedn_isdst is forced to 0. Note that the resultsn_year member may
be MINYEARL or MAXYEARL, if d.year wasMINYEARor MAXYEARINd UTC adjustment spills over a year
boundary.

toordinal ()
Return the proleptic Gregorian ordinal of the date. The sanseléslate().toordinal()

weekday ()
Return the day of the week as an integer, where Monday is 0 and Sunday is 6. The same as
self.date().weekday() . See alsasoweekday()
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isoweekday ()

Return the day of the week as an integer, where Monday is 1 and Sunday is 7. The same as
self.date().isoweekday() . See alsaveekday() ,isocalendar()

isocalendar ()
Return a 3-tuple, (ISO vyear, ISO week number,
self.date().isocalendar()

isoformat  ( [sep])

ISO weekday). The same as

Return a string representing the date and time in ISO 8601 format, YYYY-MM-DDTHH:MM:SS.mmmmmm

or, if microsecond is 0, YYYY-MM-DDTHH:MM:SS

If utcoffset() does not returiNone, a 6-character string is appended, giving the UTC offset in (signed)
hours and minutes: YYYY-MM-DDTHH:MM:SS.mmmmmm-+HH:MM or, ihicrosecond is 0 YYYY-

MM-DDTHH:MM:SS+HH:MM

The optional argumersep(default’T’ ) is a one-character separator, placed between the date and time portions

of the result. For example,

>>> from datetime import tzinfo, timedelta, datetime
>>> class TZ(tzinfo):

def utcoffset (self , dt): return  timedelta(minutes =- 399)

>>> datetime( 2002, 12, 25, tzinfo =TZ()) . isoformat(

'2002-12-25 00:00:00-06:39’

_str ()

For adatetime instancead, str(d) is equivalent tal.isoformat(’ ’)

ctime ()

)

Return a string representing the date and time, for exangd¢etime(2002, 12, 4, 20,

30, 40).ctime() == 'Wed Dec 4 20:30:40 2002’ d.ctime() is equivalent to
time.ctime(time.mktime(d.timetuple())) on platforms where the native @ime()  function
(which time.ctime() invokes, but whichdatetime.ctime() does not invoke) conforms to the C
standard.

stritime  (forma)

Return a string representing the date and time, controlled by an explicit format string. See sefition()

Behavior
Examples of working with datetime objects:

>>> from datetime import datetime, date, time
>>> # Using datetime.combine()

>>> d = date( 2005, 7, 14)

>>> t = time( 12, 30)

>>> datetime . combine(d, t)
datetime.datetime(2005, 7, 14, 12, 30)

>>> # Using datetime.now() or datetime.utcnow()
>>> datetime . now()

datetime.datetime(2007, 12, 6, 16, 29, 43, 79043) # GMT +1

>>> datetime . utcnow()
datetime.datetime(2007, 12, 6, 15, 29, 43, 79060)
>>> # Using datetime.strptime()

>>> dt = datetime . strptime( "21/11/06 16:30 ", "%d %n/% % %)

>>> dt
datetime.datetime(2006, 11, 21, 16, 30)
>>> # Using datetime.timetuple() to get tuple of all attributes
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>>> tt = dt . timetuple()
>>> for it in ftt

print it
2006 # year
11 # month
21 # day
16 # hour
30 # minute
0 # second
1 # weekday (0 = Monday)
325 # number of days since 1st January
-1 # dst - method tzinfo.dst() returned None
>>> # Date in ISO format
>>> jc = dt . isocalendar()
>>> for it in ic:

print it

2006 # 1SO vyear

47 # 1SO week

2 # 1SO weekday

>>> # Formatting datetime

>>> dt . stritime( "OA, %d 9B % 9%: %Pp")
"Tuesday, 21. November 2006 04:30PM’

Using datetime with tzinfo:

>>> from datetime import timedelta, datetime, tzinfo
>>> class GMT{tzinfo):
def __init__  (self ): # DST starts last Sunday in March

d = datetime(dt .year, 4, 1) # ends last Sunday in October

self .dston = d - timedelta(days =d. weekday() + 1)
d = datetime(dt .year, 11, 1)

self .dstoff = d - timedelta(days =d. weekday() + 1)
def utcoffset (self , dt):
return  timedelta(hours =1) + self . dst(dt)
def dst (self , dt):
if self .dston <= dt. replace(tzinfo =None) < self . dstoff:
return  timedelta(hours =1)
else :

return  timedelta(  0)
def tzname (self ,dt):
return " GMT +1

>>> class GMTZtzinfo):
def __init__ (self ):
d = datetime(dt .year, 4, 1)
self .dston = d - timedelta(days =d. weekday() + 1)
d = datetime(dt .year, 11, 1)

self .dstoff = d - timedelta(days =d. weekday() + 1)
def utcoffset (self , dt):
return  timedelta(hours =1) + self . dst(dt)
def dst (self , dt):
if self .dston <= dt. replace(tzinfo =None) < self . dstoff:
return  timedelta(hours =2)
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else :
return  timedelta( 0)
def tzname (self ,dt):
return " GMT +2

>>> gmtl = GMTL()

>>> # Daylight Saving Time

>>> dtl = datetime( 2006, 11, 21, 16, 30, tzinfo =gmtl)
>>> dtl . dst()

datetime.timedelta(0)

>>> dtl . utcoffset()

datetime.timedelta(0, 3600)

>>> dt2 = datetime( 2006, 6, 14, 13, 0, tzinfo =gmtl)
>>> dt2 . dst()

datetime.timedelta(0, 3600)

>>> dt2 . utcoffset()

datetime.timedelta(0, 7200)

>>> # Convert datetime to another time zone

>>> dt3 = dt2 . astimezone(GMT2())

>>> dt3 # doctest: +ELLIPSIS

datetime.datetime(2006, 6, 14, 14, 0, tzinfo=<GMT2 object at 0x...>)
>>> dt2 # doctest: +ELLIPSIS

datetime.datetime(2006, 6, 14, 13, 0, tzinfo=<GMT1 object at 0x...>)
>>> dt2 . utctimetuple() == dt3 . utctimetuple()

True

9.1.5 time Objects
A time object represents a (local) time of day, independent of any particular day, and subject to adjustment via a
tzinfo  object.

classtime ( hour, [minute, [second, [microsecond, [tzinfo]]]]
All arguments are optionalzinfomay beNone, or an instance of &info  subclass. The remaining arguments
may be ints or longs, in the following ranges:

*0 <= hour < 24

*0 <= minute < 60

*0 <= second < 60

*0 <= microsecond < 1000000

If an argument outside those ranges is givénlueError is raised. All default ta) excepttzinfa which
defaults toNone.

Class attributes:

min

The earliest representalilene , time(0, 0, 0, 0)
max

The latest representabiene |, time(23, 59, 59, 999999)
resolution

The smallest possible difference between non-etjuad objects,timedelta(microseconds=1) , al-
though note that arithmetic dime objects is not supported.

Instance attributes (read-only):
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hour
In range(24)

minute
In range(60)

second
In range(60)

microsecond
In range(1000000)

tzinfo
The object passed as the tzinfo argument taithe constructor, oNone if none was passed.

Supported operations:

« comparison ofime totime , whereais considered less thdrwhena precede® in time. If one comparand is
naive and the other is awargypeError is raised. If both comparands are aware, and have the izame
member, the commotrinfo  member is ignored and the base times are compared. If both comparands
are aware and have differettinfo = members, the comparands are first adjusted by subtracting their UTC
offsets (obtained fronself.utcoffset() ). In order to stop mixed-type comparisons from falling back to
the default comparison by object address, wheima& object is compared to an object of a different type,
TypeError israised unless the comparisorris or = . The latter cases retufralse or True , respectively.

« hash, use as dict key
« efficient pickling

 in Boolean contexts, 8me object is considered to be true if and only if, after converting it to minutes and
subtractingutcoffset() (or 0 if that's None), the result is non-zero.

Instance methods:

replace ( [hour, [minute, [second, [microsecond, [tzinfo]]]]]
Return atime with the same value, except for those members given new values by whichever keyword argu-
ments are specified. Note thainfo=None can be specified to create a natiee from an awardime ,
without conversion of the time members.

isoformat ()
Return a string representing the time in ISO 8601 format, HH:MM:SS.mmmmmm or, if self.microsecond
is 0, HH:MM:SS If utcoffset() does not returrNone, a 6-character string is appended, giving the
UTC offset in (signed) hours and minutes: HH:MM:SS.mmmmmm+HH:MM or, if self.microsecond is O,
HH:MM:SS+HH:MM

_str_ ()
For a timet, str(t) is equivalent td.isoformat()

stritime  ( forma)
Return a string representing the time, controlled by an explicit format string. See s&ctione() Behavior

utcoffset ()
If tzinfo  is None, returnsNone, else returnself.tzinfo.utcoffset(None) , and raises an excep-
tion if the latter doesn’t returiNone or atimedelta  object representing a whole number of minutes with
magnitude less than one day.

dst ()
If tzinfo  is None, returnsNone, else returnself.tzinfo.dst(None) , and raises an exception if the
latter doesn't returiNone, or atimedelta  object representing a whole number of minutes with magnitude
less than one day.
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tzname ()
If tzinfo  is None, returnsNone, else returnself.tzinfo.tzname(None) , Or raises an exception if
the latter doesn’t returNone or a string object.

Example:

>>> from datetime import time, tzinfo
>>> class GMT{tzinfo):
def utcoffset (self , dt):
return  timedelta(hours =1)
def dst (self , dt):
return  timedelta( 0)
def tzname (self ,dt):
return " Europe/Prague "
>>> t = time( 12, 10, 30, tzinfo =GMT1())
>>> # doctest: +ELLIPSIS
datetime.time(12, 10, 30, tzinfo=<GMT1 object at 0x...>)
>>> gmt = GMTL()
>>> t . isoformat()
'12:10:30+01:00’
>>> t. dst()
datetime.timedelta(0)
>>> t . tzname()
'Europe/Prague’
>>> t . ostritime( "% 90V %S %)
'12:10:30 Europe/Prague’

9.1.6 tzinfo  Objects

tzinfo  is an abstract base class, meaning that this class should not be instantiated directly. You need to derive a
concrete subclass, and (at least) supply implementations of the standéwd methods needed by thiatetime
methods you use. Th#atetime module does not supply any concrete subclassesrdb

An instance of (a concrete subclasst@ijifo  can be passed to the constructorsdatetime andtime objects.
The latter objects view their members as being in local time, anttthi®  object supports methods revealing offset
of local time from UTC, the name of the time zone, and DST offset, all relative to a date or time object passed to them.

Special requirement for pickling: &info  subclass must have aninit__ () method that can be called with no
arguments, else it can be pickled but possibly not unpickled again. This is a technical requirement that may be relaxed
in the future.

A concrete subclass ofinfo  may need to implement the following methods. Exactly which methods are needed
depends on the uses made of aw@aigetime  objects. If in doubt, simply implement all of them.

utcoffset (' self, d)
Return offset of local time from UTC, in minutes east of UTC. If local time is west of UTC, this should be
negative. Note that this is intended to be the total offset from UTC; for exampléziiifa  object represents
both time zone and DST adjustments$;offset() should return their sum. If the UTC offset isn't known,
returnNone. Else the value returned must béirmedelta  object specifying a whole number of minutes in
the range -1439 to 1439 inclusive (1440 = 24*60; the magnitude of the offset must be less than one day). Most
implementations ofitcoffset() will probably look like one of these two:

return ~ CONSTANT # fixed-offset class
return ~ CONSTANT+ self . dst(dt) # daylight-aware class
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If utcoffset() does not returiNone, dst()  should not returiNone either.
The default implementation afticoffset() raisesNotimplementedError

dst (self, d)
Return the daylight saving time (DST) adjustment, in minutes east of UTNpoe if DST information isn’t
known. Returrtimedelta(0) if DST is not in effect. If DST is in effect, return the offset asraedelta
object (seeitcoffset() for details). Note that DST offset, if applicable, has already been added to the UTC
offset returned byitcoffset() , SO there’s no need to consudkt() unless you're interested in obtaining
DST info separately. For exampleatetime.timetuple() calls itstzinfo  member'sdst() method
to determine how thém_isdst flag should be set, andinfo.fromutc() callsdst() to account for

DST changes when crossing time zones.

An instancetz of atzinfo  subclass that models both standard and daylight times must be consistent in this
sense:

tz.utcoffset(dt) - tz.dst(dt)

must return the same result for evelgtetime  dt with dt.tzinfo == tz For sandzinfo  subclasses,

this expression yields the time zone’s “standard offset”, which should not depend on the date or the time, but
only on geographic location. The implementationdefetime.astimezone() relies on this, but cannot
detect violations; it's the programmer’s responsibility to ensure it. tfiafo  subclass cannot guarantee

this, it may be able to override the default implementationzoffo.fromutc() to work correctly with
astimezone()  regardless.

Most implementations afist()  will probably look like one of these two:

def dst (self ):
# a fixed-offset class: doesn't account for DST
return  timedelta( 0)

or

def dst (self ):
# Code to set dston and dstoff to the time zone’'s DST
# transition times based on the input dt.year, and expressed
# in standard local time. Then

if dston <= dt. replace(tzinfo =None) < dstoff:
return  timedelta(hours =1)

else :
return  timedelta( 0)

The default implementation afst() raisesNotimplementedError

tzname ( self, d)
Return the time zone name corresponding tatthietime  objectdt, as a string. Nothing about string names is
defined by thelatetime module, and there’s no requirement that it mean anything in particular. For example,
“‘GMT”, “UTC”, “-500", “-5:00", “EDT", “US/Eastern”, “America/New York” are all valid replies. Return
None if a string name isn’t known. Note that this is a method rather than a fixed string primarily because some
tzinfo  subclasses will wish to return different names depending on the specific vadtipadsed, especially
if the tzinfo  class is accounting for daylight time.

The default implementation e¢fname() raisesNotimplementedError

These methods are called bydatetime or time object, in response to their methods of the same names. A
datetime  object passes itself as the argument, artdree object passedlone as the argument. Azinfo
subclass’s methods should therefore be prepared to acdeptgument oNone, or of classdatetime
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When None is passed, it's up to the class designer to decide the best response. For example, rikomeing
appropriate if the class wishes to say that time objects don't participate izittie  protocols. It may be more
useful forutcoffset(None) to return the standard UTC offset, as there is no other convention for discovering the
standard offset.

When adatetime  object is passed in response tda@etime method,dt.tzinfo is the same object aself
tzinfo  methods can rely on this, unless user code d¢aliso  methods directly. The intent is that thenfo
methods interpreadt as being in local time, and not need worry about objects in other timezones.

There is one mori&zinfo  method that a subclass may wish to override:

fromutc ( self, d)
This is called from the defaultiatetime.astimezone() implementation. When called from that,
dt.tzinfo is self anddt's date and time members are to be viewed as expressing a UTC time. The pur-
pose offromutc()  is to adjust the date and time members, returning an equivalent datetied 'elocal
time.

Mosttzinfo  subclasses should be able to inherit the defaoitbutc()  implementation without problems.

It's strong enough to handle fixed-offset time zones, and time zones accounting for both standard and daylight
time, and the latter even if the DST transition times differ in different years. An example of a time zone the
default fromutc() implementation may not handle correctly in all cases is one where the standard offset
(from UTC) depends on the specific date and time passed, which can happen for political reasons. The default
implementations oéstimezone()  andfromutc()  may not produce the result you want if the result is one

of the hours straddling the moment the standard offset changes.

Skipping code for error cases, the defdutimutc()  implementation acts like:

def fromutc (self , dt):

# raise ValueError error if dt.tzinfo is not self

dtoff = dt . utcoffset()

dtdst = dt. dst()

# raise ValueError if dtoff is None or dtdst is None

delta = dtoff - dtdst # this is self's standard offset

if delta:
dt += delta # convert to standard local time
dtdst = dt . dst()
# raise ValueError if dtdst is None

if dtdst:

return dt + dtdst
else :

return  dt

Exampletzinfo  classes:

from datetime import tzinfo, timedelta, datetime

ZERO = timedelta( 0)
HOUR=timedelta(hours =1)

# A UTC class.

class  UT(Qtzinfo):
myTCem™

def utcoffset (self , dt):
return  ZERO
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def tzname (self , dt):
return " UTC

def dst (self , dt):
return  ZERO

utc = UTC()

# A class building tzinfo objects for fixed-offset time zones.
# Note that FixedOffset(0, "UTC") is a different way to build a
# UTC tzinfo object.

class FixedOffset (tzinfo):
""" Fixed offset in minutes east from UTC.

def __init__ (self , offset, name):
self . __ offset = timedelta(minutes = offset)
self . __name = name

def utcoffset (self , dt):
return  self . __ offset

def tzname (self , dt):
return  self . _ _name

def dst (self , dt):
return  ZERO

# A class capturing the platform’s idea of local time.

import time as _time

STDOFFSET= timedelta(seconds = -_time . timezone)
if _time . daylight:

DSTOFFSET= timedelta(seconds = - _time . altzone)
else :

DSTOFFSET= STDOFFSET
DSTDIFF = DSTOFFSET- STDOFFSET
class LocalTimezone (tzinfo):

def utcoffset (self , dt):
if self . _isdst(dt):
return DSTOFFSET
else :
return  STDOFFSET

def dst (self , dt):
if self . _isdst(dt):
return DSTDIFF
else :
return  ZERO
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def tzname (self , dt):
return _time . tzname[ self . _isdst(dt)]

def _isdst (self , dt):
tt = (dt .year, dt .month, dt .day,
dt . hour, dt . minute, dt . second,
dt . weekday(), 0, -1)
stamp = _time . mktime(tt)
tt = _time . localtime(stamp)
return tt .tm_isdst > O

Local = LocalTimezone()

# A complete implementation of current DST rules for major US time zones.

def first_sunday_on_or_after (dt):

days to go = 6 - dt.weekday()

if days_to_go:

dt += timedelta(days_to_go)

return  dt
# US DST Rules
#
# This is a simplified (i.e., wrong for a few cases) set of rules for US
# DST start and end times. For a complete and up-to-date set of DST rules
# and timezone definitions, visit the Olson Database (or try pytz):
# http://www.twinsun.com/tz/tz-link.htm
# http://sourceforge.net/projects/pytz/ (might not be up-to-date)
#
# In the US, since 2007, DST starts at 2am (standard time) on the second
# Sunday in March, which is the first Sunday on or after Mar 8.

DSTSTART_2007 = datetime( 1, 3, 8, 2)

# and ends at 2am (DST time; lam standard time) on the first Sunday of Nov.
DSTEND_2007 = datetime( 1, 11, 1, 1)

# From 1987 to 2006, DST used to start at 2am (standard time) on the first

# Sunday in April and to end at 2am (DST time; lam standard time) on the last
# Sunday of October, which is the first Sunday on or after Oct 25.
DSTSTART_1987_2006 = datetime( 1, 4, 1, 2)

DSTEND_1987_2006 = datetime( 1, 10, 25, 1)

# From 1967 to 1986, DST used to start at 2am (standard time) on the last

# Sunday in April (the one on or after April 24) and to end at 2am (DST time;
# lam standard time) on the last Sunday of October, which is the first Sunday
# on or after Oct 25.

DSTSTART_1967_1986 = datetime( 1, 4, 24, 2)

DSTEND_1967_1986 = DSTEND_1987_2006

class USTimeZone (tzinfo):

def __init__ (self , hours, reprname, stdname, dstname):
self . stdoffset = timedelta(hours =hours)
self .reprname = reprname

self . stdname = stdname
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self . dstname = dstname

def _ repr__ (self ):
return  self . reprname

def tzname (self , dt):
if self . dst(dt):
return  self . dstname
else :
return  self . stdname

def utcoffset (self , dt):
return  self . stdoffset + self . dst(dt)

def dst (self , dt):

if dt is None or dt. tzinfo is  None:
# An exception may be sensible here, in one or both cases.
# It depends on how you want to treat them. The default
# fromutc() implementation (called by the default astimezone()
# implementation) passes a datetime with dt.tzinfo is self.
return  ZERO

assert dt.tzinfo is self

# Find start and end times for US DST. For years before 1967, return
# ZERO for no DST.
if 2006 < dt.year:

dststart, dstend = DSTSTART_2007, DSTEND_2007
elif 1986 < dt.year < 2007:

dststart, dstend = DSTSTART_1987 2006, DSTEND_1987 2006
elif 1966 < dt.year < 1987:

dststart, dstend = DSTSTART_1967_1986, DSTEND_1967_1986
else :

return  ZERO
start = first_sunday_on_or_after(dststart . replace(year  =dt . year))
end = first_sunday_on_or_after(dstend . replace(year  =dt . year))

# Can’t compare naive to aware objects, so strip the timezone from

# dt first.
if start <= dt. replace(tzinfo =None) < end:
return  HOUR
else :
return  ZERO
Eastern = USTimeZone( -5, "Eastern ", "EST', "EDT')
Central = USTimeZone( -6, "Central ", "CST', "CDT)
Mountain = USTimeZone( -7, "Mountain ", "MST, "MDT)
Pacific = USTimeZone( -8, "Pacific ", "PST', "PDT')

Note that there are unavoidable subtleties twice per yeartiinéd  subclass accounting for both standard and
daylight time, at the DST transition points. For concreteness, consider US Eastern (UTC -0500), where EDT begins
the minute after 1:59 (EST) on the first Sunday in April, and ends the minute after 1:59 (EDT) on the last Sunday in
October:

uTC 3MM 4MM 5MM 6:MM 7:MM 8:MM
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EST 22:MM 23:MM O:MM 1:MM 2:MM 3:MM
EDT 23:MM OMM 1:MM 2:MM 3:MM 4:MM

start 22:MM 23:MM O:MM 1:MM 3:MM 4:MM

end 23:MM OMM 1.MM 1:MM 2:MM 3:MM

When DST starts (the “start” line), the local wall clock leaps from 1:59 to 3:00. A wall time of the form 2:MM doesn't
really make sense on that day, astimezone(Eastern) won't deliver a result witthour == 2 on the day
DST begins. In order foastimezone()  to make this guarantee, thanfo.dst() method must consider times

in the “missing hour” (2:MM for Eastern) to be in daylight time.

When DST ends (the “end” line), there’s a potentially worse problem: there’s an hour that can't be spelled unambigu-
ously in local wall time: the last hour of daylight time. In Eastern, that's times of the form 5:MM UTC on the day
daylight time ends. The local wall clock leaps from 1:59 (daylight time) back to 1:00 (standard time) again. Local
times of the form 1:MM are ambiguouastimezone() = mimics the local clock’s behavior by mapping two adjacent

UTC hours into the same local hour then. In the Eastern example, UTC times of the form 5:MM and 6:MM both map
to 1:MM when converted to Eastern. In order fstimezone()  to make this guarantee, theinfo.dst()

method must consider times in the “repeated hour” to be in standard time. This is easily arranged, as in the example,
by expressing DST switch times in the time zone’s standard local time.

Applications that can't bear such ambiguities should avoid using hybritb ~ subclasses; there are no ambiguities
when using UTC, or any other fixed-offsginfo  subclass (such as a class representing only EST (fixed offset -5
hours), or only EDT (fixed offset -4 hours)).

9.1.7 strftime() Behavior

date , datetime ,andtime objects all support atrftime(format) method, to create a string representing the
time under the control of an explicit format string. Broadly speakéhgtrftime(fmt) acts like theime mod-
ule’stime.strftime(fmt, d.timetuple()) although not all objects supportianetuple() method.

Fortime objects, the format codes for year, month, and day should not be used, as time objects have no such values.
If they're used anywayl900 is substituted for the year, afidfor the month and day.

Fordate objects, the format codes for hours, minutes, seconds, and microseconds should not belasedpbgects

have no such values. If they're used anyways substituted for them. New in version 2.6me anddatetime

objects support &of format code which expands to the number of microseconds in the object, zero-padded on the left
to six places. For a naive object, thiezand%Zformat codes are replaced by empty strings.

For an aware object:

%z utcoffset() is transformed into a 5-character string of the form +HHMM or -HHMM, where HH is a 2-
digit string giving the number of UTC offset hours, and MM is a 2-digit string giving the number of UTC
offset minutes. For example, uftcoffset() returnstimedelta(hours=-3, minutes=-30) , %zis
replaced with the string0330’

%Z If tzname() returnsNone, %Zis replaced by an empty string. OtherwB&is replaced by the returned value,
which must be a string.

The full set of format codes supported varies across platforms, because Python calls the platform C library’s
strftime() function, and platform variations are common.

The following is a list of all the format codes that the C standard (1989 version) requires, and these work on all
platforms with a standard C implementation. Note that the 1999 version of the C standard added additional format
codes.

The exact range of years for whistkrftime() works also varies across platforms. Regardless of platform, years
before 1900 cannot be used.
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Di- Meaning Notes
rec-
tive
%a Locale’s abbreviated weekday name.
%A Locale’s full weekday name.
%b Locale’s abbreviated month name.
%B Locale’s full month name.
%c Locale’s appropriate date and time representation.
%d Day of the month as a decimal number [01,31].
%f Microsecond as a decimal number [0,999999], zero-padded on the left (1)
%H Hour (24-hour clock) as a decimal number [00,23].
%I Hour (12-hour clock) as a decimal number [01,12].
%)j Day of the year as a decimal number [001,366].
%m Month as a decimal number [01,12].
%M Minute as a decimal number [00,59].
%p Locale’s equivalent of either AM or PM. 2
%S Second as a decimal number [00,61]. 3)
%U Week number of the year (Sunday as the first day of the week) as a decimal number [00,53].(A)l
days in a new year preceding the first Sunday are considered to be in week 0.
%w Weekday as a decimal number [0(Sunday),6].
%W Week number of the year (Monday as the first day of the week) as a decimal number [00,53].(#I
days in a new year preceding the first Monday are considered to be in week 0.
%X Locale’s appropriate date representation.
%X Locale’s appropriate time representation.
%y Year without century as a decimal number [00,99].
%Y Year with century as a decimal number.
%z UTC offset in the form +HHMM or -HHMM (empty string if the the object is naive). (5)
%Z Time zone name (empty string if the object is naive).
%% A literal '%’ character.
Notes:
1. When used with thetrptime() function, the%f directive accepts from one to six digits and zero pads on

9.2

the right. %f is an extension to the set of format characters in the C standard (but implemented separately in
datetime objects, and therefore always available).

. When used with thetrptime() function, theYopdirective only affects the output hour field if tB&l directive

is used to parse the hour.

. The range really i® to 61; according to the Posix standard this accounts for leap seconds and the (very rare)

double leap seconds. Thene module may produce and does accept leap seconds since it is based on the Posix
standard, but thdatetime module does not accept leap secondstiptime() input nor will it produce
them instrftime() output.

. When used with thstrptime() function,%Uand%\Wére only used in calculations when the day of the week

and the year are specified.

. For example, ifutcoffset() returnstimedelta(hours=-3, minutes=-30) , %zis replaced with

the string’-0330’

calendar — General calendar-related functions

This module allows you to output calendars like the Uoat program, and provides additional useful functions

relate

d to the calendar. By default, these calendars have Monday as the first day of the week, and Sunday as the last

(the European convention). Usetfirstweekday/() to set the first day of the week to Sunday (6) or to any other
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weekday. Parameters that specify dates are given as integers. For related functionality, seedalsoiithe and
time modules.

Most of these functions and classses rely ondh&time  module which uses an idealized calendar, the current
Gregorian calendar indefinitely extended in both directions. This matches the definition of the “proleptic Gregorian”
calendar in Dershowitz and Reingold’s book “Calendrical Calculations”, where it’s the base calendar for all computa-

tions.

classCalendar ( [firstweekday])

Creates & alendar object. firstweekdays an integer specifying the first day of the weékis Monday (the
default),6 is Sunday.

A Calendar object provides several methods that can be used for preparing the calendar data for formatting.
This class doesn’t do any formatting itself. This is the job of subclasses. New in versioiCal&ndar
instances have the following methods:

iterweekdays ()
Return an iterator for the week day numbers that will be used for one week. The first value from the iterator
will be the same as the value of thestweekday property.

itermonthdates  (year, month
Return an iterator for the montmonth (1-12) in the yearyear. This iterator will return all days (as
datetime.date objects) for the month and all days before the start of the month or after the end of the
month that are required to get a complete week.

itermonthdays2  (year, month
Return an iterator for the monthonthin the yeatyear similar toitermonthdates() . Days returned
will be tuples consisting of a day number and a week day number.

itermonthdays  ( year, month
Return an iterator for the monthonthin the yearyear similar toitermonthdates() . Days returned
will simply be day numbers.

monthdatescalendar  ( year, month
Return a list of the weeks in the monthonth of the year as full weeks. Weeks are lists of seven
datetime.date objects.

monthdays2calendar  ( year, month
Return a list of the weeks in the monttonthof theyearas full weeks. Weeks are lists of seven tuples of
day numbers and weekday numbers.

monthdayscalendar  ( year, month
Return a list of the weeks in the monthonthof the year as full weeks. Weeks are lists of seven day
numbers.

yeardatescalendar (year, [width])
Return the data for the specified year ready for formatting. The return value is a list of month rows. Each
month row contains up twidth months (defaulting to 3). Each month contains between 4 and 6 weeks
and each week contains 1-7 days. Daysdautetime.date objects.

yeardays2calendar  ( year, [width])

Return the data for the specified year ready for formatting (similgetodatescalendar() ). Entries
in the week lists are tuples of day numbers and weekday numbers. Day numbers outside this month are
zero.

yeardayscalendar  ( year, [width])
Return the data for the specified year ready for formatting (similaetodatescalendar() ). Entries
in the week lists are day numbers. Day numbers outside this month are zero.
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classTextCalendar ( [firstweekday]
This class can be used to generate plain text calendars. New in versionei&alendar  instances have
the following methods:

formatmonth ( theyear, themonth, [w, [I]}
Return a month'’s calendar in a multi-line stringwlfs provided, it specifies the width of the date columns,
which are centered. Ifis given, it specifies the number of lines that each week will use. Depends on the
first weekday as specified in the constructor or set bys#igrstweekday() method.

prmonth ( theyear, themonth, [w, [I]]
Print a month’s calendar as returnedfbymatmonth()

formatyear (theyear, themonth, [w, [I, [c, [M]]])
Return am-column calendar for an entire year as a multi-line string. Optional paranvetgrandc are for
date column width, lines per week, and number of spaces between month columns, respectively. Depends
on the first weekday as specified in the constructor or set bgdtfestweekday() method. The
earliest year for which a calendar can be generated is platform-dependent.

pryear (theyear, [w, [, [c, [m]]]])
Print the calendar for an entire year as returnebbyatyear()

classHTMLCalendar ( [firstweekday]
This class can be used to generate HTML calendars. New in versionZI8LCalendar instances have the
following methods:

formatmonth ( theyear, themonth, [withyegr]
Return a month’s calendar as an HTML tablewithyearis true the year will be included in the header,
otherwise just the month name will be used.

formatyear (theyear, themonth, [width]
Return a year's calendar as an HTML tableidth (defaulting to 3) specifies the number of months per
row.

formatyearpage (theyear, [width, [css, [encoding]])]
Return a year's calendar as a complete HTML pagdth (defaulting to 3) specifies the number of months
per row. cssis the name for the cascading style sheet to be ukkxhe can be passed if no style sheet
should be usedencodingspecifies the encoding to be used for the output (defaulting to the system default
encoding).

classLocaleTextCalendar ([firstweekday, [locale])
This subclass of extCalendar  can be passed a locale name in the constructor and will return month and
weekday names in the specified locale. If this locale includes an encoding all strings containing month and
weekday names will be returned as unicode. New in version 2.5.

classLocaleHTMLCalendar ( [firstweekday, [locale])
This subclass oHTMLCalendar can be passed a locale name in the constructor and will return month and
weekday names in the specified locale. If this locale includes an encoding all strings containing month and
weekday names will be returned as unicode. New in version 2.5.

For simple text calendars this module provides the following functions.

setfirstweekday (weekday
Sets the weekday(is Monday,6 is Sunday) to start each week. The valMENDAYTUESDAYWEDNESDAY
THURSDAYFRIDAY, SATURDAYand SUNDAYare provided for convenience. For example, to set the first
weekday to Sunday:

import  calendar
calendar . setfirstweekday(calendar . SUNDAY)

New in version 2.0.
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firstweekday ()
Returns the current setting for the weekday to start each week. New in version 2.0.

isleap (yean
ReturnsTrue if yearis a leap year, otherwidealse .

leapdays (y1,y?
Returns the number of leap years in the range fydrto y2 (exclusive), whergl andy?2 are years. Changed in
version 2.0: This function didn’t work for ranges spanning a century change in Python 1.5.2.

weekday ( year, month, day
Returns the day of the wee (s Monday) foryear (1970 —...), month(1-12), day(1-31).

weekheader ( n)
Return a header containing abbreviated weekday namsgsecifies the width in characters for one weekday.

monthrange ( year, month
Returns weekday of first day of the month and number of days in month, for the spgeifiemhdmonth

monthcalendar ( year, month
Returns a matrix representing a month’s calendar. Each row represents a week; days outside of the month a
represented by zeros. Each week begins with Monday unless setfbgtweekday()

prmonth ( theyear, themonth, [w, [I]]
Prints a month’s calendar as returnednbynth() .

month ( theyear, themonth, [w, [I]]
Returns a month’s calendar in a multi-line string usingftmenatmonth()  of the TextCalendar  class.
New in version 2.0.

prcal (year, [w, [I, [c]]] )
Prints the calendar for an entire year as returnedabdgndar()

calendar (year, [w, [l, [c]]])
Returns a 3-column calendar for an entire year as a multi-line string usinéptimatyear() of the
TextCalendar  class. New in version 2.0.

timegm ( tuple)
An unrelated but handy function that takes a time tuple such as returned lgyntirae()  function in the
time module, and returns the corresponding Unix timestamp value, assuming an epoch of 1970, and the POSIX
encoding. In factiime.gmtime() andtimegm() are each others’ inverse. New in version 2.0.

Thecalendar module exports the following data attributes:

day name
An array that represents the days of the week in the current locale.

day_abbr
An array that represents the abbreviated days of the week in the current locale.

month_name
An array that represents the months of the year in the current locale. This follows normal convention of January
being month number 1, so it has a length of 13 amahth_name[0] is the empty string.

month_abbr
An array that represents the abbreviated months of the year in the current locale. This follows normal convention
of January being month number 1, so it has a length of 13waoth_abbr[0]  is the empty string.

See Also:
Module datetime  Object-oriented interface to dates and times with similar functionality toithe module.

Module time Low-level time related functions.
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9.3 collections — High-performance container datatypes

New in version 2.4. This module implements high-performance container datatypes. Currently, there are two
datatypesdeque anddefaultdict , and one datatype factory functiomamedtuple() . Changed in version

2.5: Addeddefaultdict .Changed in version 2.6: Addethmedtuple() . The specialized containers provided

in this module provide alternatives to Python’s general purpose built-in contaifigrs, list , set , andtuple

Besides the containers provided here, the optibedtb module offers the ability to create in-memory or file based
ordered dictionaries with string keys using therldb.btopen() method.

In addition to containers, the collections module provides some ABCs (abstract base classes) that can be used to test
whether a class provides a particular interface, for example, is it hashable or a mapping. Changed in version 2.6:

Added abstract base classes.

9.3.1 ABCs - abstract base classes

The collections module offers the following ABCs:

ABC Inherits Abstract Methods Mixin Methods
Container __contains__
Hashable __hash__
Iterable __iter__
Iterator Iterable __hext_ __iter__
Sized _len__
Callable _cal__
Sequence| Sized , __getitem___ _contains__ . __iter__, reversed
Iterable index , andcount
Container
MutableSeq8eqcoence __setitem___ Inherited Sequence methods apmpend , reverse
__delitem__ ,and | extend , pop,remove,and iadd__
insert
Set Sized , e, It , eq _,_ne_, gt
Iterable ~ge , and_, or __sub_, xor
Container andisdisjoint
MutableSet Set add anddiscard Inherited Set methods amtkar |, pop, remove ,
_jor__ , iand__ , ixor__ ,and__isub_
Mapping | Sized , __getitem___ __contains__ , keys , items ,values ,get ,
Iterable _eq__,and__ne__
Container
Mutable Mapdiagping __setitem__ and | Inherited Mapping methods ambp, popitem ,
__delitem___ clear ,update , andsetdefault
MappingVieBized _len__
KeysView | MappingView __contains__, __iter__
Set
ltemsView| MappingView , __contains__,__iter__
Set
ValuesView MappingView __contains__, iter
These ABCs allow us to ask classes or instances if they provide particular functionality, for example:
size = None
if isinstance  (myvar, collections . Sized):
size = len (myvar)

Several of the ABCs are also useful as mixins that make it easier to develop classes supporting container APIs. For
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example, to write a class supporting the falt API, it only necessary to supply the three underlying abstract meth-
ods: __contains_ () ,__iter_() ,and__len_ () . The ABC supplies the remaining methods such as
__and__ () andisdisjoint()

class ListBasedSet (collections . Set):
7" Alternate set implementation favoring space over speed
and not requiring the set elements to be hashable.
def _init  (self , iterable):
self .elements = Ist = ]
for wvalue in iterable:
if value not in |Ist
Ist . append(value)
def _ _iter (self ):
return  iter (self . elements)
def _ contains__  (self , value):
return  value in self . elements
def __len_ (self ):
return  len (self . elements)

1

sl ListBasedSet( ' abcdef ')
s2 = ListBasedSet( ' defghi )
overlap = sl & s2 # The __and__ () method is supported automatically

Notes on usinget andMutableSet as a mixin:

1. Since some set operations create new sets, the default mixin methods need a way to create new instances from

an iterable. The class constructor is assumed to have a signature in th€lasaName(iterable)

That assumption is factored-out to an internal classmethod calfeamn_iterable() which calls
cls(iterable) to produce a new set. If tHeet mixin is being used in a class with a different constructor
signature, you will need to overrideom_iterable() with a classmethod that can construct new instances
from an iterable argument.

2. To override the comparisons (presumably for speed, as the semantics are fixed), redefin@ and then
the other operations will automatically follow suit.

3. The Set mixin provides a hash() method to compute a hash value for the set; howeverash () is

not defined because not all sets are hashable or immutable. To add set hashabilty using mixins, inherit from both

Set() andHashable() ,thendefine_hash__ = Set._hash
See Also:
» OrderedSet recipfor an example built oMutableSet
» For more about ABCs, see thiéc module and?EP 3119

9.3.2 deque objects

classdeque ( [iterable, [maxlen]])
Returns a new deque object initialized left-to-right (usipgpend() ) with data fromiterable. If iterableis not
specified, the new deque is empty.

Deques are a generalization of stacks and queues (the name is pronounced “deck” and is short for “double-
ended queue”). Deques support thread-safe, memory efficient appends and pops from either side of the deque

with approximately the same O(1) performance in either direction.

Thoughlist  objects support similar operations, they are optimized for fast fixed-length operations and incur

O(n) memory movement costs fppp(0) andinsert(0, v) operations which change both the size and
position of the underlying data representation. New in version 2 aKlenis not specified or iNone deques
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may grow to an arbitrary length. Otherwise, the deque is bounded to the specified maximum length. Once a
bounded length deque is full, when new items are added, a corresponding number of items are discarded from
the opposite end. Bounded length deques provide functionality similar taithe filter in Unix. They are

also useful for tracking transactions and other pools of data where only the most recent activity is of interest.
Changed in version 2.6: Addedaxlenparameter. Deque objects support the following methods:

append ( X)
Add x to the right side of the deque.

appendleft (x)
Add x to the left side of the deque.

clear ()
Remove all elements from the deque leaving it with length O.

extend ( iterable)
Extend the right side of the deque by appending elements from the iterable argument.

extendleft  (iterable
Extend the left side of the deque by appending elements frerable Note, the series of left appends
results in reversing the order of elements in the iterable argument.

pop ()
Remove and return an element from the right side of the deque. If no elements are present, raises an
IndexError

popleft ()
Remove and return an element from the left side of the deque. If no elements are present, raises an
IndexError

remove (valug
Removed the first occurrenceddlue If not found, raises &alueError . New in version 2.5.

rotate (n)
Rotate the deque steps to the right. Ifi is negative, rotate to the left. Rotating one step to the right is
equivalent tod.appendleft(d.pop())

In addition to the above, deques support iteration, pickliten(d) , reversed(d) , copy.copy(d) ,
copy.deepcopy(d) , membership testing with thie operator, and subscript references sucti[ay . Indexed
access is O(1) at both ends but slows to O(n) in the middle. For fast random access, use lists instead.

Example:

>>> from collections import  deque

>>> d = deque( ' ghi ") # make a new deque with three items
>>> for elem in d: # iterate over the deque’s elements
print  elem . upper()

G

H

|

>>> d.append( '] ) # add a new entry to the right side
>>> d. appendleft( 'f") # add a new entry to the left side
>>> d # show the representation of the deque

deque(['f, 'g’, 'h", T, 1)

>>>
m

J
>>>
Yfl

d. pop() # return and remove the rightmost item

d. popleft() # return and remove the leftmost item
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>>> list  (d) # list the contents of the deque
(g, i, 7]

>>> d[ 0] # peek at leftmost item

Yg!

>>> d[ - 1] # peek at rightmost item

li!

>>> [ist (reversed(d)) # list the contents of a deque in reverse
)i), !h), !gl]

>>> "h in d # search the deque

True

>>> d. extend( ' jkl ) # add multiple elements at once
>>> d

deque(['g’, 'n’, ', ), K, T

>>> d. rotate( 1) # right rotation
>>> d

deque(['l, 'g’, 'h’, ", 7}, KT

>>> d. rotate( -1) # left rotation
>>> d

deque(['g’, 'n, 1, J, K, T

>>> deque(reversed(d)) # make a new deque in reverse order

deque(['l', 'k, 'J’, ', 'h’, 'g)

>>> d. clear()

>>> d. pop()

Traceback (most recent call last):
File "<pyshell#6>" | line 1, in -toplevel-

d. pop()
IndexError : pop from an empty deque

empty the deque
cannot pop from an empty deque

H H

>>> d. extendleft( “abc’) # extendleft() reverses the input order
>>> d

deque(['c’, 'b’, 'al)

deque Recipes

This section shows various approaches to working with deques.
Bounded length deques provide functionality similar tottdie filter in Unix:

def tail (filename, n  =10):
" Return the last n lines of a file
return  deque( open (filename), n)

Another approach to using deques is to maintain a sequence of recently added elements by appending to the right and
popping to the left:

def moving_average (iterable, n =3):
# moving_average([40, 30, 50, 46, 39, 44]) --> 40.0 42.0 45.0 43.0
# http://fen.wikipedia.org/wiki/Moving_average

it = iter (iterable)

d = deque(itertools . islice(it, n -1))
d. appendleft(  0)

s = sum(d)

for elem in it
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s += elem - d. popleft()
d. append(elem)
yield s / float (n)

The rotate() method provides a way to implemedéeque slicing and deletion. For example, a pure python
implementation oflel d[n] relies on theotate() method to position elements to be popped:

def delete_nth (d, n):
d. rotate( - n)
d. popleft()
d. rotate(n)

To implementdeque slicing, use a similar approach applyingtate() to bring a target element to the left side
of the deque. Remove old entries wjghpleft() , add new entries witextend() , and then reverse the rotation.
With minor variations on that approach, it is easy to implement Forth style stack manipulations slugh dsop ,
swap, over , pick ,rot , androll

9.3.3 defaultdict objects

classdefaultdict ( [default_factory, [...])
Returns a new dictionary-like objeciefaultdict is a subclass of the built-idict class. It overrides one
method and adds one writable instance variable. The remaining functionality is the same aslifdr tredass
and is not documented here.

The first argument provides the initial value for thiefault _factory attribute; it defaults tdNone. All
remaining arguments are treated the same as if they were passedit theonstructor, including keyword ar-
guments. New in version 2.8lefaultdict objects support the following method in addition to the standard
dict operations:

__missing__ (key)

If the default_factory attribute isNone, this raises &eyError exception with thekeyas argu-
ment.
If default_factory is notNone, it is called without arguments to provide a default value for the

givenkey, this value is inserted in the dictionary for tkey, and returned.
If calling default_factory raises an exception this exception is propagated unchanged.

This method is called by the getitem__ () method of thelict class when the requested key is not
found; whatever it returns or raises is then returned or raised bgtitem__ ()

defaultdict objects support the following instance variable:

default_factory
This attribute is used by the missing_ () method; it is initialized from the first argument to the
constructor, if present, or tdone, if absent.

defaultdict Examples

Usinglist  as thedefault_factory , itis easy to group a sequence of key-value pairs into a dictionary of lists:
>>> s = [( "yellow ', 1), ( "blue ', 2), ( "yellow ", 3), ( "blue’', 4), ( "red’, 1)]

>>> d = defaultdict( list )

>>> for k, v in s:
dlk] . append(v)

S>> d. items()
[Cblue’, [2, 4]), (red’, [1]), (yellow’, [1, 3])]
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When each key is encountered for the first time, it is not already in the mapping; so an entry is automatically created

using thedefault_factory function which returns an emptyst . The list.append() operation then
attaches the value to the new list. When keys are encountered again, the look-up proceeds normally (returning the list
for that key) and théist.append() operation adds another value to the list. This technique is simpler and faster
than an equivalent technique usidigt.setdefault()
>>> d = {}
>>> for k, v in s:

d. setdefault(k, []) . append(v)

5> d. items()
[(blue’, [2, 4]), (red’, [1]), Cyellow’, [1, 3])]

Setting thedefault_factory toint makes thelefaultdict useful for counting (like a bag or multiset in
other languages):

)

>>> 5 " mississippi
>>> d defaultdict( int )
>>> for k in s:

dk] +=1

>>> d. items()
[, 4), Cp’, 2), (s, 4), (m’, 1)]

When a letter is first encountered, it is missing from the mapping, sdefault factory function callsint()
to supply a default count of zero. The increment operation then builds up the count for each letter.

The functionint()  which always returns zero is just a special case of constant functions. A faster and more flexible

way to create constant functions is to usetools.repeat() which can supply any constant value (not just
zero):

>>> def constant factory (value):

. return  itertools . repeat(value) . next

>>> d = defaultdict(constant_factory( ' <missing> ' ))

>>> d. update(name =’ John’, action ="ran’)

>>> to " %d

'John ran to <missing>’
Setting thedefault_factory to set makes thelefaultdict useful for building a dictionary of sets:

>>> 5 [( "red’, 1), ( "blue’, 2), ( 'red’, 3), ( "blue’, 4), ( "red’, 1), ( ’'blue ", 4)]
>>> d defaultdict(set)
>>> for k, v in s:

dlk] . add(v)

S>> d. items()
[(blue’, set([2, 4])), (red’, set([1, 3]))]

9.3.4 namedtuple()  Factory Function for Tuples with Named Fields

Named tuples assign meaning to each position in a tuple and allow for more readable, self-documenting code. They
can be used wherever regular tuples are used, and they add the ability to access fields by name instead of position
index.

namedtuple (typename, field_names, [verbose]
Returns a new tuple subclass nantygename The new subclass is used to create tuple-like objects that have
fields accessible by attribute lookup as well as being indexable and iterable. Instances of the subclass also have
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a helpful docstring (with typename and field_names) and a helpfdpr ()  method which lists the tuple
contents in amame=value format.

Thefield_namesre a single string with each fieldname separated by whitespace and/or commas, for example
Xy oor’x, y . Alternatively,field_namegan be a sequence of strings sucliés 'y’]

Any valid Python identifier may be used for a fieldname except for names starting with an underscore. Valid
identifiers consist of letters, digits, and underscores but do not start with a digit or underscore and cannot be a
keyword such aglass for, return, global, pass print, or raise

If verboseéis true, the class definition is printed just before being built.

Named tuple instances do not have per-instance dictionaries, so they are lightweight and require no more mem-
ory than regular tuples. New in version 2.6.

Example:

>>> Point = namedtuple( ' Point ', 'x y’, verbose =True)
class Point(tuple):
‘Point(x, y)

_slots = ()
_fields = ('x', 'y)

def _ new__ (_cls, x, y):
return _tuple.__new__ (_cls, (X, Yy))

@classmethod
def _make(cls, iterable, new=tuple._ _new__, len=len):
'Make a new Point object from a sequence or iterable’
result = new(cls, iterable)
if len(result) = 2:
raise TypeError(Expected 2 arguments, got %d’ % len(result))
return result

def _ repr__(self):
return 'Point(x=%r, y=%r)" % self

def _asdict(t):
'Return a new dict which maps field names to their values’
return {'x: t[0], 'y t[1]}

def _replace(_self, **kwds):
'Return a new Point object replacing specified fields with new values’
result = _self._make(map(kwds.pop, (X, 'y), _self))
if kwds:
raise ValueError('Got unexpected field names: %r % kwds.keys())
return result

def _ getnewargs__(self):
return tuple(self)

X = _property(_itemgetter(0))
y = _property(_itemgetter(1))

>>> p = Point( 11, y =22) # instantiate with positional or keyword arguments
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>>> p[ 0] + p[ 1] # indexable like the plain tuple (11, 22)

33

>>> X,y = p # unpack like a regular tuple

>>> X, Y

(11, 22)

>>> p.xX + p.y # fields also accessible by name

33

>>> p # readable _ repr__ with a name=value style

Point(x=11, y=22)

Named tuples are especially useful for assigning field names to result tuples returned by thiesqlite3  mod-
ules:

EmployeeRecord = namedtuple( ' EmployeeRecord ', ' name, age, title, department, paygrade ")
import  csv
for emp in map(EmployeeRecord . _make, csv . reader( open("employees.csv ", "rb™"))):

print  emp. name, emp. title

import  sqlite3
conn = sqglite3 . connect( ’'/companydata )
cursor = conn. cursor()
cursor . execute( ' SELECT name, age, title, department, paygrade FROM employees ")
for emp in map(EmployeeRecord . _make, cursor . fetchall()):
print  emp. name, emp. title

In addition to the methods inherited from tuples, named tuples support three additional methods and one attribute. To
prevent conflicts with field names, the method and attribute names start with an underscore.

_make( iterable)
Class method that makes a new instance from an existing sequence or iterable.

>>>t = [11, 22]
>>> Point . _make(t)
Point(x=11, y=22)

_asdict ()
Return a new dict which maps field names to their corresponding values:

>>> p. _asdict()
{x: 11, 'y: 22}

_replace ( kwarg9
Return a new instance of the named tuple replacing specified fields with new values:

>>> p = Point(x =11, y =22)
>>> p. _replace(x =33)
Point(x=33, y=22)

>>> for parthum, record in inventory . items():
inventory[partnum] = record . _replace(price =newprices[partnum], timestamp =time

_fields
Tuple of strings listing the field names. Useful for introspection and for creating new named tuple types from
existing named tuples.
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>>> p. _fields # view the field names

(X, y)

>>> Color = namedtuple( ' Color ', ’'red green blue )

>>> Pixel = namedtuple( ' Pixel ', Point . _fields + Color . _fields)

>>> Pixel( 11, 22, 128, 255, 0)
Pixel(x=11, y=22, red=128, green=255, blue=0)

To retrieve a field whose name is stored in a string, usetattr() function:

>>> getattr (p, ' x')
11

To convert a dictionary to a named tuple, use the double-star-operator (as desctilbgrhaking Argument Listén
Python Tutorid)):

>>>d = {"x': 11, 'y': 22}

>>> Point( **d)

Point(x=11, y=22)

Since a named tuple is a regular Python class, it is easy to add or change functionality with a subclass. Here is how to
add a calculated field and a fixed-width print format:

>>> class Point (namedtuple( ' Point ', "x y’)):
_slots =)
@property

def hypot (self ):
return  (self .x ** 2 + self .y ** 2) ** 05
def _ str  (self ):

return ’ Point: x= y= hypot= " % (self .x, self .y, self . hypo
>>> for p in Point( 3, 4), Point( 14, 5/7.):
print p

Point: x= 3.000 y= 4.000 hypot= 5.000
Point: x=14.000 y= 0.714 hypot=14.018

The subclass shown above setslots ~ to an empty tuple. This keeps keep memory requirements low by pre-
venting the creation of instance dictionaries.

Subclassing is not useful for adding new, stored fields. Instead, simply create a new named tuple type from the
_fields  attribute:

>>> Point3D = namedtuple( ' Point3D ', Point . _fields +('2)

Default values can be implemented by usimgplace()  to customize a prototype instance:

>>> Account = namedtuple( ' Account ', ' owner balance transaction_count ")
>>> default_account = Account( ' <owner name>’, 0.0, 0)
>>> johns_account = default_account . _replace(owner =" John’)

Enumerated constants can be implemented with named tuples, but it is simpler and more efficient to use a simple class
declaration:

>>> Status = namedtuple( ' Status ', 'open pending closed ')._make(range (3))
>>> Status .open, Status . pending, Status . closed
0, 1, 2)
>>> class Status
open, pending, closed = range (3)
See Also:
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Named tuple recipadapted for Python 2.4.

9.4 heapg — Heap queue algorithm

New in version 2.3. This module provides an implementation of the heap queue algorithm, also known as the priority
gueue algorithm.

Heaps are arrays for whidieap[k] <= heap[2*k+1] andheap[k] <= heap[2*k+2] for all k, counting
elements from zero. For the sake of comparison, non-existing elements are considered to be infinite. The interesting
property of a heap is thaieap[0] is always its smallest element.

The API below differs from textbook heap algorithms in two aspects: (a) We use zero-based indexing. This makes the
relationship between the index for a node and the indexes for its children slightly less obvious, but is more suitable

since Python uses zero-based indexing. (b) Our pop method returns the smallest item, not the largest (called a “min
heap” in textbooks; a “max heap” is more common in texts because of its suitability for in-place sorting).

These two make it possible to view the heap as a regular Python list without surpasgg0] is the smallest item,
andheap.sort() maintains the heap invariant!

To create a heap, use a list initialized[to, or you can transform a populated list into a heap via fundimapify()
The following functions are provided:

heappush ( heap, item
Push the valugemonto theheap maintaining the heap invariant.

heappop ( heap
Pop and return the smallest item from theap maintaining the heap invariant. If the heap is empty,
IndexError is raised.

heappushpop ( heap, item
Pushitemon the heap, then pop and return the smallest item fronhéfa@ The combined action runs more
efficiently thanheappush() followed by a separate call teeappop() . New in version 2.6.

heapify (X)
Transform listx into a heap, in-place, in linear time.

heapreplace ( heap, item
Pop and return the smallest item from themp and also push the neétem The heap size doesn’t change. If the
heap is emptylndexError  is raised. This is more efficient thameappop() followed by heappush() ,
and can be more appropriate when using a fixed-size heap. Note that the value returned may be ldgyar than
That constrains reasonable uses of this routine unless written as part of a conditional replacement:

if item > heap[ O]:
item = heapreplace(heap, item)

Example of use:

>>> from heapq import heappush, heappop
>>> heap = []
>>> data = [1, 3, 5 7, 9, 2, 4, 6, 8, 0]
>>> for item in data:

heappush(heap, item)

>>> ordered = []
>>> while heap:
ordered . append(heappop(heap))
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>>> print  ordered

[0, 1, 2, 3, 4 5, 6,7, 8, 9]
>>> data . sort()

>>> print data == ordered
True

Using a heap to insert items at the correct place in a priority queue:

>>> heap 1
>>> data = [(1, 'J), ( 4, "N), (3, "H) (2, "O)
>>> for item in data:

heappush(heap, item)

>>> while  heap:
print  heappop(heap)] 1]

J

@)
H
N

The module also offers three general purpose functions based on heaps.

merge ( *iterables)
Merge multiple sorted inputs into a single sorted output (for example, merge timestamped entries from multiple
log files). Returns arierator over the sorted values.

Similar to sorted(itertools.chain(*iterables)) but returns an iterable, does not pull the data
into memory all at once, and assumes that each of the input streams is already sorted (smallest to largest). New
in version 2.6.

nlargest ( n, iterable, [key)
Return a list with then largest elements from the dataset defineddrable key; if provided, specifies a function
of one argument that is used to extract a comparison key from each element in the itezgbktr.lower
Equivalent to:sorted(iterable, key=key, reverse=True)[:n] New in version 2.4.Changed in
version 2.5: Added the optionkéyargument.

nsmallest (' n, iterable, [key)
Return a list with then smallest elements from the dataset defineditbyable key if provided, speci-
fies a function of one argument that is used to extract a comparison key from each element in the iterable:
key=str.lower Equivalent to:sorted(iterable, key=key)[:n] New in version 2.4.Changed in
version 2.5: Added the optionkéyargument.

The latter two functions perform best for smaller valuesnof For larger values, it is more efficient to use the
sorted()  function. Also, whem==1, it is more efficient to use the built-imin() andmax() functions.

9.4.1 Theory

(This explanation is due to Francois Pinard. The Python code for this module was contributed by Kevin O’Connor.)

Heaps are arrays for whidk] <= a[2*k+1] andalk] <= a[2*k+2] for all k, counting elements from 0.
For the sake of comparison, non-existing elements are considered to be infinite. The interesting property of a heap is
thata[0] is always its smallest element.

The strange invariant above is meant to be an efficient memory representation for a tournament. The numbers below
arek, notalk]
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7 8 9 10 11 12 13 14

15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30

In the tree above, each cédlis topping2*k+1 and2*k+2 . In an usual binary tournament we see in sports, each

cell is the winner over the two cells it tops, and we can trace the winner down the tree to see all opponents s/he had.
However, in many computer applications of such tournaments, we do not need to trace the history of a winner. To be
more memory efficient, when a winner is promoted, we try to replace it by something else at a lower level, and the rule
becomes that a cell and the two cells it tops contain three different items, but the top cell “wins” over the two topped
cells.

If this heap invariant is protected at all time, index 0 is clearly the overall winner. The simplest algorithmic way to
remove it and find the “next” winner is to move some loser (let's say cell 30 in the diagram above) into the 0 position,
and then percolate this new 0 down the tree, exchanging values, until the invariant is re-established. This is clearly
logarithmic on the total number of items in the tree. By iterating over all items, you get an O(n log n) sort.

A nice feature of this sort is that you can efficiently insert new items while the sort is going on, provided that the
inserted items are not “better” than the last 0’'th element you extracted. This is especially useful in simulation contexts,
where the tree holds all incoming events, and the “win” condition means the smallest scheduled time. When an event
schedule other events for execution, they are scheduled into the future, so they can easily go into the heap. So, a heap
is a good structure for implementing schedulers (this is what | used for my MIDI sequencer :-).

Various structures for implementing schedulers have been extensively studied, and heaps are good for this, as they
are reasonably speedy, the speed is almost constant, and the worst case is hot much different than the average case.
However, there are other representations which are more efficient overall, yet the worst cases might be terrible.

Heaps are also very useful in big disk sorts. You most probably all know that a big sort implies producing “runs”
(which are pre-sorted sequences, which size is usually related to the amount of CPU memory), followed by a merging
passes for these runs, which merging is often very cleverly orgahistid very important that the initial sort produces

the longest runs possible. Tournaments are a good way to that. If, using all the memory available to hold a tournament,
you replace and percolate items that happen to fit the current run, you’ll produce runs which are twice the size of the
memory for random input, and much better for input fuzzily ordered.

Moreover, if you output the 0'th item on disk and get an input which may not fit in the current tournament (because the
value “wins” over the last output value), it cannot fit in the heap, so the size of the heap decreases. The freed memory
could be cleverly reused immediately for progressively building a second heap, which grows at exactly the same rate
the first heap is melting. When the first heap completely vanishes, you switch heaps and start a new run. Clever and
quite effective!

In a word, heaps are useful memory structures to know. | use them in a few applications, and I think it is good to keep
a ‘heap’ module around. :-)

9.5 bisect — Array bisection algorithm

This module provides support for maintaining a list in sorted order without having to sort the list after each insertion.
For long lists of items with expensive comparison operations, this can be an improvement over the more common
approach. The module is callétsect because it uses a basic bisection algorithm to do its work. The source code
may be most useful as a working example of the algorithm (the boundary conditions are already right!).

1 The disk balancing algorithms which are current, nowadays, are more annoying than clever, and this is a consequence of the seeking capabilities
of the disks. On devices which cannot seek, like big tape drives, the story was quite different, and one had to be very clever to ensure (far in advance)
that each tape movement will be the most effective possible (that is, will best participate at “progressing” the merge). Some tapes were even able
to read backwards, and this was also used to avoid the rewinding time. Believe me, real good tape sorts were quite spectacular to watch! From all
times, sorting has always been a Great Art! :-)
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The following functions are provided:

bisect_left (list, item, [lo, [hi]])
Locate the proper insertion point fiiemin list to maintain sorted order. The parameterandhi may be used
to specify a subset of the list which should be considered; by default the entire list is ustedn if already
present ifist, the insertion point will be before (to the left of) any existing entries. The return value is suitable

for use as the first parameterlist.insert() . This assumes théist is already sorted. New in version 2.1.
bisect_right (list, item, [lo, [hi]])
Similar to bisect_left() , but returns an insertion point which comes after (to the right of) any existing
entries ofitemin list. New in version 2.1.
bisect (...

Alias for bisect_right()

insort_left (list, item, [lo, [hi]])
Insertitemin list in sorted order. This is equivalent list.insert(bisect.bisect_left(list,

item, lo, hi), item) . This assumes théist is already sorted. New in version 2.1.
insort_right (list, item, [lo, [hi]])

Similar toinsort_left() , but insertingtemin list after any existing entries agem New in version 2.1.
insort  (..)

Alias forinsort_right()

9.5.1 Examples

Thebisect()  function is generally useful for categorizing numeric data. This examplelusest()  to look up
a letter grade for an exam total (say) based on a set of ordered numeric breakpoints: 85 and up is an ‘A, 75..84 is a
‘B’, etc.

>>> grades = "FEDCBA
>>> breakpoints = [30, 44, 66, 75, 85]
>>> from bisect import bisect
>>> def grade (total):
return  grades[bisect(breakpoints, total)]

>>> grade( 66)

o

>>> map(grade, [ 33, 99, 77, 44, 12, 88))

[E, 'A’, 'B’, 'D, 'F, 'A1

Unlike thesorted()  function, it does not make sense for thisect()  functions to havéeyor reversecarguments
because that would lead to an inefficent design (successive calls to bisect functions would not “remember” all of the
previous key lookups).

Instead, it is better to search a list of precomputed keys to find the index of the record in question:

>>> data = [( 'red’, 5), ( 'blue’, 1), ( "yellow ', 8), ( 'black ', 0)]
>>> data . sort(key =lambda r. [ 1])

>>> keys = [f[ 1] for r in data] # precomputed list of keys
>>> datalbisect_left(keys, 0)]

('black’, 0)

>>> data[bisect_left(keys, D]

(blue’, 1)

>>> data[bisect_left(keys, 5)]

(red’, 5)
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>>> data[bisect_left(keys, 8)]
(yellow’, 8)
9.6 array — Efficient arrays of numeric values

This module defines an object type which can compactly represent an array of basic values: characters, integers,
floating point numbers. Arrays are sequence types and behave very much like lists, except that the type of objects
stored in them is constrained. The type is specified at object creation time by usipg eode which is a single
character. The following type codes are defined:

Type code | C Type Python Type Minimum size in bytes
'c’ char character 1

b’ signed char int 1

B’ unsigned char | int 1

u’ Py_UNICODE | Unicode character 2 (see note)
'’ signed short int 2

'H unsigned short| int 2

T signed int int 2

T unsigned int long 2

T signed long int 4

L unsigned long | long 4

? float float 4

d’ double float 8

Note: The'u’ typecode corresponds to Python’s unicode character. On narrow Unicode builds this is 2-bytes, on
wide builds this is 4-bytes.

The actual representation of values is determined by the machine architecture (strictly speaking, by the C implemen-
tation). The actual size can be accessed througitéhesize  attribute. The values stored far and’l’ items

will be represented as Python long integers when retrieved, because Python’s plain integer type cannot represent the
full range of C’s unsigned (long) integers.

The module defines the following type:

classarray (typecode, [initializer]
A new array whose items are restrictedtypecode and initialized from the optionahitializer value, which
must be a list, string, or iterable over elements of the appropriate type. Changed in version 2.4: Formerly, only
lists or strings were accepted. If given a list or string, the initializer is passed to the new &wayist() ,
fromstring() , or fromunicode() method (see below) to add initial items to the array. Otherwise, the
iterable initializer is passed to tlextend()  method.

ArrayType
Obsolete alias foarray .

Array objects support the ordinary sequence operations of indexing, slicing, concatenation, and multiplication. When
using slice assignment, the assigned value must be an array object with the same type code; in all other cases,
TypeError is raised. Array objects also implement the buffer interface, and may be used wherever buffer objects
are supported.

The following data items and methods are also supported:

typecode
The typecode character used to create the array.

itemsize
The length in bytes of one array item in the internal representation.
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append ( X)
Append a new item with valueto the end of the array.

buffer_info 0

Return a tuple(address, length) giving the current memory address and the length in elements of
the buffer used to hold array’'s contents. The size of the memory buffer in bytes can be computed as
array.buffer_info()[1] * array.itemsize . This is occasionally useful when working with low-

level (and inherently unsafe) I/O interfaces that require memory addresses, such asomifain  operations.
The returned numbers are valid as long as the array exists and no length-changing operations are applied to it.

Note: When using array objects from code written in C or C++ (the only way to effectively make use of
this information), it makes more sense to use the buffer interface supported by array objects. This method is
maintained for backward compatibility and should be avoided in new code. The buffer interface is documented
in Buffer Objectgin The Python/C ABI

byteswap ()
“Byteswap” all items of the array. This is only supported for values which are 1, 2, 4, or 8 bytes in size; for other

types of valuesRuntimeError s raised. It is useful when reading data from a file written on a machine with
a different byte order.

count (X
Return the number of occurrencesxdh the array.

extend (iterable)
Append items fromterable to the end of the array. iterableis another array, it must hawxactlythe same
type code; if not,TypeError  will be raised. Ifiterableis not an array, it must be iterable and its elements
must be the right type to be appended to the array. Changed in version 2.4: Formerly, the argument could only
be another array.

fromfile  (f, n)
Readn items (as machine values) from the file objé@nd append them to the end of the array. If less than
n items are availablezOFError is raised, but the items that were available are still inserted into the drray.
must be a real built-in file object; something else witlead() method won't do.

fromlist  (list)
Append items from the list. This is equivalentftr x in list: a.append(x) except that if there is
a type error, the array is unchanged.

fromstring (9
Appends items from the string, interpreting the string as an array of machine values (as if it had been read from
a file using theromfile() method).

fromunicode (9)
Extends this array with data from the given unicode string. The array must be aityparray; otherwise a
ValueError is raised. Usarray.fromstring(unicodestring.encode(enc)) to append Uni-
code data to an array of some other type.

index (X)
Return the smallestsuch that is the index of the first occurrence »fn the array.

insert (i, Xx)
Insert a new item with value in the array before position Negative values are treated as being relative to the
end of the array.

pop([i])
Removes the item with the indéxXrom the array and returns it. The optional argument defaults tcso that
by default the last item is removed and returned.

read (f, n)
Deprecated since version 1.5.1: Useftizenfile() method. Read items (as machine values) from the file
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objectf and append them to the end of the array. If less thiés@ms are availablé; OFError is raised, but the
items that were available are still inserted into the arfagust be a real built-in file object; something else with
aread() method won't do.

remove ( X)
Remove the first occurrence vfrom the array.

reverse ()
Reverse the order of the items in the array.
tofile ()
Write all items (as machine values) to the file object

tolist ()
Convert the array to an ordinary list with the same items.

tostring ()
Convert the array to an array of machine values and return the string representation (the same sequence of bytes
that would be written to a file by thefile() method.)

tounicode ()
Convert the array to a unicode string. The array must be a'typearray; otherwise &alueError is raised.

Usearray.tostring().decode(enc) to obtain a unicode string from an array of some other type.
write ()

Deprecated since version 1.5.1: Use th&le() method. Write all items (as machine values) to the file

objectf.

When an array object is printed or converted to a string, it is representetegétypecode, initializer) .
Theinitializer is omitted if the array is empty, otherwise it is a string if igpecodds 'c’ , otherwise it is a list 0
numbers. The string is guaranteed to be able to be converted back to an array with the same type and value using

1

eval() ,solongastharray() function has been imported usifrgm array import array . Examples:
array( 1)
array( 'c’, 'hello world ")
array( 'u’, u hello \u2641 ")
I

array( L[ 1, 2, 3, 4, 5)])
array( 'd’, [ 1.0, 20, 3.14])

See Also:
Module struct  Packing and unpacking of heterogeneous binary data.

Module xdrlib  Packing and unpacking of External Data Representation (XDR) data as used in some remote pro-
cedure call systems.

The Numerical Python Manual The Numeric Python extension (NumPy) defines another array type; see
http://numpy.sourceforge.ndar further information about Numerical Python. (A PDF version of the NumPy
manual is available dtttp://numpy.sourceforge.net/numdoc/numdoq.pdf

9.7 sets — Unordered collections of unique elements

New in version 2.3.Deprecated since version 2.6: The bukin/frozenset  types replace this module. Thets

module provides classes for constructing and manipulating unordered collections of unique elements. Common uses
include membership testing, removing duplicates from a sequence, and computing standard math operations on sets
such as intersection, union, difference, and symmetric difference.
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Like other collections, sets supportin set ,len(set) , andfor x in set . Being an unordered collection,
sets do not record element position or order of insertion. Accordingly, sets do not support indexing, slicing, or other
sequence-like behavior.

Most set applications use tt&et class which provides every set method except fonash__ () . For advanced
applications requiring a hash method, thenutableSet class adds a_hash__ () method but omits methods
which alter the contents of the set. Bdtket andimmutableSet derive fromBaseSet , an abstract class useful
for determining whether something is a setnstance(obj, BaseSet)

The set classes are implemented using dictionaries. Accordingly, the requirements for set elements are the same
as those for dictionary keys; namely, that the element defines bathy () and__hash_ () . As a re-

sult, sets cannot contain mutable elements such as lists or dictionaries. However, they can contain immutable
collections such as tuples or instancesimmutableSet . For convenience in implementing sets of sets, inner

sets are automatically converted to immutable form, for exanfé([Set(['dog’])]) is transformed to
Set([ImmutableSet(['dog’])])

classSet ( [iterable])
Constructs a new empget object. If the optionaiterable parameter is supplied, updates the set with elements
obtained from iteration. All of the elementsiterableshould be immutable or be transformable to an immutable
using the protocol described in sectiBrotocol for automatic conversion to immutable

classimmutableSet ( [iterable])
Constructs a new emptynmutableSet  object. If the optionailterable parameter is supplied, updates the set
with elements obtained from iteration. All of the element&énable should be immutable or be transformable
to an immutable using the protocol described in sectiartocol for automatic conversion to immutable

BecausdmmutableSet  objects provide a_hash__ () method, they can be used as set elements or as
dictionary keys.ImmutableSet  objects do not have methods for adding or removing elements, so all of the
elements must be known when the constructor is called.

9.7.1 Set Objects

Instances oet andimmutableSet both provide the following operations:

Operation Equivalent | Result

len(s) cardinality of ses

X in's testx for membership irs

X not in s testx for non-membership is

s.issubset(t) s <=t test whether every elementgis int

s.issuperset(t) s >=t test whether every elementtiis in s

s.union(t) s |t new set with elements from bograndt

s.intersection(t) s &t new set with elements commongandt

s.difference(t) s -t new set with elements imbut not int

s.symmetric_difference(t) s Mt new set with elements in eitheor t but not both

s.copy() new set with a shallow copy &f
Note, the non-operator versions ofunion() , intersection() ,  difference() , and
symmetric_difference() will accept any iterable as an argument. In contrast, their operator based
counterparts require their arguments to be sets. This precludes error-prone constructi@et(lidec’) &
'chs’ in favor of the more readabl&et(’abc’).intersection(’'cbs’) . Changed in version 2.3.1:

Formerly all arguments were required to be sets. In addition, Beth and ImmutableSet  support set to set
comparisons. Two sets are equal if and only if every element of each set is contained in the other (each is a subset
of the other). A set is less than another set if and only if the first set is a proper subset of the second set (is a subset,
but is not equal). A set is greater than another set if and only if the first set is a proper superset of the second set (is a
superset, but is not equal).
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The subset and equality comparisons do not generalize to a complete ordering function. For example, any two disjoint
sets are not equal and are not subsets of each othat] sbthe following returnFalse : a<b, a==b, or a>b.
Accordingly, sets do not implementthecmp__ () method.

Since sets only define partial ordering (subset relationships), the output laftthert() method is undefined
for lists of sets.

The following table lists operations availablelinmutableSet  but not found inSet :

Operation Result
hash(s) returns a hash value far
The following table lists operations availableSet but not found innmmutableSet
Operation Equiva- Result
lent
s.update(t) s|=t return ses with elements added from
s.intersection_update(t) s&=t return set keeping only elements also foundtin
s.difference_update(t) s-=t return set after removing elements found in
s.symmetric_difference_update(t) | s"=t return ses with elements frons or t but not both
s.add(x) add elemenk to sets
s.remove(x) removex from sets; raisesKeyError if not present
s.discard(x) removes from setsif present
s.pop() remove and return an arbitrary element fremaises
KeyError if empty
s.clear() remove all elements from sst
Note, the non-operator versions opdate() , intersection_update() , difference_update() , and
symmetric_difference_update() will accept any iterable as an argument. Changed in version 2.3.1: For-

merly all arguments were required to be sets. Also note, the module also inclushsnaupdate() method
which is an alias foupdate() . The method is included for backwards compatibility. Programmers should prefer
theupdate() method because it is supported by the builsén() andfrozenset() types.

9.7.2 Example

>>> from sets import Set

>>> engineers = Set([ 'John’, 'Jane’, ’'Jack’', ’Janice '])

>>> programmers = Set([ 'Jack’, ’Sam, ’'Susan’, ’'Janice '])

>>> managers = Set([ 'Jane’, ’'Jack’, ’'Susan’, ' Zack'])

>>> employees = engineers | programmers | managers # union

>>> engineering_management = engineers & managers # intersection
>>> fulltime_management = managers - engineers - programmers # difference
>>> engineers . add(’ Marvin ") # add element

>>> print  engineers # doctest: +SKIP
Set(['Jane’, 'Marvin’, 'Janice’, 'John’, 'Jack’])

>>> employees . issuperset(engineers) # superset test

False

>>> employees . update(engineers) # update from another set

>>> employees . issuperset(engineers)

True

>>> for group Iin [engineers, programmers, managers, employees]: # doctest: +SKIP
group . discard( ' Susan’) # unconditionally remove element
print  group

Set(['Jane’, 'Marvin’, 'Janice’, 'John’, 'Jack’])
Set(['Janice’, 'Jack’, 'Sam’])
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Set(['Jane’, 'Zack’, 'Jack?)
Set(['Jack’, 'Sam’, 'Jane’, 'Marvin’, 'Janice’, 'John’, 'Zack’)

9.7.3 Protocol for automatic conversion to immutable
Sets can only contain immutable elements. For convenience, muabl®bjects are automatically copied to an
ImmutableSet before being added as a set element.

The mechanism is to always addhashableslement, or if it is not hashable, the element is checked to see if it has an
__as_immutable__ () method which returns an immutable equivalent.

SinceSet objects have a_as_immutable__ () method returning an instance lofimutableSet , itis possible
to construct sets of sets.

A similar mechanism is needed by thecontains__ () andremove() methods which need to hash an ele-
ment to check for membership in a set. Those methods check an element for hashability and, if not, check for a
__as_temporarily_immutable_ () method which returns the element wrapped by a class that provides tem-
porary methods for hash__ () ,_eq_ () ,and_ne_ ()

The alternate mechanism spares the need to build a separate copy of the original mutable object.

Set objects implement the as temporarily_immutable__ () method which returns th&et object
wrapped by a new classTemporarilylmmutableSet

The two mechanisms for adding hashability are normally invisible to the user; however, a conflict can arise in
a multi-threaded environment where one thread is updating a set while another has temporarily wrapped it in
_TemporarilyimmutableSet . In other words, sets of mutable sets are not thread-safe.

9.7.4 Comparison to the built-in  set types
The built-inset andfrozenset  types were designed based on lessons learned frometie module. The key
differences are:

e Set andimmutableSet were renamed teet andfrozenset

« There is no equivalent tBaseSet . Instead, usesinstance(x, (set, frozenset))

< The hash algorithm for the built-ins performs significantly better (fewer collisions) for most datasets.

« The built-in versions have more space efficient pickles.

* The built-in versions do not haveumion_update() method. Instead, use tlhpdate() method which is
equivalent.

 The built-in versions do not have_aepr(sorted=True) method. Instead, use the builtsiapr() and
sorted()  functions:repr(sorted(s))

» The built-in version does not have a protocol for automatic conversion to immutable. Many found this feature
to be confusing and no one in the community reported having found real uses for it.

9.8 sched — Event scheduler

Thesched module defines a class which implements a general purpose event scheduler:

classscheduler (timefunc, delayfunc
Thescheduler class defines a generic interface to scheduling events. It needs two functions to actually deal
with the “outside world” —timefuncshould be callable without arguments, and return a number (the “time”,
in any units whatsoever). Thaelayfuncfunction should be callable with one argument, compatible with the
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output oftimefun¢ and should delay that many time unitdelayfuncwill also be called with the argumeit
after each event is run to allow other threads an opportunity to run in multi-threaded applications.

Example:

>>> import sched, time

>>> s = sched . scheduler(time . time, time . sleep)

>>> def print_time ():  print " From print_ time ", time . time()

>>> def print_some_times  ():
print  time . time()
s.enter( 5, 1, print_time, ()
s.enter( 10, 1, print_time, ()
s. run()
print  time . time()

>>> print_some_times()
930343690.257

From print_time 930343695.274
From print_time 930343700.273
930343700.276

In multi-threaded environments, teeheduler  class has limitations with respect to thread-safety, inability to insert
a new task before the one currently pending in a running scheduler, and holding up the main thread until the event
gueue is empty. Instead, the preferred approach is to uskertteeding. Timer class instead.

Example:

>>> jmport time
>>> from threading import  Timer
>>> def print_time ():
print ~ "From print_time ", time .time()

>>> def print_some_times  ():
print  time . time()
Timer( 5, print_time, ()) . start()
Timer( 10, print_time, () . start()
time . sleep( 11) # sleep while time-delay events execute
print  time . time()

>>> print_some_times()
930343690.257

From print_time 930343695.274
From print_time 930343700.273
930343701.301

9.8.1 Scheduler Objects

scheduler instances have the following methods and attributes:

enterabs ( time, priority, action, argument
Schedule a new event. Thiene argument should be a numeric type compatible with the return value of the
timefuncfunction passed to the constructor. Events scheduled for thetsaewill be executed in the order of
their priority.

Executing the event means executiaction(*argument) . argumentmust be a sequence holding the
parameters foaction
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Return value is an event which may be used for later cancellation of the evenb(sa®() ).

enter (delay, priority, action, argumet
Schedule an event fatelaymore time units. Other then the relative time, the other arguments, the effect and
the return value are the same as thosesfaerabs()

cancel (evenj
Remove the event from the queue. elfentis not an event currently in the queue, this method will raise a
ValueError

empty ()
Return true if the event queue is empty.

run ()
Run all scheduled events. This function will wait (using tiedayfunc() function passed to the constructor)
for the next event, then execute it and so on until there are no more scheduled events.

Eitheraction or delayfunccan raise an exception. In either case, the scheduler will maintain a consistent state
and propagate the exception. If an exception is raisealdtipn, the event will not be attempted in future calls
torun()

If a sequence of events takes longer to run than the time available before the next event, the scheduler will simply
fall behind. No events will be dropped; the calling code is responsible for canceling events which are no longer
pertinent.

queue
Read-only attribute returning a list of upcoming events in the order they will be run. Each event is shown as a
named tuplavith the following fields: time, priority, action, argument. New in version 2.6.

9.9 mutex — Mutual exclusion support

Deprecated since version Thewutex module has been removed in Python 3.0. Theex module defines a class
that allows mutual-exclusion via acquiring and releasing locks. It does not require (or itmgying  or multi-
tasking, though it could be useful for those purposes.

Themutex module defines the following class:

classmutex ()
Create a new (unlocked) mutex.

A mutex has two pieces of state — a “locked” bit and a queue. When the mutex is not locked, the queue is
empty. Otherwise, the queue contains zero or nffunection, argument) pairs representing functions

(or methods) waiting to acquire the lock. When the mutex is unlocked while the queue is not empty, the first
gueue entry is removed and ftenction(argument) pair called, implying it now has the lock.

Of course, no multi-threading is implied — hence the funny interfaceéofdt() , where a function is called
once the lock is acquired.

9.9.1 Mutex Objects

mutex objects have following methods:

test ()
Check whether the mutex is locked.

testandset ()
“Atomic” test-and-set, grab the lock if it is not set, and retlime , otherwise, returiralse .
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lock ( function, argument

Executefunction(argument) , unless the mutex is locked. In the case it is locked, place the function and
argument on the queue. Seelock()  for explanation of wherfunction(argument) is executed in that
case.

unlock ()

Unlock the mutex if queue is empty, otherwise execute the first element in the queue.

9.10 queue — A synchronized queue class

Note: TheQueue module has been renamediioeue in Python 3.0. Th&to3tool will automatically adapt imports
when converting your sources to 3.0.

The Queue module implements multi-producer, multi-consumer queues. It is especially useful in threaded pro-
gramming when information must be exchanged safely between multiple threadS)uEhe class in this module
implements all the required locking semantics. It depends on the availability of thread support in Python; see the
threading  module.

Implements three types of queue whose only difference is the order that the entries are retrieved. In a FIFO queue, the
first tasks added are the first retrieved. In a LIFO queue, the most recently added entry is the first retrieved (operating
like a stack). With a priority queue, the entries are kept sorted (usingetheqg module) and the lowest valued entry

is retrieved first.

The Queue module defines the following classes and exceptions:

classQueue( maxsizg
Constructor for a FIFO queu@axsizds an integer that sets the upperbound limit on the number of items that
can be placed in the queue. Insertion will block once this size has been reached, until queue items are consumed.
If maxsizas less than or equal to zero, the queue size is infinite.

classLifoQueue ( maxsize
Constructor for a LIFO queuénaxsizds an integer that sets the upperbound limit on the number of items that
can be placed in the queue. Insertion will block once this size has been reached, until queue items are consumed.
If maxsizas less than or equal to zero, the queue size is infinite. New in version 2.6.

classPriorityQueue  ( maxsizg
Constructor for a priority queugnaxsizes an integer that sets the upperbound limit on the number of items that
can be placed in the queue. Insertion will block once this size has been reached, until queue items are consumed.
If maxsizas less than or equal to zero, the queue size is infinite.

The lowest valued entries are retrieved first (the lowest valued entry is the one returned by

sorted(list(entries))[0] ). A typical pattern for entries is a tuple in the form:
(priority_number, data) . New in version 2.6.
exceptionEmpty
Exception raised when non-blockiggt() (orget_nowait() ) is called on &ueue object which is empty.
exceptionFull
Exception raised when non-blockipgit() (or put_nowait() ) is called on &ueue object which is full.
See Also:
collections.deque is an alternative implementation of unbounded queues with fast atapgiend() and

popleft() operations that do not require locking.
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9.10.1 Queue Objects

Queue objectsueue, LifoQueue , or PriorityQueue ) provide the public methods described below.

gsize ()
Return the approximate size of the queue. Note, gsize() > 0 doesn’t guarantee that a subsequent get() will not
block, nor will gsize() < maxsize guarantee that put() will not block.

empty ()
ReturnTrue if the queue is emptyralse otherwise. If empty() returnrue it doesn't guarantee that a sub-
sequent call to put() will not block. Similarly, if empty() returRalse it doesn’t guarantee that a subsequent
call to get() will not block.

full ()
ReturnTrue if the queue is fullFalse otherwise. If full() returngrue it doesn’t guarantee that a subsequent
call to get() will not block. Similarly, if full() returnd-alse it doesn’t guarantee that a subsequent call to put()
will not block.

put (item, [block, [timeout])
Putiteminto the queue. If optional ardgdockis true andimeoutis None (the default), block if necessary until
a free slot is available. lfimeoutis a positive number, it blocks at ma#neoutseconds and raises theill
exception if no free slot was available within that time. Otherwldedk is false), put an item on the queue
if a free slot is immediately available, else raise Eheél exception {imeoutis ignored in that case). New in
version 2.3: Theimeoutparameter.

put_nowait (item)
Equivalent toput(item, False)

get ( [block, [timeout]])
Remove and return an item from the queue. If optional &tgsk is true andtimeoutis None (the default),
block if necessary until an item is available.titheoutis a positive number, it blocks at ma#neoutseconds
and raises thEmpty exception if no item was available within that time. Otherwisk¢kis false), return an
item if one is immediately available, else raise Hapty exception {imeoutis ignored in that case). New in
version 2.3: Thdimeoutparameter.

get_nowait ()
Equivalent toget(False)

Two methods are offered to support tracking whether enqueued tasks have been fully processed by daemon consumer
threads.

task_done ()
Indicate that a formerly enqueued task is complete. Used by queue consumer threads. Eet(gachsed to
fetch a task, a subsequent caltésk done()  tells the queue that the processing on the task is complete.

If a join() is currently blocking, it will resume when all items have been processed (meaning that a
task _done()  call was received for every item that had been() into the queue).

Raises a/alueError  if called more times than there were items placed in the queue. New in version 2.5.
join ()
Blocks until all items in the queue have been gotten and processed.

The count of unfinished tasks goes up whenever an item is added to the queue. The count goes down whenever
a consumer thread caliask done()  to indicate that the item was retrieved and all work on it is complete.
When the count of unfinished tasks drops to zgvoy()  unblocks. New in version 2.5.

Example of how to wait for enqueued tasks to be completed:

def worker ():
while  True :
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item = q. get()
do_work(item)
g. task_done()

g = Queue()

for i in range (num_worker_threads):
t = Thread(target  =worker)
t . setbaemon( True )
t . start()

for item in source():
g. put(item)

g. join() # block until all tasks are done

9.11 weakref — Weak references

New in version 2.1. Theveakref module allows the Python programmer to creas&ak reference® objects.
In the following, the termreferentmeans the object which is referred to by a weak reference.

A weak reference to an object is not enough to keep the object alive: when the only remaining references to a referent
are weak referencegarbage collectioris free to destroy the referent and reuse its memory for something else. A
primary use for weak references is to implement caches or mappings holding large objects, where it's desired that a
large object not be kept alive solely because it appears in a cache or mapping.

For example, if you have a number of large binary image objects, you may wish to associate a hame with each.
If you used a Python dictionary to map names to images, or images to names, the image objects would re-
main alive just because they appeared as values or keys in the dictionariesWeEdeyDictionary and
WeakValueDictionary classes supplied by theeakref module are an alternative, using weak references to
construct mappings that don’t keep objects alive solely because they appear in the mapping objects. If, for example,
an image object is a value invdeakValueDictionary , then when the last remaining references to that image ob-

ject are the weak references held by weak mappings, garbage collection can reclaim the object, and its corresponding
entries in weak mappings are simply deleted.

WeakKeyDictionary ~ and WeakValueDictionary use weak references in their implementation, setting up
callback functions on the weak references that notify the weak dictionaries when a key or value has been reclaimed by
garbage collection. Most programs should find that using one of these weak dictionary types is all they need — it's not
usually necessary to create your own weak references directly. The low-level machinery used by the weak dictionary
implementations is exposed by theakref module for the benefit of advanced uses.

Note: Weak references to an object are cleared before the objeafisl_ () is called, to ensure that the weak
reference callback (if any) finds the object still alive.

Not all objects can be weakly referenced; those objects which can include class instances, functions written in Python
(but not in C), methods (both bound and unbound), sets, frozensets, file objsatsatos, type objectsDBcursor

objects from thédosddb module, sockets, arrays, deques, and regular expression pattern objects. Changed in version
2.4: Added support for files, sockets, arrays, and patterns. Several built-in types disth aanddict do not

directly support weak references but can add support through subclassing:

class Dict (dict ):
pass

obj = Dict(red =1, green =2, blue =3) # this object is weak referenceable
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CPython implementation detail: Other built-in types such d@sple andlong do not support weak references even
when subclassed.

Extension types can easily be made to support weak references/eséeReference Suppdimn Extending and Em-
bedding Pythop

classref (object, [callback)
Return a weak reference tbject The original object can be retrieved by calling the reference object if the
referent is still alive; if the referent is no longer alive, calling the reference object will caose to be
returned. Ifcallbackis provided and nolone, and the returned weakref object is still alive, the callback will
be called when the object is about to be finalized; the weak reference object will be passed as the only parameter
to the callback; the referent will no longer be available.

It is allowable for many weak references to be constructed for the same object. Callbacks registered for each
weak reference will be called from the most recently registered callback to the oldest registered callback.

Exceptions raised by the callback will be noted on the standard error output, but cannot be propagated; they are
handled in exactly the same way as exceptions raised from an objede$ () method.

Weak references areshabldf the objectis hashable. They will maintain their hash value even afteotject
was deleted. Ihash() is called the first time only after thebjectwas deleted, the call will raiseypeError

Weak references support tests for equality, but not ordering. If the referents are still alive, two references have
the same equality relationship as their referents (regardless oélihack). If either referent has been deleted,

the references are equal only if the reference objects are the same object. Changed in version 2.4: This is now a
subclassable type rather than a factory function; it derives frbjact

proxy ( object, [callback)
Return a proxy tmbjectwhich uses a weak reference. This supports use of the proxy in most contexts instead
of requiring the explicit dereferencing used with weak reference objects. The returned object will have a type
of eitherProxyType or CallableProxyType , depending on wheth@hbjectis callable. Proxy objects are
nothashableregardless of the referent; this avoids a number of problems related to their fundamentally mutable
nature, and prevent their use as dictionary keglbackis the same as the parameter of the same name to the
ref()  function.

getweakrefcount  ( objec)
Return the number of weak references and proxies which refajéxt

getweakrefs (objec)
Return a list of all weak reference and proxy objects which refebject

classWeakKeyDictionary  ( [dict])
Mapping class that references keys weakly. Entries in the dictionary will be discarded when there is no longer a
strong reference to the key. This can be used to associate additional data with an object owned by other parts of
an application without adding attributes to those objects. This can be especially useful with objects that override
attribute accesses.

Note: Caution: Because @eakKeyDictionary  is built on top of a Python dictionary, it must not change
size when iterating over it. This can be difficult to ensure faWaakKeyDictionary ~ because actions per-
formed by the program during iteration may cause items in the dictionary to vanish “by magic” (as a side effect
of garbage collection).

WeakKeyDictionary  objects have the following additional methods. These expose the internal references directly.
The references are not guaranteed to be “live” at the time they are used, so the result of calling the references needs
to be checked before being used. This can be used to avoid creating references that will cause the garbage collector to
keep the keys around longer than needed.

iterkeyrefs 0
Return ariterator that yields the weak references to the keys. New in version 2.5.
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keyrefs ()
Return a list of weak references to the keys. New in version 2.5.

classWeakValueDictionary ([dict])
Mapping class that references values weakly. Entries in the dictionary will be discarded when no strong refer-
ence to the value exists any more.

Note: Caution: Because &eakValueDictionary is built on top of a Python dictionary, it must not
change size when iterating over it. This can be difficult to ensure feakValueDictionary because
actions performed by the program during iteration may cause items in the dictionary to vanish “by magic” (as a
side effect of garbage collection).

WeakValueDictionary objects have the following additional methods. These method have the same issues as the
iterkeyrefs() andkeyrefs()  methods ofVeakKeyDictionary  objects.

itervaluerefs 0
Return ariterator that yields the weak references to the values. New in version 2.5.

valuerefs ()
Return a list of weak references to the values. New in version 2.5.

ReferenceType
The type object for weak references objects.

ProxyType
The type object for proxies of objects which are not callable.

CallableProxyType
The type object for proxies of callable objects.

ProxyTypes
Sequence containing all the type objects for proxies. This can make it simpler to test if an object is a proxy
without being dependent on naming both proxy types.

exceptionReferenceError
Exception raised when a proxy object is used but the underlying object has been collected. This is the same as
the standardReferenceError exception.

See Also:

PEP 0205- Weak ReferencesThe proposal and rationale for this feature, including links to earlier implementations
and information about similar features in other languages.

9.11.1 Weak Reference Objects

Weak reference objects have no attributes or methods, but do allow the referent to be obtained, if it still exists, by
calling it:

>>> jmport  weakref
>>> class Object :
pass

>>> 0 = Object()

>>> r = weakref . ref(o)
>>> 02 = ()

>>> 0 is 02

True

If the referent no longer exists, calling the reference object refvome:
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>>> del o0, 02
>>> print ()
None

Testing that a weak reference object is still live should be done using the expresf§)ois not None . Nor-
mally, application code that needs to use a reference object should follow this pattern:

# r is a weak reference object
o = r()
if o is None:
# referent has been garbage collected
print " Object has been deallocated; can "t frobnicate.
else :
print " Object is still live!
0. do_something_useful()

Using a separate test for “liveness” creates race conditions in threaded applications; another thread can cause a weak
reference to become invalidated before the weak reference is called; the idiom shown above is safe in threaded appli-
cations as well as single-threaded applications.

Specialized versions off objects can be created through subclassing. This is used in the implementation of the
WeakValueDictionary to reduce the memory overhead for each entry in the mapping. This may be most useful
to associate additional information with a reference, but could also be used to insert additional processing on calls to
retrieve the referent.

This example shows how a subclass@f can be used to store additional information about an object and affect the
value that's returned when the referent is accessed:

import  weakref

class ExtendedRef (weakref . ref):

def __init_ (self , ob, callback =None, **annotations):
super (ExtendedRef, self ). __init_ (ob, callback)
self . _counter =0

for Kk, v in annotations . iteritems():
setattr  (self , k, v)

def _ call__ (self ):
""" Return a pair containing the referent and the number of
times the reference has been called.
ob = super (ExtendedRef, self ). __cal_ ()
if ob is not None:

self . __counter +=1
ob = (ob, self .__counter)
return  ob

9.11.2 Example

This simple example shows how an application can use objects IDs to retrieve objects that it has seen before. The IDs
of the objects can then be used in other data structures without forcing the objects to remain alive, but the objects can
still be retrieved by ID if they do.

import  weakref

_id2obj_dict = weakref . WeakValueDictionary()
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def remember (obj):

oid = id (obj)
_id2obj_dict[oid] = obj
return oid

def id2obj (oid):
return  _id2obj_dict[oid]

9.12 UserDict — Class wrapper for dictionary objects

The module defines a miximictMixin , defining all dictionary methods for classes that already have a minimum
mapping interface. This greatly simplifies writing classes that need to be substitutable for dictionaries (such as the
shelve module).

This module also defines a clasiserDict |, that acts as a wrapper around dictionary objects. The need for this class
has been largely supplanted by the ability to subclass directly ffimin (a feature that became available starting
with Python version 2.2). Prior to the introductionditt , theUserDict class was used to create dictionary-like
sub-classes that obtained new behaviors by overriding existing methods or adding new ones.

TheUserDict module defines thElserDict  class andictMixin

classUserDict ([initialdata])
Class that simulates a dictionary. The instance’s contents are kept in a regular dictionary, which is accessible
via thedata attribute ofUserDict instances. Ifnitialdata is provideddata is initialized with its contents;
note that a reference toitialdata will not be kept, allowing it be used for other purposes.

Note: For backward compatibility, instancesdéerDict are not iterable.

classlterableUserDict ([initialdata] )
Subclass obJserDict  that supports direct iteration (e.fpr key in myDict ).

In addition to supporting the methods and operations of mappings (see Seetigning Types — di}t UserDict
andlterableUserDict instances provide the following attribute:

data
A real dictionary used to store the contents oftheerDict  class.

classDictMixin ()
Mixin defining all dictionary methods for classes that already have a minimum dictionary interface including
__getitem__() ,__setitem__() ,__delitem__() ,andkeys()

This mixin should be used as a superclass. Adding each of the above methods adds progressively more func-
tionality. For instance, defining all but delitem__ () will preclude onlypop() andpopitem() from
the full interface.

In addition to the four base methods, progressively more efficiency comes with defimiongtains__ () ,
__iter__ () , anditeritems()

Since the mixin has no knowledge of the subclass constructor, it does not deifiite () or copy()

Starting with Python version 2.6, it is recommended to céections.MutableMapping instead of
DictMixin
9.13 UserList — Class wrapper for list objects

Note: This module is available for backward compatibility only. If you are writing code that does not need to work
with versions of Python earlier than Python 2.2, please consider subclassing directly from the lmiilt-itype.
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This module defines a class that acts as a wrapper around list objects. It is a useful base class for your own list-like
classes, which can inherit from them and override existing methods or add new ones. In this way one can add new
behaviors to lists.

TheUserList module defines thelserList class:

classUserList  ([list])
Class that simulates a list. The instance’s contents are kept in a regular list, which is accessiblel®ia the
attribute ofUserList  instances. The instance’s contents are initially set to a copigtofdefaulting to the
empty list[] . list can be any iterable, e.g. a real Python list &fserList  object.

Note: TheUserList class has been moved to thellections module in Python 3.0. Theto3tool will
automatically adapt imports when converting your sources to 3.0.

In addition to supporting the methods and operations of mutable sequences (seeSsagptiamce Types — str, unicode,
list, tuple, buffer, xrangg UserList  instances provide the following attribute:

data
A real Python list object used to store the contents oftherList class.

Subclassing requirements: Subclasses ofiserList  are expect to offer a constructor which can be called with

either no arguments or one argument. List operations which return a new sequence attempt to create an instance of the
actual implementation class. To do so, it assumes that the constructor can be called with a single parameter, which is
a sequence object used as a data source.

If a derived class does not wish to comply with this requirement, all of the special methods supported by this class
will need to be overridden; please consult the sources for information about the methods which need to be provided in
that case. Changed in version 2.0: Python versions 1.5.2 and 1.6 also required that the constructor be callable with no
parameters, and offer a mutalolata attribute. Earlier versions of Python did not attempt to create instances of the
derived class.

9.14 UserString — Class wrapper for string objects

Note: ThisUserString  class from this module is available for backward compatibility only. If you are writing
code that does not need to work with versions of Python earlier than Python 2.2, please consider subclassing directly
from the built-instr  type instead of using/serString  (there is no built-in equivalent tolutableString ).

This module defines a class that acts as a wrapper around string objects. It is a useful base class for your own string-
like classes, which can inherit from them and override existing methods or add new ones. In this way one can add new
behaviors to strings.

It should be noted that these classes are highly inefficient compared to real string or Unicode objects; this is especially
the case foMutableString

TheUserString  module defines the following classes:

classUserString  ( [sequence)
Class that simulates a string or a Unicode string object. The instance’s content is kept in a regular string or
Unicode string object, which is accessible via tta#a attribute ofUserString  instances. The instance’s
contents are initially set to a copy séquencesequencean be either a regular Python string or Unicode string,
an instance ofJserString  (or a subclass) or an arbitrary sequence which can be converted into a string using
the built-instr()  function.

Note: TheUserString  class has been moved to thellections module in Python 3.0. Th2&to3tool
will automatically adapt imports when converting your sources to 3.0.

classMutableString  ( [sequence)]
This class is derived from thgserString  above and redefines strings to tpeitable Mutable strings can’t
be used as dictionary keys, because dictionaries reguiraitableobjects as keys. The main intention of this
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class is to serve as an educational example for inheritance and necessity to remove (overridegshe ()

method in order to trap attempts to use a mutable object as dictionary key, which would be otherwise very error
prone and hard to track down. Deprecated since version 2.6MTiebleString class has been removed in
Python 3.0.

In addition to supporting the methods and operations of string and Unicode objects (see SeatiprMiethody
UserString  instances provide the following attribute:

data
A real Python string or Unicode object used to store the content di¢keeString  class.

9.15 types — Names for built-in types

This module defines names for some object types that are used by the standard Python interpreter, but not for the types
defined by various extension modules. Also, it does not include some of the types that arise during processing such
as thelistiterator type. Itis safe to uskom types import * — the module does not export any names
besides the ones listed here. New names exported by future versions of this module will alTgpd in

Typical use is for functions that do different things depending on their argument types, like the following:

from types import *
def delete (mylist, item):
if type (item) is IntType:
del mylist[item]
else :
mylist . remove(item)

Starting in Python 2.2, built-in factory functions suchiag) andstr() are also names for the corresponding
types. This is now the preferred way to access the type instead of usiygptse module. Accordingly, the example
above should be written as follows:

def delete (mylist, item):
if isinstance  (item, int ):
del mylistfitem]
else :
mylist . remove(item)

The module defines the following names:

NoneType
The type ofNone.

TypeType
The type of type objects (such as returnedygpye() ); alias of the built-intype .

BooleanType
The type of thébool valuesTrue andFalse ; alias of the built-inbool . New in version 2.3.

IntType

The type of integers (e.d.); alias of the built-inint .
LongType

The type of long integers (e.gL); alias of the built-inong .

FloatType
The type of floating point numbers (e..0 ); alias of the built-infloat
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ComplexType
The type of complex numbers (e.4.0j ). This is not defined if Python was built without complex number
support.

StringType
The type of character strings (e!§pam’ ); alias of the built-instr .

UnicodeType
The type of Unicode character strings (euSpam’ ). This is not defined if Python was built without Unicode
support. It's an alias of the built-innicode .

TupleType
The type of tuples (e.d1, 2, 3, 'Spam’) ); alias of the built-intuple

ListType
The type of lists (e.g[0, 1, 2, 3] ), alias of the built-inlist

DictType
The type of dictionaries (e.g'Bacon’: 1, 'Ham’: 0} ); alias of the built-indict

DictionaryType
An alternate name fdDictType

FunctionType
LambdaType
The type of user-defined functions and functions createldimpda expressions.

GeneratorType
The type ofgeneratoriterator objects, produced by calling a generator function. New in version 2.2.

CodeType
The type for code objects such as returnedbypile()

ClassType
The type of user-defined old-style classes.

InstanceType
The type of instances of user-defined classes.

MethodType
The type of methods of user-defined class instances.

UnboundMethodType
An alternate name fdviethodType .

BuiltinFunctionType

BuiltinMethodType
The type of built-in functions likeen()  or sys.exit() , and methods of built-in classes. (Here, the term
“built-in” means “written in C".)

ModuleType
The type of modules.

FileType
The type of open file objects suchsgs.stdout  ; alias of the built-infile

XRangeType
The type of range objects returnedange() ; alias of the built-inkrange .

SliceType
The type of objects returned lajice()  ; alias of the built-inslice
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EllipsisType
The type ofEllipsis

TracebackType
The type of traceback objects such as foundyis.exc_traceback

FrameType
The type of frame objects such as foundbrtb_frame  if tb is a traceback object.

BufferType
The type of buffer objects created by theffer() function.

DictProxyType
The type of dict proxies, such dypeType._ dict__

NotlmplementedType
The type ofNotimplemented

GetSetDescriptorType
The type of objects defined in extension modules WijietSetDef |, such ag-rameType.f locals or
array.array.typecode . This type is used as descriptor for object attributes; it has the same purpose as
theproperty  type, but for classes defined in extension modules. New in version 2.5.
MemberDescriptorType
The type of objects defined in extension modules witPyMemberDef, such as
datetime.timedelta.days . This type is used as descriptor for simple C data members which use

standard conversion functions; it has the same purpose asrdiperty  type, but for classes defined in
extension modules.

CPython implementation detail: In other implementations of Python, this type may be identical to
GetSetDescriptorType . New in version 2.5.

StringTypes
A sequence containingtringType  andUnicodeType used to facilitate easier checking for any string ob-
ject. Using this is more portable than using a sequence of the two string types constructed elsewhere since it only
containdJnicodeType if it has been built in the running version of Python. For exam@iestance(s,
types.StringTypes) . New in version 2.2.

9.16 new — Creation of runtime internal objects

Deprecated since version 2.6: Thew module has been removed in Python 3.0. Usetfhbes module’s classes
instead. Therew module allows an interface to the interpreter object creation functions. This is for use primarily

in marshal-type functions, when a new object needs to be created “magically” and not by using the regular creation
functions. This module provides a low-level interface to the interpreter, so care must be exercised when using this
module. It is possible to supply non-sensical arguments which crash the interpreter when the object is used.

Thenew module defines the following functions:

instance ( class, [dict)
This function creates an instance @ésswith dictionarydict without calling the__init__ () constructor.
If dict is omitted orNone, a new, empty dictionary is created for the new instance. Note that there are no
guarantees that the object will be in a consistent state.

instancemethod ( function, instance, cla¥s
This function will return a method object, bounditstance or unbound ifinstanceis None. functionmust be
callable.

function ( code, globals, [name, [argdefs, [closure]]]
Returns a (Python) function with the given code and globalsiatheis given, it must be a string ddone.
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If it is a string, the function will have the given name, otherwise the function name will be taken from
code.co_name . If argdefsis given, it must be a tuple and will be used to determine the default values of
parameters. I€losureis given, it must béNone or a tuple of cell objects containing objects to bind to the names
in code.co_freevars

code (‘argcount, nlocals, stacksize, flags, codestring, constants, names, varnames, filename, name, firstlineno, Ino-

tab)
This function is an interface to tHeyCode_New() C function.

module ( name, [doc)
This function returns a new module object with nan@ne namemust be a string. The optiondbcargument
can have any type.

classobj ( name, baseclasses, dict
This function returns a new class object, with namaene derived frombaseclasse@vhich should be a tuple of
classes) and with namespatiet.

9.17 copy — Shallow and deep copy operations

This module provides generic (shallow and deep) copying operations.

Interface summary:

copy (X)
Return a shallow copy of.

deepcopy (X)
Return a deep copy of

exceptionerror
Raised for module specific errors.

The difference between shallow and deep copying is only relevant for compound objects (objects that contain other
objects, like lists or class instances):

« A shallow copyconstructs a new compound object and then (to the extent possible) ieferemcesnto it to
the objects found in the original.

« A deep copyonstructs a new compound object and then, recursively, insgptesinto it of the objects found
in the original.

Two problems often exist with deep copy operations that don't exist with shallow copy operations:

« Recursive objects (compound objects that, directly or indirectly, contain a reference to themselves) may cause a
recursive loop.

» Because deep copy copiegerythingit may copy too much, e.g., administrative data structures that should be
shared even between copies.

Thedeepcopy() function avoids these problems by:
« keeping a “memo” dictionary of objects already copied during the current copying pass; and
« letting user-defined classes override the copying operation or the set of components copied.

This module does not copy types like module, method, stack trace, stack frame, file, socket, window, array, or any
similar types. It does “copy” functions and classes (shallow and deeply), by returning the original object unchanged;
this is compatible with the way these are treated bypibkle  module.

Shallow copies of dictionaries can be made usiig.copy() , and of lists by assigning a slice of the entire list, for
example,copied_list = original_list[:] . Changed in version 2.5: Added copying functions. Classes
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can use the same interfaces to control copying that they use to control pickling. See the description opimiddule

for information on these methods. Thepy module does not use tlpy reg registration module. In order for

a class to define its own copy implementation, it can define special methadpy () and__deepcopy__ ()

The former is called to implement the shallow copy operation; no additional arguments are passed. The latter is called
to implement the deep copy operation; it is passed one argument, the memo dictionary. Hékpcopy () im-
plementation needs to make a deep copy of a component, it should cédieheopy() function with the component

as first argument and the memo dictionary as second argument.

See Also:

Module pickle  Discussion of the special methods used to support object state retrieval and restoration.

9.18 pprint — Data pretty printer

Thepprint  module provides a capability to “pretty-print” arbitrary Python data structures in a form which can be

used as input to the interpreter. If the formatted structures include objects which are not fundamental Python types,
the representation may not be loadable. This may be the case if objects such as files, sockets, classes, or instances are
included, as well as many other built-in objects which are not representable as Python constants.

The formatted representation keeps objects on a single line if it can, and breaks them onto multiple lines if they don't
fit within the allowed width. ConstrudtrettyPrinter objects explicitly if you need to adjust the width constraint.
Changed in version 2.5: Dictionaries are sorted by key before the display is computed; before 2.5, a dictionary was
sorted only if its display required more than one line, although that wasn't documented.Changed in version 2.6: Added
support forset andfrozenset . Thepprint module defines one class:

classPrettyPrinter (..)

Construct érettyPrinter instance. This constructor understands several keyword parameters. An output

stream may be set using tereamkeyword; the only method used on the stream object is the file protocol's

write()  method. If not specified, therettyPrinter adoptssys.stdout . Three additional parameters

may be used to control the formatted representation. The keywordsdenet depth andwidth. The amount

of indentation added for each recursive level is specifiethtignt the default is one. Other values can cause

output to look a little odd, but can make nesting easier to spot. The number of levels which may be printed

is controlled bydepth if the data structure being printed is too deep, the next contained level is replaced by
. By default, there is no constraint on the depth of the objects being formatted. The desired output width is

constrained using theidth parameter; the default is 80 characters. If a structure cannot be formatted within the

constrained width, a best effort will be made.

>>> import  pprint

>>> stuff = ['spam’, 'eggs’, ’'lumberjack ', 'knights ', 'ni’]
>>> stuff . insert( 0, stufff:])
>>> pp = pprint . PrettyPrinter(indent =4)

>>> pp. pprint(stuff)

[ [spam’, 'eggs’, 'lumberjack’, ’knights’, 'ni’,
'spam’,
'eggs’,
'lumberjack’,
'knights’,
ni’]
>>> tup = ('spam’, ( "eggs’, ( 'lumberjack ', ( 'knights ', ( 'ni’, ( 'dead’,
(" parrot ', (' fresh fruit “ION))
>>> pp = pprint . PrettyPrinter(depth =6)

>>> pp. pprint(tup)
(spam’, ('eggs’, (lumberjack’, (’knights’, ('ni’, (dead’, (...)))))))
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ThePrettyPrinter class supports several derivative functions:

pformat ( object, [indent, [width, [depth]])
Return the formatted representation affject as a string. indent width and depthwill be passed to the
PrettyPrinter constructor as formatting parameters. Changed in version 2.4: The paraimeé¢eitsvidth
anddepthwere added.

pprint  ( object, [stream, [indent, [width, [depth]]]]
Prints the formatted representation olbject on stream followed by a newline. Ifstreamis omitted,
sys.stdout is used. This may be used in the interactive interpreter insteadpdhts  statement for in-
specting valuesindent width and depthwill be passed to th@&rettyPrinter constructor as formatting
parameters.

>>> jmport  pprint

>>> stuff = ['spam’, 'eggs’, ’'lumberjack ', 'knights ', 'ni’]
>>> stuff . insert( 0, stuff)

>>> pprint . pprint(stuff)

[<Recursion on list with id=...>,

'Spam’,

'eggs’,

‘lumberjack’,

'knights’,

ni’]

Changed in version 2.4: The parametadent width anddepthwere added.

isreadable  ( objec)
Determine if the formatted representationotijectis “readable,” or can be used to reconstruct the value using
eval() . This always returnEalse for recursive objects.

>>> pprint . isreadable(stuff)
False

isrecursive (objec)
Determine ifobjectrequires a recursive representation.

One more support function is also defined:

saferepr ( objec)
Return a string representation object protected against recursive data structures. If the representation of
objectexposes a recursive entry, the recursive reference will be represertBéasrsion on typename
with id=number> . The representation is not otherwise formatted.

>>> pprint . saferepr(stuff)
"[<Recursion on list with id=...>, 'spam’, ’'eggs’, 'lumberjack’, ’knights’,

ni"

9.18.1 PrettyPrinter Objects

PrettyPrinter instances have the following methods:

pformat ( objec)
Return the formatted representation object This takes into account the options passed to the
PrettyPrinter constructor.

pprint (objec)
Print the formatted representationalfjecton the configured stream, followed by a newline.
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The following methods provide the implementations for the corresponding functions of the same names. Using these
methods on an instance is slightly more efficient since ResttyPrinter objects don't need to be created.

isreadable  ( objec)
Determine if the formatted representation of the object is “readable,” or can be used to reconstruct the
value usingeval() . Note that this return§alse for recursive objects. If theepthparameter of the
PrettyPrinter is set and the object is deeper than allowed, this retoatse .

isrecursive ( objec)
Determine if the object requires a recursive representation.

This method is provided as a hook to allow subclasses to modify the way objects are converted to strings. The default
implementation uses the internals of tegerepr() implementation.

format ( object, context, maxlevels, leyel
Returns three values: the formatted versioolgectas a string, a flag indicating whether the result is readable,
and a flag indicating whether recursion was detected. The first argument is the object to be presented. The
second is a dictionary which contains thi) of objects that are part of the current presentation context
(direct and indirect containers fabjectthat are affecting the presentation) as the keys; if an object needs to
be presented which is already representedontext the third return value should bEue . Recursive calls
to theformat()  method should add additional entries for containers to this dictionary. The third argument,
maxlevels gives the requested limit to recursion; this will Bdf there is no requested limit. This argument
should be passed unmodified to recursive calls. The fourth argubegat, gives the current level; recursive
calls should be passed a value less than that of the current call. New in version 2.3.

9.18.2 pprint Example

This example demonstrates several uses opthient() function and its parameters.

>>> import  pprint

>>> tup = ("spam’, ( "eggs’, ( 'lumberjack ', ( ' knights ', ( 'ni’, ( 'dead’,
.. (" parrot ', (' fresh fruit ")
>>> gtuff =["a * 10, tup, [ 'a * 30, b’ * 30}, [ 'c¢’ * 20, 'd * 20]]

>>> pprint . pprint(stuff)
[aaaaaaaaaa’,
('spam’,
(eggs’,
('lumberjack’,

(knights’, ('ni’, ('dead’, (‘parrot’, (fresh fruit,)))))))),
[aaaaaaaaaaaaaaaaaaaaaaaaaaaaaa’, 'bbbbbbbbbbbbbbbbbbbbbbbbbbbbbb’]
[‘ccecccceccccccecccec’, 'dddddddddddddddddddd™]]

>>> pprint . pprint(stuff, depth =3)
[aaaaaaaaaa’,
(‘'spam’, (eggs’, (...)),
[aaaaaaaaaaaaaaaaaaaaaaaaaaaaaa’, 'bbbbbbbbbbbbbbbbbbbbbbbbbbbbbb’]
[‘cceccccecccecccccccec’, 'dddddddddddddddddddd™]]
>>> pprint . pprint(stuff, width =60)
[aaaaaaaaaa’,
('spam’,
(‘eggs’,
('lumberjack’,
(’knights’,
(ni’, (dead’, (parrot’, (fresh fruit’,)))))))),
[aaaaaaaaaaaaaaaaaaaaaaaaaaaaaa),
'bbbbbbbbbbbbbbbbbbbbbbbbbbbbbb’],
['ccececceccceccecceccee’, 'dddddddddddddddddddd’]]
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9.19 repr — Alternate repr() implementation

Note: Therepr module has been renamedreprlib  in Python 3.0. The2to3 tool will automatically adapt
imports when converting your sources to 3.0.

Therepr module provides a means for producing object representations with limits on the size of the resulting strings.
This is used in the Python debugger and may be useful in other contexts as well.

This module provides a class, an instance, and a function:

classRepr ()
Class which provides formatting services useful in implementing functions similar to the buglif) ; size
limits for different object types are added to avoid the generation of representations which are excessively long.

aRepr
This is an instance dRepr which is used to provide thespr()  function described below. Changing the
attributes of this object will affect the size limits usediaypr()  and the Python debugger.

repr ( obj)
This is therepr() method ofaRepr . It returns a string similar to that returned by the built-in function of the
same name, but with limits on most sizes.

9.19.1 Repr Objects

Repr instances provide several members which can be used to provide size limits for the representations of different
object types, and methods which format specific object types.

maxlevel
Depth limit on the creation of recursive representations. The defa@ilt is

maxdict

maxlist

maxtuple

maxset

maxfrozenset

maxdeque

maxarray
Limits on the number of entries represented for the named object type. The defadtrisnaxdict , 5 for
maxarray , and6 for the others. New in version 2.4axset , maxfrozenset , andset .

maxlong
Maximum number of characters in the representation for a long integer. Digits are dropped from the middle.
The default is40.

maxstring
Limit on the number of characters in the representation of the string. Note that the “normal’ representation of
the string is used as the character source: if escape sequences are needed in the representation, these may be
mangled when the representation is shortened. The def@dt is

maxother
This limit is used to control the size of object types for which no specific formatting method is available on the
Repr object. Itis applied in a similar manner asxstring . The default i20.

repr ( obj)
The equivalent to the built-irepr()  that uses the formatting imposed by the instance.
reprl ( obj, leve)
Recursive implementation used i®pr() . This uses the type @bjto determine which formatting method to
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call, passing ibbj andlevel The type-specific methods should calprl() to perform recursive formatting,
with level - 1  for the value oflevelin the recursive call.

repr_TYPE ( obj, leve)
Formatting methods for specific types are implemented as methods with a name based on the type name.
In the method namel'YPE is replaced bystring.join(string.split(type(obj).__name__,
' ")) . Dispatch to these methods is handled&grl() . Type-specific methods which need to recursively
format a value should caflelf.repri(subobj, level - 1)

9.19.2 Subclassing Repr Objects

The use of dynamic dispatching Byepr.repri() allows subclasses &fepr to add support for additional built-in
object types or to modify the handling of types already supported. This example shows how special support for file
objects could be added:

import repr as reprlib
import  sys

class MyRepr(reprlib . Repr):
def repr_file (self , obj, level):
if obj.name in [’ <stdin> ', ’<stdout> ', ’<stderr> ']
return  obj . name
else :
return  repr (obj)

aRepr = MyRepr()
print  aRepr . repr(sys . stdin) # prints '<stdin>’
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CHAPTER

TEN

NUMERIC AND MATHEMATICAL
MODULES

The modules described in this chapter provide numeric and math-related functions and data typesmdes

module defines an abstract hierarchy of numeric types.nTdté& andcmath modules contain various mathematical
functions for floating-point and complex numbers. For users more interested in decimal accuracy than in speed, the
decimal module supports exact representations of decimal numbers.

The following modules are documented in this chapter:

10.1 numbers — Numeric abstract base classes

New in version 2.6. Theumbers module PEP 314) defines a hierarchy of numeric abstract base classes which
progressively define more operations. None of the types defined in this module can be instantiated.

classNumber()
The root of the numeric hierarchy. If you just want to check if an arguéntn number, without caring what
kind, useisinstance(x, Number)

10.1.1 The numeric tower

classComplex ()
Subclasses of this type describe complex numbers and include the operations that work on thedouittién
type. These are: conversionsdomplex andbool ,real ,imag,+,-,*,/,abs() ,conjugate() ,==,
and!= . All except- and!= are abstract.

real
Abstract. Retrieves theeal component of this number.

imag
Abstract. Retrieves theeal component of this number.

conjugate ()
Abstract. Returns the complex conjugate. For exanifte3j).conjugate() == (1-3))

classReal ()
To Complex , Real adds the operations that work on real numbers.

In short, those are: a conversion ioat , trunc() , round() , math.floor() , math.ceil() ,
divmod() ,// ,%<,<=,>, and>=.

Real also provides defaults foomplex() ,real ,imag, andconjugate()
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classRational ()
SubtypesReal and addsiumerator anddenominator  properties, which should be in lowest terms. With
these, it provides a default fdpat()

numerator
Abstract.

denominator
Abstract.

classintegral ()
SubtypesRational and adds a conversion fot . Provides defaults fofloat() , numerator , and
denominator , and bit-string operationsi<, >>, & ", | , ~.

10.1.2 Notes for type implementors

Implementors should be careful to make equal numbers equal and hash them to the same values. This may be subtle if

there are two different extensions of the real numbers. For exafmgpdéipns.Fraction implementshash()
as follows:
def _ hash__ (self ):

if self .denominator == 1:

# Get integers right.
return  hash (self . numerator)
# Expensive check, but definitely correct.
if self == float (self ):
return  hash (float (self ))
else :
# Use tuple’'s hash to avoid a high collision rate on
# simple fractions.
return  hash (( self . numerator, self . denominator))

Adding More Numeric ABCs

There are, of course, more possible ABCs for numbers, and this would be a poor hierarchy if it precluded the possibility
of adding those. You can addyFoo betweenComplex andReal with:

class MyFoo(Complex):
MyFoo. register(Real)

Implementing the arithmetic operations

We want to implement the arithmetic operations so that mixed-mode operations either call an implementation whose
author knew about the types of both arguments, or convert both to the nearest built in type and do the operation there.
For subtypes ofntegral ,thismeansthat add_ () and__radd () should be defined as:

class Myintegral (Integral):

def _ add__ (self , other):
if isinstance  (other, Mylintegral):
return  do_my_adding_stuff( self , other)
elif  isinstance  (other, OtherTypelKnowAbout):
return  do_my_other_adding_stuff( self , other)
else :
return  NotiImplemented
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def _ radd__ (self , other):
if isinstance  (other, Mylintegral):

return  do_my_adding_stuff(other, self )
elif  isinstance  (other, OtherTypelKnowAbout):
return  do_my_ other_adding_stuff(other, self )

elif  isinstance  (other, Integral):

return  int (other) + int (self )
elif  isinstance  (other, Real):

return  float (other) + float (self )
elif  isinstance  (other, Complex):

return ~ complex (other) + complex (self )
else :

return  NotiImplemented

There are 5 different cases for a mixed-type operation on subclasSesrgflex . I'll refer to all of the above code
that doesn't refer tMylintegral  andOtherTypelKnowAbout  as “boilerplate”.a will be an instance of\, which
is a subtype ofomplex (a : A < Complex ),andb : B <: Complex .[I'llconsidera + b:

1. If Adefinesan _add__ () which acceptd, all is well.

2. If Afalls back to the boilerplate code, and it were to return a value froadd__ () , we'd miss the possibility
that B defines a more intelligent radd__ () , so the boilerplate should retuiviotimplemented  from
_add__ () .(OrAmaynotimplement add_ () atall.)

3. ThenB's _radd__ () gets achance. If it acceps all is well.

4. If it falls back to the boilerplate, there are no more possible methods to try, so this is where the default imple-
mentation should live.

5.1f B < A, PythontriesB._ radd __  beforeA. _add__ . This is ok, because it was implemented with
knowledge ofA, so it can handle those instances before delegatifgptoplex .

If A <t Complex andB <: Real without sharing any other knowledge, then the appropriate shared operation

is the one involving the built imomplex , and both _radd__ () slandthere, satb == b+a.

Because most of the operations on any given type will be very similar, it can be useful to define a helper function which
generates the forward and reverse instances of any given operator. For eXeanpte)s.Fraction uses:

def _operator_fallbacks (monomorphic_operator, fallback_operator):

def forward (a, b):
if isinstance (b, ( int , long , Fraction)):
return  monomorphic_operator(a, b)
elif  isinstance (b, float ):

return  fallback operator( float (a), b)
elif  isinstance (b, complex ):
return  fallback operator( complex (a), b)
else :
return  NotiImplemented
forward . _name__ ="' ' + fallback_operator ._hame__ + ' '
forward . __doc__ = monomorphic_operator . __doc__

def reverse (b, a):
if isinstance (a, Rational):
# Includes ints.
return ~ monomorphic_operator(a, b)
elif  isinstance (a, numbers . Real):
return  fallback operator( float (a), float (b))
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elif  isinstance (a, numbers . Complex):

return  fallback_operator( complex (a), complex (b))
else :
return  Notimplemented
reverse ._name__ = ' _r’ + fallback operator . _name__ + ' '’
reverse . __doc__ = monomorphic_operator . _doc

return  forward, reverse

def _add(a, b):
II|IIIa + bIlIHI
return  Fraction(a . numerator * b.denominator +
b. numerator * a. denominator,
a. denominator * b. denominator)

_add__, radd__ = _operator_fallbacks(_add, operator . add)

10.2 math — Mathematical functions

This module is always available. It provides access to the mathematical functions defined by the C standard.

These functions cannot be used with complex numbers; use the functions of the same name droailtheodule

if you require support for complex numbers. The distinction between functions which support complex numbers and
those which don't is made since most users do not want to learn quite as much mathematics as required to understand
complex numbers. Receiving an exception instead of a complex result allows earlier detection of the unexpected
complex number used as a parameter, so that the programmer can determine how and why it was generated in the first
place.

The following functions are provided by this module. Except when explicitly noted otherwise, all return values are
floats.

10.2.1 Number-theoretic and representation functions

ceil (X)
Return the ceiling ok as a float, the smallest integer value greater than or equal to

copysign (Xx,y)
Returnx with the sign ofy. copysign copies the sign bit of an IEEE 754 floatppysign(1, -0.0)
returns-1.0. New in version 2.6.

fabs (x)
Return the absolute value »f

factorial (%)
Returnx factorial. Raise¥/alueError if xis not integral or is negative. New in version 2.6.

floor (X)
Return the floor ok as a float, the largest integer value less than or equal @hanged in version 2.6: Added
__floor__() delegation.

fmod ( x, y)
Returnfmod(x, y) , as defined by the platform C library. Note that the Python expressiét y may not
return the same result. The intent of the C standard idthad(x, y) be exactly (mathematically; to infinite

190 Chapter 10. Numeric and Mathematical Modules



The Python Library Reference, Release 2.6.4

precision) equal t&x - n*y for some integen such that the result has the same sigr asd magnitude less
thanabs(y) . Python'sx % yreturns a result with the sign ginstead, and may not be exactly computable for
float arguments. For examplkmod(-1e-100, 1e100) is-1e-100 , but the result of Python’sle-100

% 1e100 is 1e100-1e-100 , which cannot be represented exactly as a float, and rounds to the surprising
1e100. For this reason, functiormod() is generally preferred when working with floats, while Python’s

% yis preferred when working with integers.

frexp (X)
Return the mantissa and exponenkafs the paifm, e) . mis a float ance is an integer such that == m
* 2**e exactly. Ifxis zero, returng0.0, 0) , otherwise0.5 <= abs(m) < 1 . This is used to “pick
apart” the internal representation of a float in a portable way.

fsum (iterable)
Return an accurate floating point sum of values in the iterable. Avoids loss of precision by tracking multiple
intermediate partial sums:

>>> sum( .1, .1, .1, .1, .1, .1, .1, .1, .1, .1]
0.99999999999999989

>>> fsum( .1, .1, .1, .1, .1, .1, .1, .1, .1, .1]
1.0

The algorithm’s accuracy depends on IEEE-754 arithmetic guarantees and the typical case where the rounding
mode is half-even. On some non-Windows builds, the underlying C library uses extended precision addition and
may occasionally double-round an intermediate sum causing it to be off in its least significant bit.

For further discussion and two alternative approaches, sed3Ré cookbook recipes for accurate floating
point summationNew in version 2.6.

isinf  (X)
Checks if the floak is positive or negative infinite. New in version 2.6.

isnan (X)
Checks if the floak is a NaN (not a number). NaNs are part of the IEEE 754 standards. Operation like but not
limited toinf * O ,inf / inf or any operation involving a NaN, e.gqpan * 1, return a NaN. New in

version 2.6.
Idexp (X, i)

Returnx * (2*%) . This is essentially the inverse of functiéexp()
modf ( X)

Return the fractional and integer partsxoBoth results carry the sign afand are floats.

trunc (X)
Return theReal valuextruncated to amntegral  (usually a long integer). Delegatesxo trunc__ ()
New in version 2.6.

Note thatfrexp() andmodf() have a different call/return pattern than their C equivalents: they take a single
argument and return a pair of values, rather than returning their second return value through an ‘output parameter’
(there is no such thing in Python).

For theceil() ,floor() , andmodf() functions, note thaall floating-point numbers of sufficiently large mag-
nitude are exact integers. Python floats typically carry no more than 53 bits of precision (the same as the platform C
double type), in which case any floawvith abs(x) >= 2**52  necessarily has no fractional bits.

10.2.2 Power and logarithmic functions

exp ( X)
Returne**x .
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log (X, [base)
With one argument, return the natural logarithmxgfo baseg).

With two arguments, return the logarithmato the giverbase calculated akg(x)/log(base) . Changed
in version 2.3:baseargument added.

loglp (X)
Return the natural logarithm aftx (basee). The result is calculated in a way which is accuratedoear zero.
New in version 2.6.

log10 (X)
Return the base-10 logarithm xfThis is usually more accurate thig(x, 10)

pow( X, y)
Returnx raised to the powey. Exceptional cases follow Annex ‘F’ of the C99 standard as far as possible. In
particular,pow(1.0, x) andpow(x, 0.0) always returrl.0 , even wherx is a zero or a NaN. If botk
andy are finite x is negative, ang is not an integer thepow(x, y) is undefined, and raisé&lueError
Changed in version 2.6: The outcomeldfnan andnan**0 was undefined.

sqrt (X)
Return the square root a&f

10.2.3 Trigonometric functions

acos ( X)
Return the arc cosine af in radians.
asin (x)
Return the arc sine of in radians.
atan (x)
Return the arc tangent &f in radians.
atan2 (y, %
Returnatan(y / x) ,inradians. Theresultis betweegyi andpi . The vector in the plane from the origin to

point(x, y) makes this angle with the positive X axis. The poinatfn2() is that the signs of both inputs
are known to it, so it can compute the correct quadrant for the angle. For exataiél ) andatan2(1,
1) are bothpi/4 , butatan2(-1, -1) is -3*pi/4
cos (X
Return the cosine ofradians.

hypot (X, )
Return the Euclidean normgrt(x*x + y*y) . This is the length of the vector from the origin to pofr
y) -
sin (X)
Return the sine of radians.
tan (X)
Return the tangent ofradians.

10.2.4 Angular conversion
degrees (X)
Converts angle& from radians to degrees.

radians (X)
Converts angle from degrees to radians.
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10.2.5 Hyperbolic functions

acosh (x)
Return the inverse hyperbolic cosinexofNew in version 2.6.

asinh (x)
Return the inverse hyperbolic sinexofNew in version 2.6.

atanh (x)
Return the inverse hyperbolic tangentoiNew in version 2.6.

cosh ( X)
Return the hyperbolic cosine &f

sinh (x)
Return the hyperbolic sine af

tanh ( X)
Return the hyperbolic tangent rf

10.2.6 Constants

pi
The mathematical constapi

The mathematical constaat

CPython implementation detail: The math module consists mostly of thin wrappers around the platform C math
library functions. Behavior in exceptional cases is loosely specified by the C standards, and Python inherits much of its
math-function error-reporting behavior from the platform C implementation. As a result, the specific exceptions raised

in error cases (and even whether some arguments are considered to be exceptional at all) are not defined in any useful
cross-platform or cross-release way. For example, whetiagh.log(0) returns-Inf  or raisesvalueError  or
OverflowError isn't defined, and in cases whemeath.log(0) raisesOverflowError , math.log(OL)

may raisevalueError  instead.

All functions return a quieiNaN if at least one of the args iNaN SignalingNaNs raise an exception. The ex-
ception type still depends on the platform and libm implementation. It's usd&llyeError  for EDOM and
OverflowError for errno ERANGE Changed in version 2.6: In earlier versions of Python the outcome of an
operation with NaN as input depended on platform and libm implementation.

See Also:

Module cmath Complex number versions of many of these functions.

10.3 cmath — Mathematical functions for complex numbers

This module is always available. It provides access to mathematical functions for complex numbers. The functions
in this module accept integers, floating-point numbers or complex humbers as arguments. They will also accept any
Python object that has either acomplex () ora__ float_ () method: these methods are used to convert

the object to a complex or floating-point number, respectively, and the function is then applied to the result of the
conversion.

Note: On platforms with hardware and system-level support for signed zeros, functions involving branch cuts are
continuous omothsides of the branch cut: the sign of the zero distinguishes one side of the branch cut from the other.
On platforms that do not support signed zeros the continuity is as specified below.
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10.3.1 Conversions to and from polar coordinates

A Python complex number is stored internally usingectangularor Cartesiancoordinates. It is completely deter-
mined by itsreal partz.real and itsimaginary partz.imag . In other words:

z == z.real + z.imag*1j

Polar coordinategive an alternative way to represent a complex number. In polar coordinates, a complex mismber
defined by the modulusand the phase angji. The modulus is the distance frora to the origin, while the phase
phiis the counterclockwise angle from the positive x-axis to the line segment that joins the orgin to

The following functions can be used to convert from the native rectangular coordinates to polar coordinates and back.

phase ( x)
Return the phase ok (also known as theargumentof x), as a float. phase(x) is equivalent to
math.atan2(x.imag, x.real) . The result lies in the range7; 7], and the branch cut for this oper-

ation lies along the negative real axis, continuous from above. On systems with support for signed zeros (which
includes most systems in current use), this means that the sign of the result is the same as theisigg of
even wherx.imag is zero:

>>> phase( complex (-1.0, 0.0))
3.1415926535897931

>>> phase( complex (-1.0, -0.0))
-3.1415926535897931

New in version 2.6.

Note: The modulus (absolute value) of a complex numbean be computed using the built-itibs()  function.
There is no separatenath module function for this operation.

polar (X)
Return the representation »fn polar coordinates. Returns a pé&ir phi) wherer is the modulus ok and
phi is the phase of. polar(x) is equivalent tdabs(x), phase(x)) . New in version 2.6.

rect (r, phi)
Return the complex numberwith polar coordinates andphi. Equivalent tor * (math.cos(phi) +
math.sin(phi)*1j) . New in version 2.6.

10.3.2 Power and logarithmic functions

exp ( X)
Return the exponential valueg*x .
log (X, [base)
Returns the logarithm ofto the giverbase If the baseis not specified, returns the natural logarithnxoT here
is one branch cut, from 0 along the negative real axi$xto eontinuous from above. Changed in version 2.4:
baseargument added.

logl0 (x)
Return the base-10 logarithm xf This has the same branch cutiag()

sqrt (x)
Return the square root &f This has the same branch cutag()
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10.3.3 Trigonometric functions

acos ( X)
Return the arc cosine of There are two branch cuts: One extends right from 1 along the real axis to
continuous from below. The other extends left from -1 along the real axit@entinuous from above.

asin (x)
Return the arc sine of This has the same branch cutsass()

atan (x)
Return the arc tangent af There are two branch cuts: One extends filjmalong the imaginary axis teoj ,
continuous from the right. The other extends fretj along the imaginary axis toocoj , continuous from the
left. Changed in version 2.6: direction of continuity of upper cut reversed

cos ( X)
Return the cosine of.

sin (X)
Return the sine af.

tan ()
Return the tangent of

10.3.4 Hyperbolic functions

acosh (x)
Return the hyperbolic arc cosine xf There is one branch cut, extending left from 1 along the real axisto -
continuous from above.

asinh (x)
Return the hyperbolic arc sine »f There are two branch cuts: One extends frlgmalong the imaginary axis
to ooj , continuous from the right. The other extends frelp along the imaginary axis toocj , continuous
from the left. Changed in version 2.6: branch cuts moved to match those recommended by the C99 standard

atanh (x)
Return the hyperbolic arc tangentofThere are two branch cuts: One extends flbalong the real axis too,
continuous from below. The other extends frelnalong the real axis toco, continuous from above. Changed
in version 2.6: direction of continuity of right cut reversed

cosh ( x)
Return the hyperbolic cosine &f

sinh (X)
Return the hyperbolic sine af

tanh (x)
Return the hyperbolic tangent gf

10.3.5 Classification functions
isinf  (X)
ReturnTrueif the real or the imaginary part of x is positive or negative infinity. New in version 2.6.

isnan (X)
ReturnTrueif the real or imaginary part of x is not a number (NaN). New in version 2.6.
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10.3.6 Constants

pi
The mathematical constant as a float.

The mathematical constagatas a float.

Note that the selection of functions is similar, but not identical, to that in madhalés . The reason for having two
modules is that some users aren't interested in complex numbers, and perhaps don’t even know what they are. They
would rather havenath.sqrt(-1) raise an exception than return a complex number. Also note that the functions
defined incmath always return a complex number, even if the answer can be expressed as a real number (in which
case the complex number has an imaginary part of zero).

A note on branch cuts: They are curves along which the given function fails to be continuous. They are a necessary
feature of many complex functions. It is assumed that if you need to compute with complex functions, you will
understand about branch cuts. Consult almost any (not too elementary) book on complex variables for enlightenment.
For information of the proper choice of branch cuts for numerical purposes, a good reference should be the following:

See Also:

Kahan, W: Branch cuts for complex elementary functions; or, Much ado about nothing’s sign bit. In Iserles, A., and
Powell, M. (eds.), The state of the art in numerical analysis. Clarendon Press (1987) pp165-211.

10.4 decimal — Decimal fixed point and floating point arithmetic

New in version 2.4. Thelecimal module provides support for decimal floating point arithmetic. It offers several
advantages over tHmat  datatype:

« Decimal “is based on a floating-point model which was designed with people in mind, and necessarily has
a paramount guiding principle — computers must provide an arithmetic that works in the same way as the
arithmetic that people learn at school.” — excerpt from the decimal arithmetic specification.

< Decimal numbers can be represented exactly. In contrast, numbetslikdo not have an exact representation
in binary floating point. End users typically would not expéct to display asl.1000000000000001 as
it does with binary floating point.

* The exactness carries over into arithmetic. In decimal floating p@iht,+ 0.1 + 0.1 - 0.3 is exactly
equal to zero. In binary floating point, the resul6i$511151231257827e-017 . While near to zero, the
differences prevent reliable equality testing and differences can accumulate. For this reason, decimal is preferred
in accounting applications which have strict equality invariants.

» The decimal module incorporates a notion of significant places sd.tB@t+ 1.20 is 2.50 . The trailing
zero is kept to indicate significance. This is the customary presentation for monetary applications. For multi-
plication, the “schoolbook” approach uses all the figures in the multiplicands. For inslaBcé&, 1.2 gives
1.56 while1.30 * 1.20 gives1.5600 .

« Unlike hardware based binary floating point, the decimal module has a user alterable precision (defaulting to 28
places) which can be as large as needed for a given problem:

>>> getcontext() .prec =6

>>> Decimal( 1) / Decimal( 7)
Decimal(’0.142857’)

>>> getcontext() .prec = 28

>>> Decimal( 1) / Decimal( 7)
Decimal(’0.1428571428571428571428571429’)
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« Both binary and decimal floating point are implemented in terms of published standards. While the built-in
float type exposes only a modest portion of its capabilities, the decimal module exposes all required parts of the
standard. When needed, the programmer has full control over rounding and signal handling. This includes an
option to enforce exact arithmetic by using exceptions to block any inexact operations.

« The decimal module was designed to support “without prejudice, both exact unrounded decimal arithmetic
(sometimes called fixed-point arithmetic) and rounded floating-point arithmetic.” — excerpt from the decimal
arithmetic specification.

The module design is centered around three concepts: the decimal number, the context for arithmetic, and signals.

A decimal number is immutable. It has a sign, coefficient digits, and an exponent. To preserve significance, the coef-
ficient digits do not truncate trailing zeros. Decimals also include special values stdfimag , -Infinity ,
andNaN The standard also differentiatéd from +0.

The context for arithmetic is an environment specifying precision, rounding rules, limits on exponents, flags indicating
the results of operations, and trap enablers which determine whether signals are treated as exceptions. Rounding
options includeROUND_CEILINGROUND_DOWROUND_FLOQROUND_HALF_DOWRDUND_HALF_EVEN
ROUND_HALF_UROUND_URNdROUND_05UP

Signals are groups of exceptional conditions arising during the course of computation. Depending on the needs
of the application, signals may be ignored, considered as informational, or treated as exceptions. The signals in the
decimal module areClamped , InvalidOperation , DivisionByZero  , Inexact , Rounded, Subnormal ,

Overflow , andUnderflow

For each signal there is a flag and a trap enabler. When a signal is encountered, its flag is set to one, then, if the trap
enabler is set to one, an exception is raised. Flags are sticky, so the user needs to reset them before monitoring a
calculation.

See Also:
» IBM’s General Decimal Arithmetic Specificatioimhe General Decimal Arithmetic Specification
* |EEE standard 854-198Unofficial IEEE 854 Text

10.4.1 Quick-start Tutorial

The usual start to using decimals is importing the module, viewing the current contexjetdttntext() and, if
necessary, setting new values for precision, rounding, or enabled traps:

>>> from decimal import *

>>> getcontext()

Context(prec=28, rounding=ROUND_HALF_EVEN, Emin=-999999999, Emax=999999999,
capitals=1, flags=[], traps=[Overflow, DivisionByZero,
InvalidOperation])

>>> getcontext() .prec =7 # Set a new precision

Decimal instances can be constructed from integers, strings, or tuples. To create a Decimalflfram a first

convert it to a string. This serves as an explicit reminder of the details of the conversion (including representation
error). Decimal numbers include special values sucNaswhich stands for “Not a number”, positive and negative
Infinity ,and-0 .

>>> getcontext() . prec = 28

>>> Decimal( 10)

Decimal('10’)

>>> Decimal( ' 3.14 ")
Decimal(’3.14")

>>> Decimal(( 0, ( 3, 1, 4), -2))
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Decimal(’3.14")

>>> Decimal( str (2.0 ** 0.5))
Decimal(’1.41421356237’)

>>> Decimal( 2) ** Decimal( 0.5 ")
Decimal('1.414213562373095048801688724)
>>> Decimal( ' NaN )

Decimal(’'NaN’)

>>> Decimal( ' -Infinity ")
Decimal(’-Infinity’)

The significance of a new Decimal is determined solely by the number of digits input. Context precision and rounding
only come into play during arithmetic operations.

>>> getcontext() .prec =6
>>> Decimal( '3.0")
Decimal(’3.0%)

>>> Decimal( ' 3.1415926535 ')

Decimal(’3.1415926535’)

>>> Decimal( ' 3.1415926535 ') + Decimal( ' 2.7182818285 ')
Decimal(’5.85987")

>>> getcontext() .rounding = ROUND_UP

>>> Decimal( ' 3.1415926535 ') + Decimal( ' 2.7182818285 ')
Decimal(’5.85988")

Decimals interact well with much of the rest of Python. Here is a small decimal floating point flying circus:

>>> data = map(Decimal, '1.34 1.87 3.45 2.35 1.00 0.03 9.25 " split()
>>> max(data)

Decimal(’9.25)

>>> min (data)

Decimal(’0.03")

>>> sorted(data)

[Decimal(’0.03"), Decimal(’1.00"), Decimal(’1.34"), Decimal('1.87"),
Decimal(’2.35’), Decimal(’3.45’), Decimal(’9.25"]

>>> sum(data)

Decimal(’19.29")

>>> agb,c = data]: 3]

>>> str (a)

'1.34

>>> float (a)

1.3400000000000001

>>> round (a, 1) # round() first converts to binary floating point
1.3

>>> int (a)

1

>>> g * 5

Decimal(’6.70")

>>> a * b

Decimal(’2.5058")

>>> ¢ % a

Decimal(’0.777)

And some mathematical functions are also available to Decimal:

>>> getcontext() .prec = 28
>>> Decimal( 2). sgrt()
Decimal('1.414213562373095048801688724)
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>>> Decimal( 1) . exp()
Decimal(’2.718281828459045235360287471")
>>> Decimal( ' 10"). In()
Decimal(’2.302585092994045684017991455")
>>> Decimal( ' 10"). logl0()

Decimal('1’)

Thequantize() method rounds a number to a fixed exponent. This method is useful for monetary applications that
often round results to a fixed number of places:

>>> Decimal( ' 7.325 ') . quantize(Decimal( *.01 "), rounding =ROUND_DOWN)

Decimal('7.32")

>>> Decimal( ' 7.325 ') . quantize(Decimal( "1.7), rounding =ROUND_UP)

Decimal(’8’)

As shown above, thgetcontext() function accesses the current context and allows the settings to be changed.

This approach meets the needs of most applications.

For more advanced work, it may be useful to create alternate contexts using the Context() constructor. To make an
alternate active, use tleetcontext() function.

In accordance with the standard, thecimal module provides two ready to use standard cont®dsjcContext
andExtendedContext . The former is especially useful for debugging because many of the traps are enabled:

>>> myothercontext = Context(prec =60, rounding =ROUND_HALF_DOWN)
>>> setcontext(myothercontext)

>>> Decimal( 1) / Decimal( 7)
Decimal(’0.142857142857142857142857142857142857142857142857142857142857’)

>>> ExtendedContext

Context(prec=9, rounding=ROUND_HALF_EVEN, Emin=-999999999, Emax=999999999,
capitals=1, flags=[], traps=[])

>>> getcontext(ExtendedContext)

>>> Decimal( 1) / Decimal( 7)

Decimal(’0.142857143")

>>> Decimal( 42) / Decimal( 0)

Decimal(’Infinity”)

>>> setcontext(BasicContext)
>>> Decimal( 42) / Decimal( 0)
Traceback (most recent call last):
File ‘"<pyshell#143>" | line 1, in -toplevel-
Decimal( 42) / Decimal( 0)
DivisionByZero : x / 0

Contexts also have signal flags for monitoring exceptional conditions encountered during computations. The flags
remain set until explicitly cleared, so it is best to clear the flags before each set of monitored computations by using
theclear_flags() method.

>>> getcontext(ExtendedContext)

>>> getcontext() . clear_flags()

>>> Decimal( 355) / Decimal( 113)

Decimal(’3.14159292)

>>> getcontext()

Context(prec=9, rounding=ROUND_HALF _EVEN, Emin=-999999999, Emax=999999999,
capitals=1, flags=[Rounded, Inexact], traps=[])
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The flagsentry shows that the rational approximationRb was rounded (digits beyond the context precision were
thrown away) and that the result is inexact (some of the discarded digits were non-zero).

Individual traps are set using the dictionary in theps field of a context:

>>> setcontext(ExtendedContext)

>>> Decimal( 1) / Decimal( 0)

Decimal(’Infinity”)

>>> getcontext() . traps[DivisionByZero] =1

>>> Decimal( 1) / Decimal( 0)

Traceback (most recent call last):

File "<pyshell#112>" , line 1, in -toplevel-

Decimal( 1) / Decimal( 0)

DivisionByZero : x / 0O

Most programs adjust the current context only once, at the beginning of the program. And, in many applications,
data is converted tbecimal with a single cast inside a loop. With context set and decimals created, the bulk of the
program manipulates the data no differently than with other Python numeric types.

10.4.2 Decimal objects

classDecimal ( [value, [context])
Construct a nevidecimal object based frommalue

valuecan be an integer, string, tuple, or anotbecimal object. If novalueis given, return®ecimal(’0")
If valueis a string, it should conform to the decimal numeric string syntax after leading and trailing whitespace
characters are removed:

sign =

digit =0 Y| 23|45 e T |8y
indicator = e | F

digits = digit [digit]...

decimal-part = digits . [digits] | [.] digits

exponent-part := indicator [sign] digits

infinity = Infinity’ | 'Inf

nan = ’NaN’ [digits] | 'sNaN’" [digits]

numeric-value ::= decimal-part [exponent-part] | infinity
numeric-string ::= [sign] numeric-value | [sign] nan

If valueis a unicode string then other Unicode decimal digits are also permitted wiggtre appears above.
These include decimal digits from various other alphabets (for example, Arabic-Indic andagavatigits)
along with the fullwidth digitas'\uff10’ throughu\uff19’

If valueis a tuple , it should have three components, a sigh for positive or 1 for negative), a

tuple of digits, and an integer exponent. For examecimal((0, (1, 4, 1, 4), -3)) returns
Decimal(’1.414")

Thecontextprecision does not affect how many digits are stored. That is determined exclusively by the number
of digits invalue For examplePecimal(’3.00000") records all five zeros even if the context precision is
only three.

The purpose of theontextargument is determining what to dovélueis a malformed string. If the context
trapsinvalidOperation , an exception is raised; otherwise, the constructor returns a new Decimal with the
value ofNaN

Once constructed)ecimal objects are immutable. Changed in version 2.6: leading and trailing whitespace
characters are permitted when creating a Decimal instance from a string. Decimal floating point objects share
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many properties with the other built-in numeric types sucticeg  andint . All of the usual math operations
and special methods apply. Likewise, decimal objects can be copied, pickled, printed, used as dictionary keys,
used as set elements, compared, sorted, and coerced to another type {sath asrlong ).

In addition to the standard numeric properties, decimal floating point objects also have a number of specialized

methods:

adjusted ()
Return the adjusted exponent after shifting out the coefficient’s rightmost digits until only the lead digit
remains: Decimal(’321e+5’).adjusted() returns seven. Used for determining the position of

the most significant digit with respect to the decimal point.

as_tuple ()
Return a named tuple representation of the number: DecimalTuple(sign, digits,
exponent) . Changed in version 2.6: Use a named tuple.

canonical ()
Return the canonical encoding of the argument. Currently, the encodingafienal instance is always
canonical, so this operation returns its argument unchanged. New in version 2.6.

compare ( other, [context)
Compare the values of two Decimal instances. This operation behaves in the same way as the usual
comparison method _cmp__ () , except thattompare() returns a Decimal instance rather than an
integer, and if either operand is a NaN then the result is a NaN:

a or b is a NaN ==> Decimal('NaN’)
a<b ==> Decimal(’-1’)
a == ==> Decimal('0’)
a>hb ==> Decimal(’l’)

compare_signal  ( other, [context]
This operation is identical to theompare() method, except that all NaNs signal. That is, if neither
operand is a signaling NaN then any quiet NaN operand is treated as though it were a signaling NaN. New
in version 2.6.

compare_total  ( other)
Compare two operands using their abstract representation rather than their numerical value. Similar to
thecompare() method, but the result gives a total ordering@acimal instances. Twdecimal
instances with the same numeric value but different representations compare unequal in this ordering:

>>> Decimal( ' 12.0 ' ). compare_total(Decimal( "127)
Decimal(’-1")

Quiet and signaling NaNs are also included in the total ordering. The result of this function is
Decimal(’0’) if both operands have the same representafi@timal(’-1") if the first operand

is lower in the total order than the second, @&wetimal(’1’) if the first operand is higher in the total
order than the second operand. See the specification for details of the total order. New in version 2.6.

compare_total mag ( other)
Compare two operands using their abstract representation rather than their value as in
compare_total() , but ignoring the sign of each operandx.compare_total_mag(y) is
equivalent tax.copy_abs().compare_total(y.copy_abs()) . New in version 2.6.

conjugate ()
Just returns self, this method is only to comply with the Decimal Specification. New in version 2.6.
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copy_abs ()
Return the absolute value of the argument. This operation is unaffected by the context and is quiet: no
flags are changed and no rounding is performed. New in version 2.6.

copy_negate ()
Return the negation of the argument. This operation is unaffected by the context and is quiet: no flags are
changed and no rounding is performed. New in version 2.6.

copy_sign ( othen
Return a copy of the first operand with the sign set to be the same as the sign of the second operand. For
example:

>>> Decimal( ' 2.3 ). copy_sign(Decimal( "-1.5 "))
Decimal(’-2.3")

This operation is unaffected by the context and is quiet: no flags are changed and no rounding is performed.
New in version 2.6.

exp ( [context)
Return the value of the (natural) exponential functégrix at the given number. The result is correctly
rounded using thROUND_HALF_EVEMunding mode.

>>> Decimal( 1) . exp()
Decimal(’2.718281828459045235360287471")

>>> Decimal( 321) . exp()
Decimal('2.561702493119680037517373933E+139’)

New in version 2.6.
fma ( other, third, [context]

Fused multiply-add. Return self*other+third with no rounding of the intermediate product self*other.

>>> Decimal( 2).fma( 3, 5)
Decimal(’11)

New in version 2.6.

is_canonical ()
ReturnTrue if the argumentis canonical afidilse otherwise. Currently, Becimal instance is always
canonical, so this operation always retuiimse . New in version 2.6.

is_finite 0

ReturnTrue if the argument is a finite number, aRdlse if the argument is an infinity or a NaN. New
in version 2.6.

is_infinite 0
ReturnTrue if the argument is either positive or negative infinity dralse otherwise. New in version
2.6.

is_nan ()

ReturnTrue if the argument is a (quiet or signaling) NaN arelse otherwise. New in version 2.6.

is_normal ()
ReturnTrue if the argument is aormalfinite non-zero number with an adjusted exponent greater than or
equal toEmin ReturnFalse if the argumentis zero, subnormal, infinite or a NaN. Note, the tesrmal
is used here in a different sense with ttiemalize() method which is used to create canonical values.
New in version 2.6.
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is_gnan ()
ReturnTrue if the argument is a quiet NaN, amdhise otherwise. New in version 2.6.

is_signed ()
ReturnTrue if the argument has a negative sign dmmse otherwise. Note that zeros and NaNs can
both carry signs. New in version 2.6.

is_snan ()
ReturnTrue if the argument is a signaling NaN aR@lse otherwise. New in version 2.6.

is_subnormal ()
ReturnTrue if the argument is subnormal, ariehlse otherwise. A number is subnormal is if it is
nonzero, finite, and has an adjusted exponent lessEh@n New in version 2.6.

is_zero ()
ReturnTrue if the argument is a (positive or negative) zero &@dse otherwise. New in version 2.6.

In ( [context)
Return the natural (base e) logarithm of the operand. The result is correctly rounded using the
ROUND_HALF_EVENunding mode. New in version 2.6.

log10 ( [context])
Return the base ten logarithm of the operand.  The result is correctly rounded using the
ROUND_HALF_EVEMunding mode. New in version 2.6.

logb ([context)
For a nonzero number, return the adjusted exponent of its operaridessraal instance. If the operand
is a zero theecimal(-Infinity’) is returned and thBivisionByZero flag is raised. If the
operand is an infinity theBecimal(’Infinity’) is returned. New in version 2.6.

logical_and  ( other, [context]
logical_and() is a logical operation which takes twogical operandgseelLogical operands The
result is the digit-wiseand of the two operands. New in version 2.6.

logical_invert ([context])
logical_invert() is a logical operation. The result is the digit-wise inversion of the operand. New
in version 2.6.

logical_or  ( other, [context]
logical_or() is a logical operation which takes twogical operandqseelogical operands The
result is the digit-wiser of the two operands. New in version 2.6.

logical_xor ( other, [context]
logical_xor() is a logical operation which takes twogical operandgseelLogical operands The
result is the digit-wise exclusive or of the two operands. New in version 2.6.

max( other, [context]
Like max(self, other) except that the context rounding rule is applied before returning antl#it
values are either signaled or ignored (depending on the context and whether they are signaling or quiet).

max_mag other, [context]
Similar to themax() method, but the comparison is done using the absolute values of the operands. New
in version 2.6.

min ( other, [context]
Like min(self, other) except that the context rounding rule is applied before returning antl gt
values are either signaled or ignored (depending on the context and whether they are signaling or quiet).

min_mag ( other, [context]
Similar to themin() method, but the comparison is done using the absolute values of the operands. New
in version 2.6.
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next_minus ( [context)
Return the largest number representable in the given context (or in the current thread’s context if no context
is given) that is smaller than the given operand. New in version 2.6.

next_plus ([context])
Return the smallest number representable in the given context (or in the current thread’s context if no
context is given) that is larger than the given operand. New in version 2.6.

next_toward ( other, [context]
If the two operands are unequal, return the number closest to the first operand in the direction of the second
operand. If both operands are numerically equal, return a copy of the first operand with the sign set to be
the same as the sign of the second operand. New in version 2.6.

normalize ([context])
Normalize the number by stripping the rightmost trailing zeros and converting any result equal to
Decimal(’0") to Decimal(’0e0’) . Used for producing canonical values for members of an equiv-
alence class. For exampleecimal(’32.100") andDecimal(’0.321000e+2) both normalize
to the equivalent valuBecimal('32.1")

number_class ( [context])
Return a string describing tretassof the operand. The returned value is one of the following ten strings.

"-Infinity" , indicating that the operand is negative infinity.
*"-Normal" , indicating that the operand is a negative normal number.
*"-Subnormal" , indicating that the operand is negative and subnormal.
*"-Zero" , indicating that the operand is a negative zero.

*"+Zero" , indicating that the operand is a positive zero.
*"+Subnormal” , indicating that the operand is positive and subnormal.
*"+Normal" , indicating that the operand is a positive normal number.
*"+Infinity" , indicating that the operand is positive infinity.
*"NaN" , indicating that the operand is a quiet NaN (Not a Number).
*"sNaN" , indicating that the operand is a signaling NaN.
New in version 2.6.
quantize ( exp, [rounding, [context, [watchexp]]]

Return a value equal to the first operand after rounding and having the exponent of the second operand.

>>> Decimal( ' 1.41421356 ') . quantize(Decimal( *1.000 "))
Decimal(’1.414")

Unlike other operations, if the length of the coefficient after the quantize operation would be greater than
precision, then aimvalidOperation is signaled. This guarantees that, unless there is an error condi-
tion, the quantized exponent is always equal to that of the right-hand operand.

Also unlike other operations, quantize never signals Underflow, even if the result is subnormal and inexact.

If the exponent of the second operand is larger than that of the first then rounding may be necessary. In this
case, the rounding mode is determined byrthending argument if given, else by the giveontext
argument; if neither argument is given the rounding mode of the current thread’s context is used.

If watchexgs set (default), then an error is returned whenever the resulting exponent is greatemiman
or less tharktiny
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radix ()
ReturnDecimal(10) , the radix (base) in which theecimal class does all its arithmetic. Included for
compatibility with the specification. New in version 2.6.

remainder_near ( other, [context]
Compute the modulo as either a positive or negative value depending on which is closest to zero. For
instance,Decimal(10).remainder_near(6) returnsDecimal(’-2") which is closer to zero
thanDecimal(’'4’)

If both are equally close, the one chosen will have the same sigelfas

rotate ( other, [context]
Return the result of rotating the digits of the first operand by an amount specified by the second operand.
The second operand must be an integer in the range -precision through precision. The absolute value of
the second operand gives the number of places to rotate. If the second operand is positive then rotation is
to the left; otherwise rotation is to the right. The coefficient of the first operand is padded on the left with
zeros to length precision if necessary. The sign and exponent of the first operand are unchanged. New in
version 2.6.

same_quantum ( other, [context)
Test whether self and other have the same exponent or whether bdtaldre

scaleb ( other, [context]
Return the first operand with exponent adjusted by the second. Equivalently, return the first operand
multiplied by 10**other . The second operand must be an integer. New in version 2.6.

shift  ( other, [context]
Return the result of shifting the digits of the first operand by an amount specified by the second operand.
The second operand must be an integer in the range -precision through precision. The absolute value of
the second operand gives the number of places to shift. If the second operand is positive then the shift is
to the left; otherwise the shift is to the right. Digits shifted into the coefficient are zeros. The sign and
exponent of the first operand are unchanged. New in version 2.6.

sqrt ( [context])
Return the square root of the argument to full precision.

to_eng_string  ( [context)
Convert to an engineering-type string.

Engineering notation has an exponent which is a multiple of 3, so there are up to 3 digits left of the decimal
place. For example, convelBecimal(123E+1’) to Decimal('1.23E+3’)

to_integral ([rounding, [context])
Identical to theto_integral_value() method. Theo_integral name has been kept for com-
patibility with older versions.

to_integral_exact ( [rounding, [context]]
Round to the nearest integer, signalingxact or Rounded as appropriate if rounding occurs. The
rounding mode is determined by theunding parameter if given, else by the giveontext . If
neither parameter is given then the rounding mode of the current context is used. New in version 2.6.

to_integral_value ([rounding, [context])
Round to the nearest integer without signalingxact or Rounded . If given, appliesounding other-
wise, uses the rounding method in either the suppimatextor the current context. Changed in version
2.6: renamed fronto_integral toto_integral_value . The old name remains valid for compat-
ibility.
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Logical operands

The logical_and() , logical_invert() , logical_or() , andlogical_xor() methods expect their
arguments to biogical operandsA logical operandis aDecimal instance whose exponent and sign are both zero,
and whose digits are all eith8ror 1.

10.4.3 Context objects

Contexts are environments for arithmetic operations. They govern precision, set rules for rounding, determine which
signals are treated as exceptions, and limit the range for exponents.

Each thread has its own current context which is accessed or changed usingettiuatext() and
setcontext() functions:

getcontext ()
Return the current context for the active thread.

setcontext  (¢)
Set the current context for the active thread.to

Beginning with Python 2.5, you can also useWith statement and tHecalcontext() function to temporarily
change the active context.

localcontext ([c])
Return a context manager that will set the current context for the active thread to a copy @try to the
with-statement and restore the previous context when exiting the with-statement. If no context is specified, a
copy of the current context is used. New in version 2.5. For example, the following code sets the current decimal
precision to 42 places, performs a calculation, and then automatically restores the previous context:

from decimal import localcontext

with  localcontext() as ctx:
ctx . prec = 42 # Perform a high precision calculation
s = calculate_something()

s = +s # Round the final result back to the default precision

New contexts can also be created usingGleitext constructor described below. In addition, the module provides
three pre-made contexts:

classBasicContext ()
This is a standard context defined by the General Decimal Arithmetic Specification. Precision is set to nine.
Rounding is set tROUND_HALF_URII flags are cleared. All traps are enabled (treated as exceptions) except
Inexact , Rounded, andSubnormal .

Because many of the traps are enabled, this context is useful for debugging.

classExtendedContext ()
This is a standard context defined by the General Decimal Arithmetic Specification. Precision is set to nine.
Rounding is set tROUND_HALF_EVEMII flags are cleared. No traps are enabled (so that exceptions are not
raised during computations).

Because the traps are disabled, this context is useful for applications that prefer to have result Male of
or Infinity instead of raising exceptions. This allows an application to complete a run in the presence of
conditions that would otherwise halt the program.

classDefaultContext 0
This context is used by théontext constructor as a prototype for new contexts. Changing a field (such a
precision) has the effect of changing the default for new contexts creating jotitext constructor.
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This context is most useful in multi-threaded environments. Changing one of the fields before threads are started
has the effect of setting system-wide defaults. Changing the fields after threads have started is not recommended
as it would require thread synchronization to prevent race conditions.

In single threaded environments, it is preferable to not use this context at all. Instead, simply create contexts
explicitly as described below.

The default values are precision=28, rounding=ROUND_HALF_EVEN, and enabled traps for Overflow, Invali-
dOperation, and DivisionByZero.

In addition to the three supplied contexts, new contexts can be created witlothext constructor.

classContext ( prec=None, rounding=None, traps=None, flags=None, Emin=None, Emax=None, capijals=1
Creates a new context. If a field is not specified orNisne, the default values are copied from the
DefaultContext . If the flagsfield is not specified or islone, all flags are cleared.

Theprecfield is a positive integer that sets the precision for arithmetic operations in the context.
Theroundingoption is one of:

*ROUND_CEILING(towardsInfinity ),

*ROUND_DOWtdwards zero),

*ROUND_FLOOfwards-Infinity )

*ROUND_HALF_DOW#N nearest with ties going towards zero),

*ROUND_HALF_EVE(Db nearest with ties going to nearest even integer),

*ROUND_HALF_URo nearest with ties going away from zero), or

*ROUND_UPaway from zero).

*ROUND_05UPRaway from zero if last digit after rounding towards zero would have been 0 or 5; otherwise
towards zero)

Thetrapsandflagsfields list any signals to be set. Generally, new contexts should only set traps and leave the
flags clear.

The EminandEmaxfields are integers specifying the outer limits allowable for exponents.

The capitalsfield is either0 or 1 (the default). If set td, exponents are printed with a capiilotherwise, a
lowercasee is used:Decimal('6.02e+23’) . Changed in version 2.6: THROUND_05UPounding mode

was added. Th€ontext class defines several general purpose methods as well as a large number of methods
for doing arithmetic directly in a given context. In addition, for each offleeimal methods described above

(with the exception of thedjusted() andas_tuple() methods) there is a correspondifgntext

method. For exampl&s.exp(x) is equivalent tox.exp(context=C)

clear_flags ()
Resets all of the flags 10.

copy ()
Return a duplicate of the context.

copy_decimal ( num)
Return a copy of the Decimal instance num.

create_decimal  (num)
Creates a new Decimal instance frommmbut usingself as context. Unlike th®ecimal constructor, the
context precision, rounding method, flags, and traps are applied to the conversion.

This is useful because constants are often given to a greater precision than is needed by the application.
Another benefit is that rounding immediately eliminates unintended effects from digits beyond the current
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precision. In the following example, using unrounded inputs means that adding zero to a sum can change

the result:

>>> getcontext() .prec =3

>>> Decimal( ' 3.4445 ') + Decimal( ' 1.0023 ")
Decimal(’4.45’)

>>> Decimal( ' 3.4445 ') + Decimal( 0) + Decimal( ' 1.0023 ')
Decimal('4.44")

This method implements the to-number operation of the IBM specification. If the argument is a string, no
leading or trailing whitespace is permitted.

Etiny ()
Returns a value equal min - prec + 1 which is the minimum exponent value for subnormal re-

sults. When underflow occurs, the exponent is séitioy .

Etop ()
Returns a value equal ttfmax - prec + 1 .

The usual approach to working with decimals is to crézteimal instances and then apply arithmetic opera-
tions which take place within the current context for the active thread. An alternative approach is to use context
methods for calculating within a specific context. The methods are similar to those foeth®al class and

are only briefly recounted here.

abs (x)
Returns the absolute value xf

add(x,y)
Return the sum aof andy.

canonical (X)
Returns the same Decimal object

compare (X, Y)
Comparex andy numerically.

compare_signal (x,Y)
Compares the values of the two operands numerically.

compare_total (X, Y)
Compares two operands using their abstract representation.

compare_total_ mag (X,Y)
Compares two operands using their abstract representation, ignoring sign.

copy_abs (X)
Returns a copy af with the sign set to 0.

copy_negate (X)
Returns a copy af with the sign inverted.

copy_sign (x,y)
Copies the sign from to x.
divide (x,y)
Returnx divided byy.
divide_int  (Xx,)
Returnx divided byy, truncated to an integer.

divmod (X, Y)
Divides two numbers and returns the integer part of the result.
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exp ( X)
Returnse ** x.

fma(x,y, 2
Returnsx multiplied byy, plusz

is_canonical  (x)

Returns True ik is canonical; otherwise returns False.
is_finite (X

Returns True ik is finite; otherwise returns False.
is_infinite (x)

Returns True ik is infinite; otherwise returns False.
is_nan (x)

Returns True ik is a gNaN or sNaN; otherwise returns False.
is_normal (Xx)

Returns True ik is a normal number; otherwise returns False.
is_gnan (X)

Returns True ik is a quiet NaN; otherwise returns False.
is_signed (X)

Returns True ik is negative; otherwise returns False.
is_snan (X)

Returns True ik is a signaling NaN; otherwise returns False.
is_subnormal (X)

Returns True ik is subnormal; otherwise returns False.
is_zero (X)

Returns True ik is a zero; otherwise returns False.
In (x)

Returns the natural (base e) logarithnmxof
log1l0 (X)

Returns the base 10 logarithmof
logb (X)

Returns the exponent of the magnitude of the operand’s MSD.
logical_and  (x,¥)

Applies the logical operatioand between each operand’s digits.
logical_invert (%)

Invert all the digits inx.

logical_or (Xx,y)
Applies the logical operatioar between each operand’s digits.

logical_xor  (Xx,9)
Applies the logical operatioror between each operand’s digits.

max( X, y)
Compares two values numerically and returns the maximum.

max_magd X, Y)
Compares the values numerically with their sign ignored.
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min ( X, y)
Compares two values numerically and returns the minimum.

min_mag( x, y)
Compares the values numerically with their sign ignored.

minus ( X)
Minus corresponds to the unary prefix minus operator in Python.

multiply (X, y)
Return the product of andy.

next_minus (X)
Returns the largest representable number smallenthan

next_plus (x)
Returns the smallest representable number largenthan

next_toward (X,Y)
Returns the number closesttoin direction towardy.

normalize (X)
Reducex to its simplest form.

number_class (X)
Returns an indication of the classyof

plus (x)
Plus corresponds to the unary prefix plus operator in Python. This operation applies the context precision
and rounding, so it isot an identity operation.

power (X, Y, [modulo)
Returnx to the power ofy, reduced modulonodulo if given.

With two arguments, compute™y . If x is negative thely must be integral. The result will be inexact
unlessy is integral and the result is finite and can be expressed exactly in ‘precision’ digits. The result
should always be correctly rounded, using the rounding mode of the current thread’s context.

With three arguments, compute™y) % modulo . For the three argument form, the following restric-
tions on the arguments hold:

«all three arguments must be integral

*y must be nonnegative

«at least one ok ory must be nonzero

*modulo must be nonzero and have at most ‘precision’ digits

The result ofContext.power(x, y, modulo) is identical to the result that would be obtained by
computing(x**y) % modulo with unbounded precision, but is computed more efficiently. Itis always
exact. Changed in version 2.6:may now be nonintegral ir**y . Stricter requirements for the three-
argument version.

guantize (Xx,y)
Returns a value equal to(rounded), having the exponentyf

radix ()
Just returns 10, as this is Decimal, :)

remainder (X,Y)
Returns the remainder from integer division.

The sign of the result, if non-zero, is the same as that of the original dividend.
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remainder_near (X,Y)
Returnsx - y * n , wheren is the integer nearest the exact valuexof y (if the result is O then its
sign will be the sign ok).

rotate (X,Y)
Returns a rotated copy a&fy times.

same_quantum (X, Y)
Returns True if the two operands have the same exponent.

scaleb (x,y)
Returns the first operand after adding the second value its exp.

shift  (x,y)
Returns a shifted copy of y times.

sqrt (X)
Square root of a hon-negative number to context precision.

subtract  (x,Y)
Return the difference betwearandy.

to_eng_string  (X)
Converts a number to a string, using scientific notation.

to_integral_exact (X
Rounds to an integer.

to_sci_string (X
Converts a number to a string using scientific notation.

10.4.4 Signals

Signals represent conditions that arise during computation. Each corresponds to one context flag and one context trap
enabler.

The context flag is set whenever the condition is encountered. After the computation, flags may be checked for
informational purposes (for instance, to determine whether a computation was exact). After checking the flags, be
sure to clear all flags before starting the next computation.

If the context’s trap enabler is set for the signal, then the condition causes a Python exception to be raised. For example,
if the DivisionByZero trap is set, then BivisionByZero exception is raised upon encountering the condition.

classClamped ()
Altered an exponent to fit representation constraints.

Typically, clamping occurs when an exponent falls outside the contértie andEmaxlimits. If possible, the
exponent is reduced to fit by adding zeros to the coefficient.

classDecimalException ()
Base class for other signals and a subclassrofimeticError

classDivisionByZero ()
Signals the division of a non-infinite number by zero.

Can occur with division, modulo division, or when raising a number to a negative power. If this signal is not
trapped, returninfinity or -Infinity with the sign determined by the inputs to the calculation.

classlnexact ()
Indicates that rounding occurred and the result is not exact.
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Signals when non-zero digits were discarded during rounding. The rounded result is returned. The signal flag
or trap is used to detect when results are inexact.

classinvalidOperation 0
An invalid operation was performed.

Indicates that an operation was requested that does not make sense. If not trappedjadtuPossible causes

include:

Infinity - Infinity

0 * Infinity

Infinity /' Infinity

X %0

Infinity % X

X. _rescale( non -integer )
sgrt( -x) and x > 0
0** 0

X ** (non - integer)
X ** Infinity

classOverflow ()
Numerical overflow.

Indicates the exponent is larger thBmax after rounding has occurred. If not trapped, the result depends on
the rounding mode, either pulling inward to the largest representable finite number or rounding outward to
Infinity . In either caselnexact andRounded are also signaled.

classRounded ()
Rounding occurred though possibly no information was lost.

Signaled whenever rounding discards digits; even if those digits are zero (such as rauf@ing 5.0 ). If
not trapped, returns the result unchanged. This signal is used to detect loss of significant digits.

classSubnormal ()
Exponent was lower thalBmin prior to rounding.

Occurs when an operation result is subnormal (the exponent is too small). If not trapped, returns the result
unchanged.

classUnderflow ()
Numerical underflow with result rounded to zero.

Occurs when a subnormal result is pushed to zero by rountdirgact andSubnormal are also signaled.
The following table summarizes the hierarchy of signals:

exceptions.ArithmeticError(exceptions.StandardError)
DecimalException
Clamped
DivisionByZero(DecimalException, exceptions.ZeroDivisionError)
Inexact
Overflow(Inexact, Rounded)
Underflow(Inexact, Rounded, Subnormal)
InvalidOperation
Rounded
Subnormal
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10.4.5 Floating Point Notes

Mitigating round-off error with increased precision

The use of decimal floating point eliminates decimal representation error (making it possible to repesexdctly);
however, some operations can still incur round-off error when non-zero digits exceed the fixed precision.

The effects of round-off error can be amplified by the addition or subtraction of nearly offsetting quantities resulting in
loss of significance. Knuth provides two instructive examples where rounded floating point arithmetic with insufficient
precision causes the breakdown of the associative and distributive properties of addition:

# Examples from Seminumerical Algorithms, Section 4.2.2.
>>> from decimal import Decimal, getcontext
>>> getcontext().prec = 8

>>> u, v, w = Decimal(11111113), Decimal(-11111111), Decimal(’7.51111111")
>>> (U + V) +w

Decimal(’9.5111111")

>>> U+ (Vv + w)

Decimal('10")

>>> u, v, w = Decimal(20000), Decimal(-6), Decimal(’6.0000003")
>>> (urv) + (u*w)

Decimal(’0.01")

>>> U * (vHw)

Decimal(’0.0060000")

Thedecimal module makes it possible to restore the identities by expanding the precision sufficiently to avoid loss
of significance:

>>> getcontext() .prec = 20

>>> u, v, w = Decimal( 11111113 ), Decimal( -11111111), Decimal( ' 7.51111111 ")
>>> (U + V) + W

Decimal(’9.51111111)

>>> u + (Vv o+ w)

Decimal(’9.51111111")

>>>

>>> u, v, w = Decimal( 20000), Decimal( -6), Decimal( ' 6.0000003 ")
>>> (U*v) + (Uu*w)

Decimal(’0.0060000")

>>> u * (v +w)

Decimal(’0.0060000’)

Special values

The number system for thdecimal module provides special values includiddaN, sNaN, -Infinity ,
Infinity , and two zerost+0 and-0 .

Infinities can be constructed directly witiecimal(’Infinity’) . Also, they can arise from dividing by zero
when theDivisionByZero signal is not trapped. Likewise, when tbeerflow signal is not trapped, infinity can
result from rounding beyond the limits of the largest representable number.

The infinities are signed (affine) and can be used in arithmetic operations where they get treated as very large, indeter-
minate numbers. For instance, adding a constant to infinity gives another infinite result.

Some operations are indeterminate and relNaN| or if the InvalidOperation signal is trapped, raise an excep-
tion. For exampleQ/0 returnsNaNwhich means “not a number”. This variety N&Nis quiet and, once created, will
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flow through other computations always resulting in anott&X This behavior can be useful for a series of compu-
tations that occasionally have missing inputs — it allows the calculation to proceed while flagging specific results as
invalid.

A variant issNaN which signals rather than remaining quiet after every operation. This is a useful return value when
an invalid result needs to interrupt a calculation for special handling.

The behavior of Python's comparison operators can be a little surprising whétaNais involved. A test

for equality where one of the operands is a quiet or signahiaN always returns-alse (even when doing
Decimal(’'NaN’)==Decimal('NaN") ), while a test for inequality always returiisue . An attempt to compare
two Decimals using any of the, <=, > or >= operators will raise thénvalidOperation signal if either operand

is aNaN and returnFalse if this signal is not trapped. Note that the General Decimal Arithmetic specification
does not specify the behavior of direct comparisons; these rules for comparisons invoNaigveere taken from

the IEEE 854 standard (see Table 3 in section 5.7). To ensure strict standards-compliancecaspéne() and
compare-signal() methods instead.

The signed zeros can result from calculations that underflow. They keep the sign that would have resulted if the
calculation had been carried out to greater precision. Since their magnitude is zero, both positive and negative zeros
are treated as equal and their sign is informational.

In addition to the two signed zeros which are distinct yet equal, there are various representations of zero with differing
precisions yet equivalent in value. This takes a bit of getting used to. For an eye accustomed to normalized floating
point representations, it is not immediately obvious that the following calculation returns a value equal to zero:

>>> 1 / Decimal( ' Infinity ")
Decimal(’'0E-1000000026")

10.4.6 Working with threads

Thegetcontext() function accesses a differe@ibntext object for each thread. Having separate thread contexts
means that threads may make changes (suget@sntext.prec=10 ) without interfering with other threads.

Likewise, thesetcontext() function automatically assigns its target to the current thread.

If setcontext() has not been called befogetcontext() , thengetcontext() will automatically create a
new context for use in the current thread.

The new context is copied from a prototype context cabedaultContextTo control the defaults so that each thread
will use the same values throughout the application, directly modifyDsfaultContexbbject. This should be done
beforeany threads are started so that there won't be a race condition between threadgyeadlimgext() . For
example:

# Set applicationwide defaults for all threads about to be launched
DefaultContext.prec = 12

DefaultContext.rounding = ROUND_DOWN

DefaultContext.traps = ExtendedContext.traps.copy()
DefaultContext.traps[InvalidOperation] = 1

setcontext(DefaultContext)

# Afterwards, the threads can be started
tl.start()
t2.start()
t3.start()
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10.4.7 Recipes

Here are a few recipes that serve as utility functions and that demonstrate ways to work Witictimel  class:

def moneyfmt (value, places =2, curr ="', sep=",",dp=".",
pos="", neg = -, trailneg =)
Convert Decimal to a money formatted string.

places: required number of places after the decimal point

curr: optional currency symbol before the sign (may be blank)
sep: optional grouping separator (comma, period, space, or blank)
dp: decimal point indicator (comma or period)

only specify as blank when places is zero
pos: optional sign for positive numbers: '+, space or blank
neg: optional sign for negative numbers: '-', (', space or blank
trailneg:optional trailing minus indicator: -, ’)’, space or blank

>>> d = Decimal(’-1234567.8901")
>>> moneyfmt(d, curr="$’)
'-$1,234,567.89’

>>> moneyfmt(d, places=0, sep='".
'1.234.568-

>>> moneyfmt(d, curr="$’, neg='(’, trailneg=")")
'($1,234,567.89)’

>>> moneyfmt(Decimal(123456789), sep=" ")

'123 456 789.00°

>>> moneyfmt(Decimal(’-0.02’), neg='<’, trailneg=">")

, dp=", neg=", trailneg="-)

'<0.02>’
q = Decimal( 10) ** -places # 2 places --> '0.01’
sign, digits, exp = value . quantize(q) . as_tuple()
result = ]
digits = map(str , digits)
build, next = result . append, digits . pop
if  sign:

build(trailneg)
for i in range (places):

build(next() if digits else '0")
build(dp)
if not digits:

build( " 0")
i =0
while  digits:

build(next())

i +=1

if i == 3 and digits:

i =0
build(sep)
build(curr)
build(neg if sign else pos)
return '’ . join(reversed(result))
def pi ():
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""Compute Pi to the current precision.

>>> print pi()
3.141592653589793238462643383

getcontext() .prec += 2 # extra digits for intermediate steps
three = Decimal( 3) # substitute "three=3.0" for regular floats
lasts, t, s, n, na, d, da = 0, three, 3, 1, 0, 0, 24
while s != lasts:

lasts = s

n, na = n+na, na +8

d, da = d+da, da +32

t =@ *n / d

s +=t
getcontext() .prec -= 2
return  +s # unary plus applies the new precision

def exp (x):

""Return e raised to the power of x. Result type matches input type.

>>> print exp(Decimal(1))
2.718281828459045235360287471
>>> print exp(Decimal(2))
7.389056098930650227230427461
>>> print exp(2.0)
7.38905609893

>>> print exp(2+0j)
(7.38905609893+0j)

getcontext() .prec += 2
i, lasts, s, fact, num =0, 0 1, 1, 1
while s = lasts:
lasts = s
i +=1
fact *= i
num *= X
s += num / fact
getcontext() .prec -=2
return  +s

def cos (x):
""Return the cosine of x as measured in radians.

>>> print cos(Decimal(’0.5"))
0.8775825618903727161162815826
>>> print cos(0.5)

0.87758256189

>>> print cos(0.5+0j)
(0.87758256189+0j)

getcontext() .prec += 2
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i, lasts, s, fact, num, sign =0, 0 1, 1, 1, 1
while s != lasts:

lasts = s

i += 2

fact *=1 * (i -1)

num *= x * X

sign *= -1
s += num / fact * sign
getcontext() .prec -= 2
return  +s
def sin (x):

""Return the sine of x as measured in radians.

>>> print sin(Decimal(’0.5"))
0.4794255386042030002732879352
>>> print sin(0.5)

0.479425538604

>>> print sin(0.5+0j)
(0.479425538604+0j)

nnn

getcontext() .prec += 2
i, lasts, s, fact, num, sign =1, 0, x, 1,x, 1
while s = lasts:

lasts = s

i += 2

fact *=1i * (i -1)

num *= x * x

sign *= -1

s += num / fact * sign
getcontext() .prec -= 2
return  +s

10.4.8 Decimal FAQ

Q. It is cumbersome to typgecimal.Decimal(’1234.5") . Is there a way to minimize typing when using the
interactive interpreter?

A. Some users abbreviate the constructor to just a single letter:

>>> D = decimal . Decimal
>>> D(’1.237) + D(’3.45")
Decimal(’4.68")

Q. In a fixed-point application with two decimal places, some inputs have many places and need to be rounded. Others
are not supposed to have excess digits and need to be validated. What methods should be used?

A. Thequantize()  method rounds to a fixed number of decimal places. Ilftleeact trap is set, itis also useful
for validation:

>>> TWOPLACES- Decimal( 10) ** -2 # same as Decimal(’0.01’)

>>> # Round to two places
>>> Decimal( ' 3.214 ') . quantize(TWOPLACES)
Decimal(’3.21")
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>>> # Validate that a number does not exceed two places
>>> Decimal( ' 3.21 ') . quantize(TWOPLACES, context =Context(traps  =[Inexact]))
Decimal(’3.21")

>>> Decimal( ' 3.214 ') . quantize(TWOPLACES, context =Context(traps  =[Inexact]))
Traceback (most recent call last):
Inexact : None

Q. Once | have valid two place inputs, how do | maintain that invariant throughout an application?

A. Some operations like addition, subtraction, and multiplication by an integer will automatically preserve fixed point.
Others operations, like division and non-integer multiplication, will change the number of decimal places and need to
be followed-up with aquantize()  step:

>>> a = Decimal( ' 102.72 ") # Initial fixed-point values
>>> b = Decimal( ' 3.17 ")
>>> a + b # Addition preserves fixed-point

Decimal('105.89’)
>>> a - b
Decimal(’99.55’)

>>> a * 42 # So does integer multiplication
Decimal(’4314.24")

>>> (a * b).quantize(TWOPLACES) # Must quantize non-integer multiplication
Decimal(’325.62’)

>>> (b / a).quantize(TWOPLACES) # And quantize division

Decimal(’0.03")
In developing fixed-point applications, it is convenient to define functions to handtptiize() step:

>>> def mul(x, y, fp =TWOPLACES):
return (X * y) . quantize(fp)
>>> def div (x, y, fp =TWOPLACES):

return (X / y) . quantize(fp)

>>> mul(a, b) # Automatically preserve fixed-point
Decimal(’325.62)

>>> div(b, a)

Decimal(’0.03")

Q. There are many ways to express the same value. The nugtier200.000 , 2E2, and02E+4 all have the same
value at various precisions. Is there a way to transform them to a single recognizable canonical value?

A. Thenormalize() method maps all equivalent values to a single representative:

>>> values = map(Decimal, ' 200 200.000 2E2 .02E+4 ' . split()
>>> [v . normalize() for v in values]
[Decimal(2E+2"), Decimal(’2E+2’), Decimal(’2E+2’), Decimal(2E+2’)]

Q. Some decimal values always print with exponential notation. Is there a way to get a non-exponential representation?

A. For some values, exponential notation is the only way to express the number of significant places in the coeffi-
cient. For example, expressiBgOE+3 as5000 keeps the value constant but cannot show the original’s two-place
significance.

If an application does not care about tracking significance, it is easy to remove the exponent and trailing zeroes, losing
significance, but keeping the value unchanged:

>>> def remove_exponent (d):
return  d. quantize(Decimal( 1)) if d == d. to_integral() else d. normalize()
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>>> remove_exponent(Decimal( " BE+3"))
Decimal(’50007)

Q. Is there a way to convert a regular float tbecimal ?

A. Yes, all binary floating point numbers can be exactly expressed as a Decimal. An exact conversion may take more
precision than intuition would suggest, so we ttapxact to signal a need for more precision:

def float_to_decimal :
"Convert a floating point number to a Decimal with no loss of information
n, d = f.as_integer_ratio()
numerator, denominator = Decimal(n), Decimal(d)
ctx = Context(prec  =60)
result = ctx . divide(numerator, denominator)
while  ctx . flags[Inexact]:
ctx . flags[inexact] = False
Cctx . prec *= 2
result = ctx . divide(hnumerator, denominator)

return  result

>>> float_to_decimal(math . pi)
Decimal('3.141592653589793115997963468544185161590576171875")

Q. Why isn't thefloat_to_decimal() routine included in the module?

A. There is some question about whether it is advisable to mix binary and decimal floating point. Also, its use requires
some care to avoid the representation issues associated with binary floating point:

>>> float_to_decimal( 1.1)
Decimal(’1.100000000000000088817841970012523233890533447265625’)

Q. Within a complex calculation, how can | make sure that | haven't gotten a spurious result because of insufficient
precision or rounding anomalies.

A. The decimal module makes it easy to test results. A best practice is to re-run calculations using greater precision
and with various rounding modes. Widely differing results indicate insufficient precision, rounding mode issues,
ill-conditioned inputs, or a numerically unstable algorithm.

Q. I noticed that context precision is applied to the results of operations but not to the inputs. Is there anything to
watch out for when mixing values of different precisions?

A. Yes. The principle is that all values are considered to be exact and so is the arithmetic on those values. Only the
results are rounded. The advantage for inputs is that “what you type is what you get”. A disadvantage is that the results
can look odd if you forget that the inputs haven’t been rounded:

>>> getcontext() .prec =3

>>> Decimal( ' 3.104 ') + Decimal( ' 2.104 ')

Decimal(’5.21)

>>> Decimal( ' 3.104 ') + Decimal( ’0.000 ') + Decimal( ' 2.104 ")
Decimal(’5.20")

The solution is either to increase precision or to force rounding of inputs using the unary plus operation:

>>> getcontext() .prec =3
>>> +Decimal( ' 1.23456789 ') # unary plus triggers rounding
Decimal('1.23)

Alternatively, inputs can be rounded upon creation usingtbietext.create_decimal() method:

>>> Context(prec =5, rounding =ROUND_DOWNjreate decimal( ' 1.2345678 ')
Decimal(’1.2345’)
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10.5 fractions — Rational numbers

New in version 2.6. Thé&actions module provides support for rational number arithmetic.

A Fraction instance can be constructed from a pair of integers, from another rational number, or from a string.

classFraction (. numerator=0, denominator=L
classFraction (other_fractior)
classFraction ( string)

The first version requires thatumerator and denominatorare instances ofiumbers.Integral and
returns a newrraction instance with valuenumerator/denominator . If denominatoris O, it
raises aZeroDivisionError . The second version requires thather_fractionis an instance of
numbers.Rational and returns affrraction  instance with the same value. The last version of the con-
structor expects a string or unicode instance in one of two possible forms. The first form is:

[sign] numerator [/’ denominator]

where the optionadign may be either '+’ or - anchumerator anddenominator (if present) are strings
of decimal digits. The second permitted form is that of a number containing a decimal point:

[sign] integer .’ [fraction] | [sign] '." fraction

whereinteger  andfraction are strings of digits. In either form the input string may also have leading
and/or trailing whitespace. Here are some examples:

>>> from fractions import  Fraction
>>> Fraction( 16, -10)
Fraction(-8, 5)

>>> Fraction( 123)

Fraction(123, 1)

>>> Fraction()

Fraction(0, 1)

>>> Fraction( ' 3/7 ")

Fraction(3, 7)

[40794 refs]

>>> Fraction( ' -3/7 )
Fraction(-3, 7)

>>> Fraction( ' 1.414213 \t \n")
Fraction(1414213, 1000000)

>>> Fraction( ' -.125 ")
Fraction(-1, 8)

TheFraction  class inherits from the abstract base classbers.Rational , and implements all of the
methods and operations from that classaction  instances are hashable, and should be treated as immutable.
In addition,Fraction  has the following methods:

from_float  (flt)
This class method constructd=aaction  representing the exact value fitf which must be dloat
Beware thatraction.from_float(0.3) is not the same value &saction(3, 10)

from_decimal (deg
This class method constructs Faaction  representing the exact value deg which must be a
decimal.Decimal
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limit_denominator ( max_denominator=1000000
Finds and returns the closédstaction to self that has denominator at most max_denominator. This
method is useful for finding rational approximations to a given floating-point number:

>>> from fractions import  Fraction
>>> Fraction( ' 3.1415926535897932 ). limit_denominator( 1000)
Fraction(355, 113)

or for recovering a rational number that’s represented as a float:

>>> from math import pi, cos

>>> Fraction . from_float(cos(pi /' 3))
Fraction(4503599627370497, 9007199254740992)
>>> Fraction . from_float(cos(pi /'3)) . limit_denominator()

Fraction(1, 2)

gcd(a, b
Return the greatest common divisor of the integeasdb. If eithera or b is nonzero, then the absolute value of
gcd(a, b) isthe largest integer that divides batlandb. gcd(a,b) has the same sign &sf b is nonzero;
otherwise it takes the sign af gcd(0, 0) returnsO.

See Also:

Module numbers The abstract base classes making up the numeric tower.

10.6 random — Generate pseudo-random numbers

This module implements pseudo-random number generators for various distributions.

For integers, uniform selection from a range. For sequences, uniform selection of a random element, a function to
generate a random permutation of a list in-place, and a function for random sampling without replacement.

On the real line, there are functions to compute uniform, normal (Gaussian), lognormal, negative exponential, gamma,
and beta distributions. For generating distributions of angles, the von Mises distribution is available.

Almost all module functions depend on the basic functimndom() , which generates a random float uniformly in

the semi-open range [0.0, 1.0). Python uses the Mersenne Twister as the core generator. It produces 53-bit precision
floats and has a period of 2**19937-1. The underlying implementation in C is both fast and threadsafe. The Mersenne
Twister is one of the most extensively tested random number generators in existence. However, being completely
deterministic, it is not suitable for all purposes, and is completely unsuitable for cryptographic purposes.

The functions supplied by this module are actually bound methods of a hidden instanceaoftten. Random class.

You can instantiate your own instancesRdndomto get generators that don't share state. This is especially useful
for multi-threaded programs, creating a different instandRaridomfor each thread, and using thenpahead()
method to make it likely that the generated sequences seen by each thread don't overlap.

ClassRandomcan also be subclassed if you want to use a different basic generator of your own devising: in that case,
override theeandom() , seed() , getstate() , setstate() andjumpahead() methods. Optionally, a new
generator can supplygetrandbits() method — this allowsandrange()  to produce selections over an arbi-

trarily large range. New in version 2.4: thyetrandbits() method. As an example of subclassing, thedom

module provides thgVichmannHill  class that implements an alternative generator in pure Python. The class pro-
vides a backward compatible way to reproduce results from earlier versions of Python, which used the Wichmann-Hill
algorithm as the core generator. Note that this Wichmann-Hill generator can no longer be recommended: its period is
too short by contemporary standards, and the sequence generated is known to fail some stringent randomness tests. See
the references below for a recent variant that repairs these flaws. Changed in version 2.3: Substituted MersenneTwister
for Wichmann-Hill. Bookkeeping functions:
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seed ([x])
Initialize the basic random number generator. Optional arguresut be anyashableobject. Ifx is omitted or
None, current system time is used; current system time is also used to initialize the generator when the module
is first imported. If randomness sources are provided by the operating system, they are used instead of the
system time (see thes.urandom()  function for details on availability). Changed in version 2.4: formerly,
operating system resources were not used.igfnotNone or an int or longhash(x) is used instead. Kis
an int or longx is used directly.

getstate ()
Return an object capturing the current internal state of the generator. This object can be pessiséat &)
to restore the state. New in version 2.1.Changed in version 2.6: State values produced in Python 2.6 cannot be
loaded into earlier versions.

setstate  ( stat
stateshould have been obtained from a previous cafjdtstate() , andsetstate() restores the internal
state of the generator to what it was at the taéstate() was called. New in version 2.1.

jumpahead ( n)
Change the internal state to one different from and likely far away from the current stast@ non-negative
integer which is used to scramble the current state vector. This is most useful in multi-threaded programs, in
conjunction with multiple instances of tiRandom class: setstate() or seed() can be used to force
all instances into the same internal state, and fhempahead() can be used to force the instances’ states
far apart. New in version 2.1.Changed in version 2.3: Instead of jumping to a specificrstitps ahead,
jumpahead(n) jumps to another state likely to be separated by many steps.

getrandbits (k)
Returns a pythotong int with k random bits. This method is supplied with the MersenneTwister generator and
some other generators may also provide it as an optional part of the API. When avajbdedbits()
enablesandrange()  to handle arbitrarily large ranges. New in version 2.4.

Functions for integers:

randrange ([start], stop, [step)
Return a randomly selected element fromnge(start, stop, step) . This is equivalent to
choice(range(start, stop, step)) , but doesn't actually build a range object. New in version 1.5.2.

randint (a, b)
Return a random integdt such thah <= N <= b.

Functions for sequences:

choice (seq
Return a random element from the non-empty sequeeqdf seqis empty, raisesndexError

shuffle (' x, [random)
Shuffle the sequencein place. The optional argumerandomis a 0-argument function returning a random
float in [0.0, 1.0); by default, this is the functioandom() .

Note that for even rather smadin(x) , the total number of permutations »fs larger than the period of most
random number generators; this implies that most permutations of a long sequence can never be generated.

sample ( population, K
Return ak length list of unique elements chosen from the population sequence. Used for random sampling
without replacement. New in version 2.3. Returns a new list containing elements from the population while
leaving the original population unchanged. The resulting list is in selection order so that all sub-slices will also
be valid random samples. This allows raffle winners (the sample) to be partitioned into grand prize and second
place winners (the subslices).

Members of the population need not bashableor unique. If the population contains repeats, then each
occurrence is a possible selection in the sample.
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To choose a sample from a range of integers, use@amge()  object as an argument. This is especially fast
and space efficient for sampling from a large populateample(xrange(10000000), 60)

The following functions generate specific real-valued distributions. Function parameters are named after the corre-
sponding variables in the distribution’s equation, as used in common mathematical practice; most of these equations
can be found in any statistics text.

random ()
Return the next random floating point number in the range [0.0, 1.0).

uniform (a, b)
Return a random floating point numbérsuchtha <= N <= bfora <= bandb <= N <= aforb <
a.

The end-point valud may or may not be included in the range depending on floating-point rounding in the
equationa + (b-a) * random()

triangular (low, high, modg
Return arandom floating point numbéisuch thatow <= N <= high and with the specifiechodebetween
those bounds. Thiew andhigh bounds default to zero and one. Tim@deargument defaults to the midpoint
between the bounds, giving a symmetric distribution. New in version 2.6.

betavariate  (alpha, beta
Beta distribution. Conditions on the parameters @mgha > 0 andbeta > 0 . Returned values range
between 0 and 1.

expovariate  (lambd
Exponential distributionlambdis 1.0 divided by the desired mean. It should be nonzero. (The parameter would
be called “lambda”, but that is a reserved word in Python.) Returned values range from 0 to positive infinity if
lambdis positive, and from negative infinity to Oldmbdis negative.

gammavariate ( alpha, beta
Gamma distribution. Not the gamma function!) Conditions on the parametersagigha > 0 andbeta >
0.

gauss ( mu, sigma
Gaussian distributionmu is the mean, andigmais the standard deviation. This is slightly faster than the
normalvariate() function defined below.

lognormvariate  ( mu, sigma
Log normal distribution. If you take the natural logarithm of this distribution, you'll get a normal distribution
with meanmuand standard deviatisigma mucan have any value, arsijmamust be greater than zero.

normalvariate  ( mu, sigma
Normal distribution.muis the mean, andigmais the standard deviation.

vonmisesvariate  ( mu, kappa
muis the mean angle, expressed in radians between 0 grida2tdkappais the concentration parameter, which
must be greater than or equal to zerokdppais equal to zero, this distribution reduces to a uniform random
angle over the range 0 to @i

paretovariate (‘alphg)
Pareto distributionalphais the shape parameter.

weibullvariate (alpha, beta
Weibull distribution.alphais the scale parameter abdtais the shape parameter.

Alternative Generators:

classWichmannHill  ([seed)
Class that implements the Wichmann-Hill algorithm as the core generator. Has all of the same methods as
Randomplus thewhseed() method described below. Because this class is implemented in pure Python, it is
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not threadsafe and may require locks between calls. The period of the generator is 6,953,607,871,644 which is
small enough to require care that two independent random sequences do not overlap.

whseed ([X])
This is obsolete, supplied for bit-level compatibility with versions of Python prior to 2.1. s8ed() for
details. whseed() does not guarantee that distinct integer arguments yield distinct internal states, and can
yield no more than about 2**24 distinct internal states in all.

classSystemRandom ( [seed)
Class that uses thes.urandom()  function for generating random numbers from sources provided by the op-
erating system. Not available on all systems. Does not rely on software state and sequences are not reproducible.
Accordingly, theseed() andjumpahead() methods have no effect and are ignored. Théstate()
andsetstate() methods raisélotimplementedError if called. New in version 2.4.

Examples of basic usage:

>>> random . random() # Random float x, 0.0 <= x < 1.0
0.37444887175646646

>>> random. uniform( 1, 10) # Random float x, 1.0 <= x < 10.0
1.1800146073117523

>>> random. randint( 1, 10) # Integer from 1 to 10, endpoints included

7
>>> random . randrange( 0, 101, 2) # Even integer from 0 to 100
26
>>> random . choice( ' abcdefghij ') # Choose a random element
o

>>> jtems =[1, 2, 3, 4, 5, 6, 7]
>>> random . shuffle(items)

>>> jtems

[7, 3, 2, 5, 6, 4, 1]

>>> random. sample([ 1, 2, 3, 4, 5], 3) # Choose 3 elements
4, 1, 5]
See Also:

M. Matsumoto and T. Nishimura, “Mersenne Twister: A 623-dimensionally equidistributed uniform pseudorandom
number generator”, ACM Transactions on Modeling and Computer Simulation Vol. 8, No. 1, January pp.3-30 1998.

Wichmann, B. A. & Hill, I. D., “Algorithm AS 183: An efficient and portable pseudo-random number generator”,
Applied Statistics 31 (1982) 188-190.

Complementary-Multiply-with-Carry recipfer a compatible alternative random number generator with a long period
and comparatively simple update operations.

10.7 itertools — Functions creating iterators for efficient looping

New in version 2.3. This module implements a numbeitertitor building blocks inspired by constructs from APL,
Haskell, and SML. Each has been recast in a form suitable for Python.

The module standardizes a core set of fast, memory efficient tools that are useful by themselves or in combination.
Together, they form an “iterator algebra” making it possible to construct specialized tools succinctly and efficiently in
pure Python.

For instance, SML provides a tabulation totdbulate(f) which produces a sequent{®), f(1), ... .
This toolbox providesmap() andcount() which can be combined to forrmap(f, count()) to produce an
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equivalent result.

These tools and their built-in counterparts also work well with the high-speed functions opéhetor  mod-
ule. For example, the multiplication operator can be mapped across two vectors to form an efficient dot-product:
sum(imap(operator.mul, vectorl, vector2))

Infinite Iterators:

Iterator Argu- Results Example
ments
count() start start, start+1, start+2, ... count(10) --> 10 11 12 13 14
cycle() p po, p1, ... plast, p0, p1, ... cycle(ABCD’) -> ABCDARB
CD..
repeat() | elem[,n] | elem, elem, elem, ... endlessly or up| repeat(10, 3) --> 10 10 10
to n times

Iterators terminating on the shortest input sequence:

Iterator Arguments Results Example
chain() P, q, ... po, p1, ... plast, qO, q1, ...| chain(ABC’, 'DEF) --> A B C D E
F

dropwhile() | pred, seq seq[n], seq[n+1], starting | dropwhile(lambda x: x<5,
when pred fails [1,4,6,4,1]) > 6 4 1

groupby/() iterable[, sub-iterators grouped by

keyfunc] value of keyfunc(v)

ifilter() pred, seq elements of seq where ifilter(lambda x: x%2, range(10))
pred(elem) is True ->13579

ifilterfalse() | pred, seq elements of seq where ifilterfalse(lambda x: x%?2,

pred(elem) is False

range(10)) --> 0 2 4 6 8

islice() seq, [start,] elements from isliceCABCDEFG’, 2, None) --> C D
stop [, step] seq[start:stop:step] EFG

imap() func, p, q, ... | func(pO, q0), func(pl, q1)| imap(pow, (2,3,10), (5,2,3)) -->
32 9 1000

starmap() func, seq func(*seq[0]), starmap(pow, [(2,5), (3,2),
func(*seq[1]), ... (20,3)]) --> 32 9 1000

tee() it, n itl, it2, ... itn splits one
iterator into n

takewhile() | pred, seq seq[0], seq[1], until pred | takewhile(lambda x: x<5,
fails [1,46,41]) -> 1 4

izip() e (p[0], a[0]), (P[1], A[1]), ... | izip(ABCD', 'xy’) --> Ax By

p.q, ..
izip_longest() p, q, --.

(p[O], q[0D), (p[1], q[1]), ...

izip_longestABCD’, ’'xy’,
fillvalue="-") --> Ax By C- D-

Combinatoric generators:

Iterator Arguments Results
product() p,q, ... cartesian product, equivalent to a nested for-loop

[repeat=1]
permutations() pl, r] r-length tuples, all possible orderings, no repeated elements
combinations() pl, r] r-length tuples, in sorted order, no repeated elements
product(ABCD’, AA AB AC AD BA BB BC BD CA CB CC CD DA
repeat=2) DB DC DD
permutations(ABCD’, AB AC AD BA BC BD CA CB CD DA DB DC
2)

combinations(ABCD’,
2)

AB AC AD BC BD CD
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10.7.1 Itertool functions

The following module functions all construct and return iterators. Some provide streams of infinite length, so they
should only be accessed by functions or loops that truncate the stream.

chain ( *iterables

Make an iterator that returns elements from the first iterable until it is exhausted, then proceeds to the next
iterable, until all of the iterables are exhausted. Used for treating consecutive sequences as a single sequence.
Equivalent to:

def chain ( *iterables):
# chain(ABC’, 'DEF) > AB CD E F
for it in iterables:
for element in it
yield  element

from_iterable (iterable)

Alternate constructor farhain() . Gets chained inputs from a single iterable argument that is evaluated lazily.
Equivalent to:

@classmethod
def from_iterable (iterables):
# chain.from_iterable(ABC’, 'DEF]) -> A B C D E F
for it in iterables:
for element in it
yield  element

New in version 2.6.

combinations  (iterable, )

Returnr length subsequences of elements from the iiitprble

Combinations are emitted in lexicographic sort order. So, if the iitprableis sorted, the combination tuples
will be produced in sorted order.

Elements are treated as unique based on their position, not on their value. So if the input elements are unique,
there will be no repeat values in each combination.

Equivalent to:

def combinations (iterable, r):
# combinations('ABCD’, 2) --> AB AC AD BC BD CD
# combinations(range(4), 3) --> 012 013 023 123
pool = tuple (iterable)
n = len (pool)
if r >n
return
indices = range (r)
yield  tuple (poolli] for i in indices)
while  True :
for i in reversed( range (r)):
if  indices]i] =i +n-n
break
else :
return
indicesi] += 1
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for j in range (i +1, r):
indicesl[j] = indices[j -1] + 1
yield  tuple (pool[i] for i in indices)

The code forombinations() can be also expressed as a subsequeneerofutations() after filtering
entries where the elements are not in sorted order (according to their position in the input pool):

def combinations (iterable, r):
pool = tuple (iterable)
n = len (pool)
for indices in permutations(  range (n), r):

if  sorted(indices) == list (indices):
yield  tuple (poolli] for i in indices)
The number of items returnedié / !/ (n-r)! when0 <= r <= n orzerowherr > n. New
in version 2.6.

count ([n])
Make an iterator that returns consecutive integers starting mitlf not specifiedn defaults to zero. Often
used as an argumentitoap() to generate consecutive data points. Also, used witlf)  to add sequence
numbers. Equivalent to:

def count (n =0):
# count(10) --> 10 11 12 13 14 ..

while  True :

yield n

n +=1

cycle (iterable)
Make an iterator returning elements from the iterable and saving a copy of each. When the iterable is exhausted,
return elements from the saved copy. Repeats indefinitely. Equivalent to:

def cycle (iterable):
# cycle(ABCD) -=> ABCDABCDABCD ..
saved = []
for element in iterable:
yield  element
saved . append(element)
while  saved:
for element in saved:
yield element

Note, this member of the toolkit may require significant auxiliary storage (depending on the length of the iter-
able).

dropwhile ( predicate, iterablg
Make an iterator that drops elements from the iterable as long as the predicate is true; afterwards, returns every
element. Note, the iterator does not prodaog output until the predicate first becomes false, so it may have a
lengthy start-up time. Equivalent to:

def dropwhile (predicate, iterable):
# dropwhile(lambda x: x<5, [1,4,6,4,1]) -> 6 4 1
iterable = iter (iterable)
for x in iterable:
if not predicate(x):
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yield  x

break

for x in iterable:
yield x

groupby (iterable, [key)

Make an iterator that returns consecutive keys and groups froritettable. Thekeyis a function computing
a key value for each element. If not specified oNisne, keydefaults to an identity function and returns the
element unchanged. Generally, the iterable needs to already be sorted on the same key function.

The operation ofyroupby() is similar to theuniqg filter in Unix. It generates a break or new group every
time the value of the key function changes (which is why it is usually necessary to have sorted the data using
the same key function). That behavior differs from SQL's GROUP BY which aggregates common elements
regardless of their input order.

The returned group is itself an iterator that shares the underlying iterablgmitipby() . Because the source
is shared, when thgroupby()  object is advanced, the previous group is no longer visible. So, if that data is
needed later, it should be stored as a list:

groups = ]
uniquekeys = ]
data = sorted(data, key =keyfunc)
for k, g in groupby(data, keyfunc):
groups . append( list (g)) # Store group iterator as a list

uniquekeys . append(k)
groupby() is equivalent to:

class groupby (object ):
# [k for k, g in groupbyCAAAABBBCCDAABBB')] -> A B C D A B
# [list(g) for k, g in groupby(AAAABBBCCD’)] --> AAAA BBB CC D
def __init__ (self , iterable, key =None):
if key is None:
key = lambda x: X
self . keyfunc = key

self .it = iter (iterable)
self .tgtkey = self .currkey = self . currvalue = object ()
def __iter_ (self ):
return  self
def next (self ):
while  self . currkey == self . tgtkey:
self . currvalue = next( self .it) # Exit on Stoplteration
self . currkey = self .keyfunc( self . currvalue)
self .tgtkey = self . currkey

return  (self . currkey, self . _grouper( self . tgtkey))
def _grouper (self , tgtkey):

while self . currkey == tgtkey:
yield  self . currvalue
self . currvalue = next( self .it) # EXit on Stoplteration
self . currkey = self . keyfunc( self . currvalue)

New in version 2.4.

( predicate, iterabli
Make an iterator that filters elements from iterable returning only those for which the predidateeis If
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predicateis None, return the items that are true. Equivalent to:

def ifilter (predicate, iterable):
# ffilter(lambda x: x%2, range(10)) --> 1 3 5 7 9
if predicate is None:
predicate = bool
for x in iterable:
if predicate(x):
yield  x

ifilterfalse ( predicate, iterable
Make an iterator that filters elements from iterable returning only those for which the prediéatisés . If
predicateis None, return the items that are false. Equivalent to:

def fifilterfalse (predicate, iterable):
# fifilterfalse(lambda x: x%2, range(10)) --> 0 2 4 6 8
if predicate is None:
predicate = bool
for x in iterable:
if not predicate(x):
yield X

imap ( function, *iterable$
Make an iterator that computes the function using arguments from each of the iteratfi@sctiinis set to
None, thenimap() returns the arguments as a tuple. Likep() but stops when the shortest iterable is
exhausted instead of filling iNone for shorter iterables. The reason for the difference is that infinite iterator
arguments are typically an error forap() (because the output is fully evaluated) but represent a common and
useful way of supplying argumentsitoap() . Equivalent to:

def imap (function, * iterables):
# imap(pow, (2,3,10), (5,2,3)) --> 32 9 1000
iterables = map(iter , iterables)
while  True :
args = [next(it) for it in iterables]

if ~ function is None:
yield  tuple (args)
else :
yield  function(  *args)

islice (iterable, [start], stop, [step]
Make an iterator that returns selected elements from the iterabsgartfis non-zero, then elements from the
iterable are skipped until start is reached. Afterward, elements are returned consecutivelystapesset
higher than one which results in items being skippedtdpis None, then iteration continues until the iterator
is exhausted, if at all; otherwise, it stops at the specified position. Unlike regular slisiiog/) does
not support negative values fetart, stop or step Can be used to extract related fields from data where the
internal structure has been flattened (for example, a multi-line report may list a name field on every third line).
Equivalent to:

def islice (iterable, *args):
# isliceC(ABCDEFG’, 2) --> A B
# isliceCABCDEFG’, 2, 4) --> C D
# isliceCABCDEFG’, 2, None) --> C D E F G
# isliceCABCDEFG’, 0, None, 2) --> A C E G
s = slice (*args)
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it = iter (xrange (s.start or 0, s.stop or sys.Hmaxint, s .step or 1))
nexti = next(it)
for i, element in enumerate (iterable):
if 1 == nexti:
yield  element
nexti = next(it)

If startis None, then iteration starts at zero. dfepis None, then the step defaults to one. Changed in version
2.5: accepiNone values for defaulstart andstep

izip (*iterableg
Make an iterator that aggregates elements from each of the iterableszipike except that it returns an
iterator instead of a list. Used for lock-step iteration over several iterables at a time. Equivalent to:

def izip (*iterables):
# izip(ABCD’, 'xy’) --> Ax By
iterables = map(iter , iterables)
while iterables:
yield tuple (map(next, iterables))

Changed in version 2.4: When no iterables are specified, returns a zero length iterator instead of raising a
TypeError  exception. The left-to-right evaluation order of the iterables is guaranteed. This makes possible
an idiom for clustering a data series into n-length groups ugip§[iter(s)]*n)

izip()  should only be used with unequal length inputs when you don’t care about trailing, unmatched values
from the longer iterables. If those values are important,ziselongest() instead.

izip_longest ( *iterables, [fillvalue])
Make an iterator that aggregates elements from each of the iterables. If the iterables are of uneven length,
missing values are filled-in witfillvalue. Iteration continues until the longest iterable is exhausted. Equivalent
to:

def izip_longest (*args, **kwds):
# izip_longestCABCD’, 'xy’, fillvalue="-") --> Ax By C- D-

fillvalue = kwds. get( ' fillvalue ")
def sentinel (counter = ([fillvalue] *(len (args) -1)) . pop):
yield  counter() # vyields the fillvalue, or raises IndexError
fillers = repeat(fillvalue)
iters = [chain(it, sentinel(), fillers) for it in args]
try :
for tup in izip( *iters):
yield  tup
except IndexError
pass
If one of the iterables is potentially infinite, then thep longest() function should be wrapped with
something that limits the number of calls (for exampzléce() or takewhile() ). If not specifiedfill-

valuedefaults toNone. New in version 2.6.

permutations  (iterable, [r])
Return successivelength permutations of elements in titerable

If r is not specified or idone, thenr defaults to the length of thiterableand all possible full-length permuta-
tions are generated.

Permutations are emitted in lexicographic sort order. So, if the iibgatble is sorted, the permutation tuples
will be produced in sorted order.
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Elements are treated as unique based on their position, not on their value. So if the input elements are unique,
there will be no repeat values in each permutation.

Equivalent to:
def permutations (iterable, r =None):

# permutationsCABCD’, 2) --> AB AC AD BA BC BD CA CB CD DA DB DC
# permutations(range(3)) --> 012 021 102 120 201 210

pool = tuple (iterable)
n = len (pool)
r =nif r is None else r
if r >n:
return
indices = range (n)
cycles = range (n, n -r, -1)
yield  tuple (poolli] for i in indices[:r])
while  n:
for i in reversed( range (r)):
cycles]i] -=1
if cycles]i] == 0:
indicesli:] = indices]i +1:] + indicesi:i +1]
cycles]i] =n - i
else :
j = cycles[i]
indices[i], indices| -j] = indices[ -]], indices]i]
yield  tuple (poolli] for i in indices[:r])
break
else :
return
The code fopermutations() can be also expressed as a subsequengedfict() |, filtered to exclude

entries with repeated elements (those from the same position in the input pool):

def permutations (iterable, r =None):
pool = tuple (iterable)
n = len (pool)
r =nif r is None else r

for indices in product( range (n), repeat =r):
if len (set(indices)) =
yield  tuple (poolli] for i in indices)
The number of items returnedns / (n-r)! when0 <= r <= n orzerowhem > n . Newinversion

2.6.

product ( *iterables, [repeat)
Cartesian product of input iterables.

Equivalent to nested for-loops in a generator expression. For exapmptiyct(A, B) returns the same as
((x,y) for x in A for y in B)

The nested loops cycle like an odometer with the rightmost element advancing on every iteration. This pattern
creates a lexicographic ordering so that if the input’s iterables are sorted, the product tuples are emitted in sorted
order.

To compute the product of an iterable with itself, specify the number of repetitions with the optmest
keyword argument. For examplproduct(A, repeat=4) means the same gsoduct(A, A, A,
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A).

This function is equivalent to the following code, except that the actual implementation does not build up inter-
mediate results in memory:

def product (*args, **kwds):
# productCABCD’, 'xy’) --> Ax Ay Bx By Cx Cy Dx Dy
# product(range(2), repeat=3) --> 000 001 010 011 100 101 110 111

pools = map(tuple , args) * kwds.get( ’'repeat ', 1)
result = [[]]
for pool in pools:

result = [x +[y] for x in result for y in pool]

for prod in result:
yield  tuple (prod)

New in version 2.6.

repeat ( object, [times]
Make an iterator that returmbjectover and over again. Runs indefinitely unlessttimesargument is specified.
Used as argument tonap() for invariant function parameters. Also used witlp()  to create constant
fields in a tuple record. Equivalent to:

def repeat (object , times =None):
# repeat(10, 3) --> 10 10 10
if times is None:
while  True :

yield  object
else :
for i in xrange (times):
yield  object

starmap ( function, iterablg
Make an iterator that computes the function using arguments obtained from the iterable. Used instead
of imap() when argument parameters are already grouped in tuples from a single iterable (the data has
been “pre-zipped”). The difference betweenap() andstarmap() parallels the distinction between
function(a,b) andfunction(*c) . Equivalent to:

def starmap (function, iterable):
# starmap(pow, [(2,5), (3,2), (10,3)]) --> 32 9 1000
for args in iterable:
yield  function(  *args)

Changed in version 2.6: Previousltarmap() required the function arguments to be tuples. Now, any
iterable is allowed.

takewhile ( predicate, iterablg
Make an iterator that returns elements from the iterable as long as the predicate is true. Equivalent to:

def takewhile (predicate, iterable):
# takewhile(lambda x: x<5, [1,4,6,4,1]) --> 1 4
for x in iterable:
if predicate(x):
yield  x
else :
break
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tee (iterable, [n=2])
Returnn independent iterators from a single iterable. Equivalent to:

def tee (iterable, n =2):

it = iter (iterable)

deques = [collections .deque() for i in range (n)]

def gen(mydeque):

while  True :
if not mydeque: # when the local deque is empty

newval = next(it) # fetch a new value and
for d in deques: # load it to all the deques

d. append(newval)
yield  mydeque. popleft()
return  tuple (gen(d) for d in deques)

Oncetee() has made a split, the origindérable should not be used anywhere else; otherwisejttdrable
could get advanced without the tee objects being informed.

This itertool may require significant auxiliary storage (depending on how much temporary data needs to be
stored). In general, if one iterator uses most or all of the data before another iterator starts, it is faster to use
list() instead oftee() . New in version 2.4.

10.7.2 Examples

The following examples show common uses for each tool and demonstrate ways they can be combined.

>>> # Show a dictionary sorted and grouped by value

>>> from operator import itemgetter

>>> d = dict (a=1, b=2, c =1, d=2, e =1, f =2, g =3)

>>> di = sorted(d . iteritems(), key =itemgetter( 1))

>>> for k, g in groupby(di, key =itemgetter( 1):
print  k, map(itemgetter( 0), 9)

[a, e, e
[, 'd, f]
g7

WN -

>>> # Find runs of consecutive numbers using groupby. The key to the solution
>>> # is differencing with a range so that consecutive numbers all appear in
>>> # same group.
>>> data =[ 1, 4,5,6, 10, 15,16,17,18, 22, 25,26, 27, 28]
>>> for k, g in groupby( enumerate (data), lambda (i,x):i - X):

print  map(itemgetter( 1), 9)

1]

[4, 5, 6]

[10]

[15, 16, 17, 18]
[22]

[25, 26, 27, 28]
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10.7.3 Recipes

This section shows recipes for creating an extended toolset using the existing itertools as building blocks.

The extended tools offer the same high performance as the underlying toolset. The superior memory performance
is kept by processing elements one at a time rather than bringing the whole iterable into memory all at once. Code
volume is kept small by linking the tools together in a functional style which helps eliminate temporary variables.
High speed is retained by preferring “vectorized” building blocks over the use of for-looggeardatos which incur
interpreter overhead.

def take (n, iterable):
"Return first n items of the iterable as a list "
return  list (islice(iterable, n))

def enumerate (iterable, start =0):
return  izip(count(start), iterable)

def tabulate (function, start =0):
"Return function(0), function(1), ...
return  imap(function, count(start))

def consume (iterator, n):
" Advance the iterator n-steps ahead. If n is none, consume entirely.
collections . deque(islice(iterator, n), maxlen =0)

def nth (iterable, n, default =None):
" Returns the nth item or a default value
return  next(islice(iterable, n, None), default)

def quantify (iterable, pred =bool ):
"Count how many times the predicate is true
return  sum(imap(pred, iterable))

def padnone (iterable):
""" Returns the sequence elements and then returns None indefinitely.

Useful for emulating the behavior of the built-in map() function.

return  chain(iterable, repeat( None))

def ncycles (iterable, n):
"Returns the sequence elements n times
return  chain . from_iterable(repeat(iterable, n))

def dotproduct (vecl, vec2):
return  sum(imap(operator . mul, vecl, vec2))

def flatten  (listOfLists):
return  list (chain . from_iterable(listOfLists))

def repeatfunc (func, times  =None, *args):
""" Repeat calls to func with specified arguments.

Example: repeatfunc(random.random)
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if times is None:
return  starmap(func, repeat(args))
return  starmap(func, repeat(args, times))

def pairwise (iterable):
"s -> (s0,s1), (s1,s2), (s2, s3), ... "
a, b = tee(iterable)
next(b, None)
return  izip(a, b)

def grouper (n, iterable, fillvalue =None):
" grouper(3, " ABCDEFG, ’'x’) --> ABC DEF Gxx "
args = [iter (iterable)] *n
return izip_longest(fillvalue =fillvalue, *args)

def roundrobin ( *iterables):
“roundrobin( "ABC, 'D, '"EF) ->ADEBFC"
# Recipe credited to George Sakkis

pending = len (iterables)
nexts = cycle( iter (it) .next for it in iterables)
while  pending:
try :
for next in nexts:
yield  next()
except Stoplteration
pending -=1
nexts = cycle(islice(nexts, pending))

def compress (data, selectors):
"compress( ' ABCDEF, [1,0,1,0,1,1]) --> A C E F

return  (d for d, s in izip(data, selectors) if s)
def combinations_with_replacement (iterable, r):
" combinations_with_replacement( "ABC, 2) --> AA AB AC BB BC CC"
# number items returned: (n+r-1)! / r! / (n-1)!
pool = tuple (iterable)

n = len (pool)
if not n and r:

return
indices = [0] * r
yield  tuple (poolli] for i in indices)
while  True :
for i in reversed( range (r)):
if indices]i] = n - 1:
break
else :
return
indices]i:] = [indicesli] + 1] * (r - )
yield  tuple (poolli] for i in indices)

def powerset (iterable):
"powerset([1,2,3]) --> () (1) (2,) (3) (1,2) (1,3) (2,3) (1,2,3)
s = list (iterable)
return  chain . from_iterable(combinations(s, r) for r in range (len (s) +1))
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def unique_everseen (iterable, key =None):
"List unique elements, preserving order. Remember all elements ever seen.
# unique_everseen(AAAABBBCCDAABBB’) --> A B C D
# unique_everseen('ABBCcAD’, str.lower) --> A B C D
seen = set()
seen_add = seen. add
if key is None:
for element in iterable:
if element not in seen:
seen_add(element)
yield  element

else :
for element in iterable:
k = key(element)
if k not in seen:
seen_add(k)
yield  element
def unique_justseen  (iterable, key =None):

"List unique elements, preserving order. Remember only the element just seen.
# unique_justseen(AAAABBBCCDAABBB’) --> A B C D A B
# unique_justseen(ABBCcAD’, str.lower) --> A B C A D

return  imap(next, imap(itemgetter( 1), groupby(iterable, key)))
10.8 functools = — Higher order functions and operations on callable
objects

New in version 2.5. Théunctools module is for higher-order functions: functions that act on or return other
functions. In general, any callable object can be treated as a function for the purposes of this module.

Thefunctools  module defines the following functions:

reduce (function, iterable, [initializer)
This is the same function asduce() . Itis made available in this module to allow writing code more forward-
compatible with Python 3. New in version 2.6.

partial  ( func, [*args], [**keywords])
Return a newpartial  object which when called will behave liKeinc called with the positional arguments
argsand keyword argumenteywords If more arguments are supplied to the call, they are appendad$o
If additional keyword arguments are supplied, they extend and ovekeilgords Roughly equivalent to:

def partial (func, *args, **keywords):
def newfunc (*fargs, **fkeywords):
newkeywords = keywords . copy()
newkeywords . update(fkeywords)
return  func( *(args + fargs), ** newkeywords)

newfunc . func = func
newfunc . args = args
newfunc . keywords = keywords

return newfunc

Thepartial() is used for partial function application which “freezes” some portion of a function’s arguments
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and/or keywords resulting in a new object with a simplified signature. For exapypiégl() can be used
to create a callable that behaves like ith€)  function where thdaseargument defaults to two:

>>> from functools import  partial

>>> basetwo = partial( int , base =2)

>>> basetwo . _doc__ = ' Convert base 2 string to an int. ’
>>> basetwo( ' 10010 )

18

update_wrapper ( wrapper, wrapped, [assigned], [updated]
Update awrapper function to look like thewrappedfunction. The optional arguments are tuples to specify
which attributes of the original function are assigned directly to the matching attributes on the wrapper function
and which attributes of the wrapper function are updated with the corresponding attributes from the original
function. The default values for these arguments are the module level conAtBABPER_ASSIGNMENTS
(which assigns to the wrapper function’sname_, module__and__doc_, the documentation string) and
WRAPPER_UPDATE@vhich updates the wrapper function’sdict_, i.e. the instance dictionary).

The main intended use for this function isdacoratorfunctions which wrap the decorated function and return
the wrapper. If the wrapper function is not updated, the metadata of the returned function will reflect the wrapper
definition rather than the original function definition, which is typically less than helpful.

wraps (wrapped, [assigned], [updatel]
This is a convenience function for invokingartial(update wrapper, wrapped=wrapped,

assigned=assigned, updated=updated) as a function decorator when defining a wrapper function.
For example:
>>> from functools import  wraps
>>> def my_decorator (f):
@wraps(f)
def wrapper (*args, **kwds):
print ' Calling decorated function ’

return  f( *args, **kwds)
return  wrapper

>>> @my_decorator
def example ():
""" Docstring™"
print ' Called example function '
>>> example()
Calling decorated function
Called example function

>>> example . __name__
‘example’

>>> example . __doc
'Docstring’

Without the use of this decorator factory, the name of the example function would havevbapper’ , and
the docstring of the originaxample() would have been lost.

10.8.1 partial Objects

partial ~ objects are callable objects createddaytial() . They have three read-only attributes:
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func
A callable object or function. Calls to thmartial ~ object will be forwarded téunc with new arguments and
keywords.

args
The leftmost positional arguments that will be prepended to the positional arguments provideal tiela
object call.

keywords

The keyword arguments that will be supplied whenhetial  object is called.

partial objects are likdunction  objects in that they are callable, weak referencable, and can have attributes.
There are some important differences. For instance, theame___ and__doc__ attributes are not created automat-
ically. Also, partial  objects defined in classes behave like static methods and do not transform into bound methods
during instance attribute look-up.

10.9 operator — Standard operators as functions

Theoperator module exports a set of functions implemented in C corresponding to the intrinsic operators of Python.
For examplepperator.add(x, Y) is equivalent to the expressiorty . The function names are those used for
special class methods; variants without leading and trailingre also provided for convenience.

The functions fall into categories that perform object comparisons, logical operations, mathematical operations, se-
guence operations, and abstract type tests.

The object comparison functions are useful for all objects, and are named after the rich comparison operators they
support:

It (a, b

le (a, b

eq(a, b

ne(a, b

ge(a, b

ot (a, b

_It (ab

_le (ab

_eq_(ab

_ne_ (ab

_ge_ (ab

_gt_ (ab
Perform “rich comparisons” betweenandb. Specifically,lt(a, b) is equivalent taa < b, le(a, b)
is equivalentta <= b, eq(a, b) isequivalentta == b,ne(a, b) isequivalentta != b, gt(a,
b) isequivalentt@ > b andge(a, b) isequivalentt@ >= b. Note that unlike the built-ikmp() , these
functions can return any value, which may or may not be interpretable as a Boolean valGengeeisongin
The Python Language Referehéar more information about rich comparisons. New in version 2.2.

The logical operations are also generally applicable to all objects, and support truth tests, identity tests, and boolean
operations:

not_ ( obj)

__not__ (obj)
Return the outcome afot obj. (Note that thereisno not () method for object instances; only the inter-
preter core defines this operation. The result is affected by thenzero_ () and__len_ () methods.)

truth  (obj)
ReturnTrue if objis true, and~alse otherwise. This is equivalent to using theol constructor.
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is_ (a,b
Returna is b . Tests object identity. New in version 2.3.

is_not (a,b
Returna is not b . Tests object identity. New in version 2.3.

The mathematical and bitwise operations are the most numerous:

abs ( obj)
__abs__ (obj)
Return the absolute value obj.

add(a, b
__add__(a,b
Returna + b, for aandb numbers.

and_(a,b)
_and__(a,b
Return the bitwise and & andb.

div (a, b
_div__ (a/b
Returna / b when__ future__.division is not in effect. This is also known as “classic” division.

floordiv  (a, b
__floordiv__ (a,b
Returna // b . New in version 2.2.

inv (obj)

invert (obj)

__inv__ (ob)

__invert__ (obj)
Return the bitwise inverse of the numbmyj. This is equivalent te-obj . New in version 2.0: The names
invert() and__invert_ ()

Ishift  (a, b)
__lIshift__ (a,b
Returna shifted left byb.

mod( a, b)
__mod__(a,b
Returna % h

mul ( a, b)
__mul__(a,b
Returna * b, for aandb numbers.
neg ( obj)
__neg__ (obj
Returnobj negated.
or_(ab
_or__ (ab
Return the bitwise or of andb.
pos ( obj)
__pos__ (obj
Returnobj positive.

pow( a, b)
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__pow__(a,b
Returna ** b , for aandb numbers. New in version 2.3.

rshift (&, b
_rshit_ (a,b
Returna shifted right byb.

sub (a, b)
_sub__(a,b
Returna - b .

truediv (a, b
__truediv.__  (a,b

Returna / b when__ future__.division is in effect. This is also known as “true” division. New in
version 2.2.
xor (a, b)
_xor__ (a,b
Return the bitwise exclusive or afandb.
index (&)
__index__ (@)
Returna converted to an integer. Equivalentdo _index__ () . New in version 2.5.

Operations which work with sequences include:

concat (a,b)
_concat__ (a,b
Returna + b for aandb sequences.

contains (a,b)

__contains__ (a,b
Return the outcome of the tebt in a . Note the reversed operands. New in version 2.0: The name
__contains__ ()

countOf (a, b
Return the number of occurrencesah a.

delitem (a, b
__delitem__ (a,b
Remove the value daf at indexb.

delslice (a,b,9

__delslice_ (a,b,9
Delete the slice o from indexb to indexc-1. Deprecated since version 2.6: This function is removed in Python
3.0. Usedelitem()  with a slice index.

getitem (a,b)
__getitem__ (a,b
Return the value ad at indexb.

getslice (a,b,9

__getslice_ (a,b,9
Return the slice of from indexb to indexc-1. Deprecated since version 2.6: This function is removed in
Python 3.0. Usgetitem()  with a slice index.

indexOf (a, b)
Return the index of the first of occurrencelnih a.

repeat (a, b
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__repeat__ (a,b
Deprecated since version 2.6: This function is removed in Python 3.0. Usel () instead. Returma *
b whereais a sequence arglis an integer.

sequencelncludes  (..)
Deprecated since version 2.0: Usatains() instead. Alias focontains()

setitem (a,b, 9
__setitem__ (a,b, 9
Set the value o& at indexb to c.

setslice (a,b,c,y

__setslice . (a,b,c,y
Set the slice of from indexb to indexc-1 to the sequence. Deprecated since version 2.6: This function is
removed in Python 3.0. Usestitem()  with a slice index.

Example use of operator functions:

>>> # Elementwise multiplication
>>> map(mul, [ 0, 1, 2, 3], [ 10, 20, 30, 40)]
[0, 20, 60, 120]

>>> # Dot product
>>> sum(map(mul, [ O, 1, 2, 3], [ 10, 20, 30, 40])
200

Many operations have an “in-place” version. The following functions provide a more primitive access to in-place op-
erators than the usual syntax does; for examplesthiemenk += y is equivalenttox = operator.iadd(X,

y) . Another way to put it is to say that = operator.iadd(x, y) is equivalent to the compound statement
=X z =y .
iadd (a, b
_jadd__ (a,b
a = iadd(a, b) is equivalentt@a += b. New in version 2.5.
iand (a, b
_jand__ (a,b

a = iand(a, b) is equivalentt@a &= b. New in version 2.5.

iconcat (a, b

__iconcat__ (a,b
a = iconcat(a, b) is equivalenttaa += b for aandb sequences. New in version 2.5.
idiv (a, b
_idiv__ (a,b
a = idiv(a, b) is equivalent tea /= b when__future__.division is not in effect. New in ver-
sion 2.5.
ifloordiv (a, b
__ifloordiv__ (a,b
a = ifloordiv(a, b) is equivalentt@a //= b . New in version 2.5.
ilshift (a,b
__lshift__ (a, b
a = ilshift(a, b) is equivalentta <<= b. New in version 2.5.
imod (a, b
__imod__ (a,b

a = imod(a, b) isequivalentta %= h New in version 2.5.

imul (a, b
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__imul__ (a,b
a = imul(a, b) is equivalentt@a *= b . New in version 2.5.

ior (a, b
_jor__ (a,b
a = ior(a, b) is equivalentt@a |= b . New in version 2.5.

ipow (a, b
_ipow__ (a,b
a = ipow(a, b) isequivalentta **= b . New in version 2.5.

irepeat (a, b
__irepeat__ (a,b
Deprecated since version 2.6: This function is removed in Python 3.0. Useul () instead.a =

irepeat(a, b) is equivalentta *= b whereais a sequence ardlis an integer. New in version 2.5.
irshift ~ (a, b
__irshift__ (a, b
a = irshift(a, b) is equivalentt@a >>= b. New in version 2.5.
isub (a, b
__isub__ (a,b

a = isub(a, b) is equivalentt@a -= b . New in version 2.5.

itruediv. (a, b

__itruediv.__ (&, b
a = itruediv(a, b) is equivalent toa /= b when__future__.division is in effect. New in
version 2.5.
ixor (a,b
__ixor__ (a,b
a = ixor(a, b) is equivalentt@ ~= b. New in version 2.5.
Theoperator module also defines a few predicates to test the type of objects; however, these are not all reliable. It
is preferable to test abstract base classes instead8eetions andnumbers for details).
isCallable  ( obj)
Deprecated since version 2.0: Usmstance(X, collections.Callable) instead. Returns true if

the objectobj can be called like a function, otherwise it returns false. True is returned for functions, bound and
unbound methods, class objects, and instance objects which supportctie () method.

isMappingType ( obj)
Deprecated since version 2.6: This function is removed in Python 3.0. iklestance(x,
collections.Mapping) instead. Returns true if the objeabj supports the mapping interface. This is
true for dictionaries and all instance objects definingetitem ()

isNumberType ( obj)
Deprecated since version 2.6: This function is removed in Python 3.0. itlestance(X,
numbers.Number) instead. Returns true if the objemj represents a number. This is true for all numeric
types implemented in C.

isSequenceType ( obj)
Deprecated since version 2.6: This function is removed in Python 3.0. iklestance(x,

collections.Sequence) instead. Returns true if the objeabj supports the sequence protocol. This
returns true for all objects which define sequence methods in C, and for all instance objects defining
__getitem__ ()

Theoperator module also defines tools for generalized attribute and item lookups. These are useful for making
fast field extractors as arguments foap() , sorted() , itertools.groupby() , or other functions that expect
a function argument.
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attrgetter (attr, [args...])
Return a callable object that fetchatir from its operand. If more than one attribute is requested, returns

a tuple of attributes. Afterf = attrgetter(name’) , the callf(b) returnsb.name . After, f =
attrgetter('name’, 'date’) , the callf(b) returns(b.name, b.date)
The attribute names can also contain dots; dfter attrgetter('date.month’) , the callf(b) returns

b.date.month . New in version 2.4.Changed in version 2.5: Added support for multiple attributes.Changed
in version 2.6: Added support for dotted attributes.

itemgetter  (item, [args...)
Return a callable object that fetchiésm from its operand using the operand’sgetitem__ () method. If
multiple items are specified, returns a tuple of lookup values. Equivalent to:

def itemgetter (*items):
if len (items) ==

item = items[ O]
def g(obj):
return  obj[item]
else :
def g(obj):
return  tuple (objfitem] for item in items)
return g

The items can be any type accepted by the operandigtitem_ () method. Dictionaries accept any
hashable value. Lists, tuples, and strings accept an index or a slice:

>>> jtemgetter( 1)( " ABCDEFG)

B’
>>> jtemgetter( 1, 3, 5)( ' ABCDEFG)

(B, 'D, 'F)

>>> jtemgetter(  slice (2, None))( ' ABCDEFG)

'CDEFG’

New in version 2.4.Changed in version 2.5: Added support for multiple item extraction. Example of using
itemgetter() to retrieve specific fields from a tuple record:

>>> inventory = [( "apple ', 3), ( 'banana’, 2), ( 'pear’, 5), ( 'orange ', 1)]

>>> getcount = itemgetter( 1)

>>> map(getcount, inventory)

[3, 2, 5, 1]

>>> sorted(inventory, key =getcount)

[Corange’, 1), (banana’, 2), (apple’, 3), (pear’, 5)]

methodcaller  ( name, [args...)
Return a callable object that calls the methwineon its operand. If additional arguments and/or keyword

arguments are given, they will be given to the method as well. After methodcaller('name’) , the
call f(b) returnsb.name() . Afterf = methodcaller('name’, 'foo’, bar=1) , the callf(b)
returnsb.name(’foo’, bar=1) . New in version 2.6.

10.9.1 Mapping Operators to Functions

This table shows how abstract operations correspond to operator symbols in the Python syntax and the functions in the
operator module.
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Operation Syntax Function
Addition a+b add(a, b)
Concatenation seql + seq2 concat(seql, seq2)
Containment Test obj in seq contains(seq, obj)
Division alb div(a, b)  (without__ future__.division )
Division alb truediv(a, b) (with __ future__.division
Division allb floordiv(a, b)
Bitwise And aé&hb and_(a, b)
Bitwise Exclusive Or | a ™ b xor(a, b)
Bitwise Inversion ~ a invert(a)
Bitwise Or alb or_(a, b)
Exponentiation a*™ b pow(a, b)
Identity aisb is_(a, b)
Identity aisnothb is_not(a, b)
Indexed Assignment | objlk] = v setitem(obj, k, V)
Indexed Deletion del obj[k] delitem(obj, k)
Indexing obj[K] getitem(obj, k)
Left Shift a<<hb Ishift(a, b)
Modulo a%b mod(a, b)
Multiplication a*hb mul(a, b)
Negation (Arithmetic)| - a neg(a)
Negation (Logical) not a not_(a)
Right Shift a>>b rshift(a, b)
Sequence Repetition| seq * i repeat(seq, i)
Slice Assignment seq[i;j] = values setslice(seq, i, j, values)
Slice Deletion del seq[i:j] delslice(seq, i, j)
Slicing seq[i:]] getslice(seq, i, j)
String Formatting S % obj mod(s, obj)
Subtraction a-»b sub(a, b)
Truth Test obj truth(obj)
Ordering a<bhb It(a, b)
Ordering a<=b le(a, b)
Equality a==o> eq(a, b)
Difference al=»b ne(a, b)
Ordering a>=b ge(a, b)
Ordering a>hb gt(a, b)
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CHAPTER

ELEVEN

FILE AND DIRECTORY ACCESS

The modules described in this chapter deal with disk files and directories. For example, there are modules for reading
the properties of files, manipulating paths in a portable way, and creating temporary files. The full list of modules in
this chapter is:

11.1 os.path — Common pathname manipulations

This module implements some useful functions on pathnames. To read or write filgsesdgg , and for accessing
the filesystem see thees module.

Note:  On Windows, many of these functions do not properly support UNC pathnampktunc() and
ismount()  do handle them correctly.

Note: Since different operating systems have different path name conventions, there are several versions of this
module in the standard library. Thes.path  module is always the path module suitable for the operating system
Python is running on, and therefore usable for local paths. However, you can also import and use the individual
modules if you want to manipulate a path thatls/aysin one of the different formats. They all have the same
interface:

» posixpath  for UNIX-style paths

e ntpath for Windows paths

e macpath for old-style MacOS paths
e 0s2emxpath for OS/2 EMX paths

abspath ( path
Return a normalized absolutized version of the pathngath On most platforms, this is equivalent to
normpath(join(os.getcwd(), path)) . New in version 1.5.2.

basename ( path)
Return the base name of pathnapeth This is the second half of the pair returned $plit(path)
Note that the result of this function is different from the Urbiasenameprogram; wherebasenamefor
'lfoo/bar/ returnsbar’ , thebasename() function returns an empty string ).

commonprefix ( list)
Return the longest path prefix (taken character-by-character) that is a prefix of all phghsifrist is empty,
return the empty string'(). Note that this may return invalid paths because it works a character at a time.

dirname ( path
Return the directory name of pathnapegh This is the first half of the pair returned kyplit(path)
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exists ( path
ReturnTrue if pathrefers to an existing path. ReturRalse for broken symbolic links. On some platforms,
this function may returiralse if permission is not granted to execute.stat() on the requested file, even
if the pathphysically exists.

lexists ( path)
ReturnTrue if path refers to an existing path. Returisue for broken symbolic links. Equivalent to
exists() on platforms lackingps.|stat() . New in version 2.4,

expanduser ( path)
On Unix and Windows, return the argument with an initial component of ~user replaced by thatisers
home directory. On Unix, an initiat is replaced by the environment variattd®ME if it is set; otherwise
the current user’s home directory is looked up in the password directory through the built-in rpodlilén
initial ~user is looked up directly in the password directory.

On Windows HOME andUSERPROFILE will be used if set, otherwise a combinationdOMEPATH and
HOMEDRIVE will be used. An initial~user is handled by stripping the last directory component from the
created user path derived above.

If the expansion fails or if the path does not begin with a tilde, the path is returned unchanged.

expandvars ( path)
Return the argument with environment variables expanded. Substrings of th&fame or ${name} are
replaced by the value of environment variableme Malformed variable names and references to non-existing
variables are left unchanged.

On Windows %name%xpansions are supported in additior$tame and${name} .

getatime ( path)
Return the time of last access pdth The return value is a number giving the number of seconds since the
epoch (see theme module). Raises.error  if the file does not exist or is inaccessible. New in ver-
sion 1.5.2.Changed in version 2.3:df.stat_float times() returns True, the result is a floating point
number.

getmtime ( path)
Return the time of last modification gfath The return value is a number giving the number of seconds since
the epoch (see theme module). Raiseos.error  if the file does not exist or is inaccessible. New in
version 1.5.2.Changed in version 2.3:0.stat_float_times() returns True, the result is a floating
point number.

getctime ( path)
Return the system’s ctime which, on some systems (like Unix) is the time of the last change, and, on others (like
Windows), is the creation time fgrath The return value is a number giving the number of seconds since the
epoch (see theme module). Rais@s.error  if the file does not exist or is inaccessible. New in version 2.3.

getsize ( path
Return the size, in bytes, phth Raiseos.error if the file does not exist or is inaccessible. New in version
15.2.

isabs ( path
ReturnTrue if pathis an absolute pathname. On Unix, that means it begins with a slash, on Windows that it
begins with a (back)slash after chopping off a potential drive letter.

isfile  (‘path
ReturnTrue if pathis an existing regular file. This follows symbolic links, so batimk() andisfile()
can be true for the same path.

isdir ( path

ReturnTrue if pathis an existing directory. This follows symbolic links, so bathnk() andisdir()
can be true for the same path.
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islink  ( path)
ReturnTrue if pathrefers to a directory entry that is a symbolic link. Alwdyalse if symbolic links are not
supported.

ismount ( path
ReturnTrue if pathnamepathis amount point a point in a file system where a different file system has been
mounted. The function checks whethmath's parentpath/.. , is on a different device thamath, or whether
path/..  andpathpoint to the same i-node on the same device — this should detect mount points for all Unix
and POSIX variants.

join ( pathl, [path2, [...])
Join one or more path components intelligently. If any component is an absolute path, all previous components
(on Windows, including the previous drive letter, if there was one) are thrown away, and joining continues.
The return value is the concatenationpaithl, and optionallypath2 etc., with exactly one directory separator
(os.sep ) inserted between components, unlpath2is empty. Note that on Windows, since there is a current
directory for each drivegs.path.join("c:", "foo") represents a path relative to the current directory
on driveC: (c:foo ), notc:\foo

normcase ( path)
Normalize the case of a pathname. On Unix and Mac OS X, this returns the path unchanged; on case-insensitive
filesystems, it converts the path to lowercase. On Windows, it also converts forward slashes to backward slashes.

normpath ( path)
Normalize a pathname. This collapses redundant separators and up-level referencea/#® that./B and
Alfool../IB all becomeA/B. It does not normalize the case (usermcase() for that). On Windows, it
converts forward slashes to backward slashes. It should be understood that this may change the meaning of the
path if it contains symbolic links!

realpath ( path)
Return the canonical path of the specified flename, eliminating any symbolic links encountered in the path (if
they are supported by the operating system). New in version 2.2.

relpath ( path, [start])
Return a relative filepath tpatheither from the current directory or from an optios#drt point.

startdefaults toos.curdir . Availability: Windows, Unix. New in version 2.6.

samefile ( pathl, path?
ReturnTrue if both pathname arguments refer to the same file or directory (as indicated by device number and
i-node number). Raise an exception iba stat() call on either pathname fails. Availability: Unix.

sameopenfile (fpl, fp2d
ReturnTrue if the file descriptordpl andfp2 refer to the same file. Availability: Unix.

samestat ( statl, stat®
ReturnTrue if the stat tuplesstatl and stat? refer to the same file. These structures may have been re-
turned byfstat() ,Istat() , orstat() . This function implements the underlying comparison used by
samefile() andsameopenfile() . Availability: Unix.

split  ( path)
Split the pathnameathinto a pair,(head, tail) wheretail is the last pathname component drehdis
everything leading up to that. Thail part will never contain a slash;plathends in a slashail will be empty. If
there is no slash ipath headwill be empty. Ifpathis empty, bottheadandtail are empty. Trailing slashes are
stripped fromheadunless it is the root (one or more slashes only). In nearly all cgsaghead, tail)
equalspath (the only exception being when there were multiple slashes sepahatautirom tail).

splitdrive ( path)

Split the pathnameathinto a pair(drive, tail) wheredrive is either a drive specification or the empty
string. On systems which do not use drive specificationise will always be the empty string. In all cases,
drive + tail will be the same apath New in version 1.3.
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splitext  ( path

Split the pathnamgath into a pair(root, ext) such thatroot + ext == path , andextis empty
or begins with a period and contains at most one period. Leading periods on the basename are ignored,;
splitext(’.cshrc’) returns(’.cshrc’, ") . Changed in version 2.6: Earlier versions could produce

an empty root when the only period was the first character.

splitunc  ( path
Split the pathnamepath into a pair (unc, rest) so thatunc is the UNC mount point (such as
r\host\mount’ ), if present, andestthe rest of the path (such a$ath\file.ext’ ). For paths
containing drive lettergjncwill always be the empty string. Availability: Windows.

walk ( path, visit, arg
Calls the functiorvisit with argumentgarg, dirname, names) for each directory in the directory tree
rooted atpath (including pathitself, if it is a directory). The argumemtirnamespecifies the visited directory,
the argumenhamedists the files in the directory (gotten froas.listdir(dirname) ). Thevisit function
may modifynamedo influence the set of directories visited beldisname e.g. to avoid visiting certain parts
of the tree. (The object referred to bpmesmust be modified in place, usirgl or slice assignment.)

Note:  Symbolic links to directories are not treated as subdirectories, andwthiat) therefore will
not visit them. To visit linked directories you must identify them wiah.path.islink(file) and
os.path.isdir(file) , and invokewalk() as necessary.

Note: This function is deprecated and has been removed in 3.0 in favar. oflk()

supports_unicode_filenames
True if arbitrary Unicode strings can be used as file names (within limitations imposed by the file system), and
if os.listdir() returns Unicode strings for a Unicode argument. New in version 2.3.

11.2 fileinput — Iterate over lines from multiple input streams

This module implements a helper class and functions to quickly write a loop over standard input or a list of files. If
you just want to read or write one file sepen() .

The typical use is:

import  fileinput
for line in fileinput . input():
process(line)

This iterates over the lines of all files listed sys.argv[1:] , defaulting tosys.stdin if the list is empty. If
a filename is-’ , itis also replaced bgys.stdin . To specify an alternative list of filenames, pass it as the first
argument tonput() . A single file name is also allowed.

All files are opened in text mode by default, but you can override this by specifyingdldeparameter in the call to
input()  orFilelnput() . If an I/O error occurs during opening or reading a fileError s raised.

If sys.stdin is used more than once, the second and further use will return no lines, except perhaps for interactive
use, or if it has been explicitly reset (e.g. usByg.stdin.seek(0) ).

Empty files are opened and immediately closed; the only time their presence in the list of filenames is noticeable at all
is when the last file opened is empty.

Lines are returned with any newlines intact, which means that the last line in a file may not have one.

You can control how files are opened by providing an opening hook via dpenhook parameter to
fileinput.input() or Filelnput() . The hook must be a function that takes two arguméfites)ameand
mode and returns an accordingly opened file-like object. Two useful hooks are already provided by this module.

The following function is the primary interface of this module:
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input ( [files, [inplace, [backup, [mode, [openhooK]]]]]
Create an instance of tlielelnput ~ class. The instance will be used as global state for the functions of this
module, and is also returned to use during iteration. The parameters to this function will be passed along to the
constructor of thé-ileinput  class. Changed in version 2.5: Added thedeandopenhookparameters.

The following functions use the global state created flbginput.input() ; if there is no active state,
RuntimeError is raised.

filename ()
Return the name of the file currently being read. Before the first line has been read, Kginms

fileno ()
Return the integer “file descriptor” for the current file. When no file is opened (before the first line and between
files), returns1 . New in version 2.5.

lineno ()
Return the cumulative line number of the line that has just been read. Before the first line has been read, returns
0. After the last line of the last file has been read, returns the line number of that line.

filelineno 0
Return the line number in the current file. Before the first line has been read, retukfter the last line of the
last file has been read, returns the line number of that line within the file.

isfirstline 0
Returns true if the line just read is the first line of its file, otherwise returns false.

isstdin ()
Returns true if the last line was read frays.stdin  , otherwise returns false.

nextfile ()
Close the current file so that the next iteration will read the first line from the next file (if any); lines not read
from the file will not count towards the cumulative line count. The filename is not changed until after the first
line of the next file has been read. Before the first line has been read, this function has no effect; it cannot be
used to skip the first file. After the last line of the last file has been read, this function has no effect.

close ()
Close the sequence.

The class which implements the sequence behavior provided by the module is available for subclassing as well:

classFilelnput  ( [files, [inplace, [backup, [mode, [openhook]ll]]
Class Filelnput is the implementation; its method§lename() , fileno() , lineno()
filelineno() , isfirstline() , isstdin() , hextfile() andclose()  correspond to the func-
tions of the same name in the module. In addition it hasaalline() method which returns the next input
line, and a__getitem__() method which implements the sequence behavior. The sequence must be ac-
cessed in strictly sequential order; random accesseamtline() cannot be mixed.

With modeyou can specify which file mode will be passedieen() . It mustbe oneof’ ,’rU’ ,’'U’ and
lrbl
The openhookwhen given, must be a function that takes two argumditsiameand mode and returns an

accordingly opened file-like object. You cannot tuisplace and openhookogether. Changed in version 2.5:
Added themodeandopenhoolparameters.

Optional in-place filtering: if the keyword argumeninplace=1 s passed tdileinput.input() or to the
Filelnput  constructor, the file is moved to a backup file and standard output is directed to the input file (if a file of
the same name as the backup file already exists, it will be replaced silently). This makes it possible to write a filter that
rewrites its input file in place. If thbackupparameter is given (typically dsmackup=".<some extension>’ ),

it specifies the extension for the backup file, and the backup file remains around; by default, the extémsikh is

and it is deleted when the output file is closed. In-place filtering is disabled when standard input is read.
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Note: The current implementation does not work for MS-DOS 8+3 filesystems.
The two following opening hooks are provided by this module:

hook_compressed ( filename, mode
Transparently opens files compressed with gzip and bzip2 (recognized by the extéggionsand’.bz2’ )
using thegzip andbz2 modules. If the filename extension is @z’ or .bz2' , the file is opened
normally (ie, usingoppen() without any decompression).

Usage example: fi = fileinput.Filelnput(openhook=fileinput.nook_compressed)
New in version 2.5.

hook_encoded ( encoding
Returns a hook which opens each file withdecs.open() , using the giverencodingto read the file.

Usage exampldi = fileinput.Filelnput(openhook=fileinput.hook _encoded("iso-8859-1"))
Note: With this hook,Filelnput might return Unicode strings depending on the spec#iecbding New

in version 2.5.
11.3 stat — Interpreting stat() results
Thestat module defines constants and functions for interpreting the resutts.stfat() , 0s.fstat() and
os.Istat() (if they exist). For complete details about thiat() , fstat() andlstat() calls, consult the

documentation for your system.
Thestat module defines the following functions to test for specific file types:

S_ISDIR ( modg
Return non-zero if the mode is from a directory.

S _ISCHR( mod§
Return non-zero if the mode is from a character special device file.

S_ISBLK( modg
Return non-zero if the mode is from a block special device file.

S _ISREG( mod§
Return non-zero if the mode is from a regular file.

S_ISFIFO ( modg
Return non-zero if the mode is from a FIFO (named pipe).

S_ISLNK( modg
Return non-zero if the mode is from a symbolic link.

S_ISSOCK modeg
Return non-zero if the mode is from a socket.

Two additional functions are defined for more general manipulation of the file's mode:

S_IMODE mod§
Return the portion of the file’'s mode that can be sebbyhmod() —that is, the file’s permission bits, plus
the sticky bit, set-group-id, and set-user-id bits (on systems that support them).

S IFMT( mod¢
Return the portion of the file’s mode that describes the file type (used & #8*() functions above).

Normally, you would use thes.path.is*() functions for testing the type of a file; the functions here are useful
when you are doing multiple tests of the same file and wish to avoid the overheadstdti)e system call for each
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test. These are also useful when checking for information about a file that isn’t handtedplayh | like the tests
for block and character devices.

All the variables below are simply symbolic indexes into the 10-tuple returnesskyat() , 0s.fstat() or
os.Istat()

ST_MODE
Inode protection mode.

ST _INO
Inode number.

ST _DEV
Device inode resides on.

ST_NLINK
Number of links to the inode.

ST _UID
User id of the owner.

ST GID
Group id of the owner.

ST_SIZE
Size in bytes of a plain file; amount of data waiting on some special files.

ST_ATIME
Time of last access.

ST _MTIME
Time of last modification.

ST_CTIME
The “ctime” as reported by the operating system. On some systems (like Unix) is the time of the last metadata
change, and, on others (like Windows), is the creation time (see platform documentation for details).

The interpretation of “file size” changes according to the file type. For plain files this is the size of the file in bytes.
For FIFOs and sockets under most flavors of Unix (including Linux in particular), the “size” is the number of bytes
waiting to be read at the time of the call ¢a.stat() , 0s.fstat() , or os.lIstat() ; this can sometimes be
useful, especially for polling one of these special files after a non-blocking open. The meaning of the size field for
other character and block devices varies more, depending on the implementation of the underlying system call.

The variables below define the flags used in$fie MODHield.
Use of the functions above is more portable than use of the first set of flags:

S_IFMT
Bit mask for the file type bit fields.

S _IFSOCK
Socket.

S_IFLNK
Symbolic link.

S_IFREG
Regular file.

S_IFBLK
Block device.

S_IFDIR
Directory.
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S _IFCHR
Character device.

S_IFIFO
FIFO.

The following flags can also be used in the@deargument obs.chmod()

S_ISUID
Set UID bit.

S_ISGID
Set-group-ID bit. This bit has several special uses. For a directory it indicates that BSD semantics is to be used
for that directory: files created there inherit their group ID from the directory, not from the effective group ID
of the creating process, and directories created there will also gét fl¥5ID bit set. For a file that does not
have the group execution bif (IXGRP) set, the set-group-ID bit indicates mandatory file/record locking (see
alsoS_ENFMY.

S_ISVTX
Sticky bit. When this bit is set on a directory it means that a file in that directory can be renamed or deleted only
by the owner of the file, by the owner of the directory, or by a privileged process.

S_IRWXU

Mask for file owner permissions.
S_IRUSR

Owner has read permission.
S_IWUSR

Owner has write permission.
S_IXUSR

Owner has execute permission.
S_IRWXG

Mask for group permissions.
S_IRGRP

Group has read permission.
S_IWGRP

Group has write permission.
S_IXGRP

Group has execute permission.
S_IRWXO

Mask for permissions for others (not in group).
S_IROTH

Others have read permission.
S_IWOTH

Others have write permission.
S_IXOTH

Others have execute permission.
S_ENFMT

System V file locking enforcement. This flag is shared vltHSGID : file/record locking is enforced on files
that do not have the group execution it (XGRP) set.
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S_IREAD

Unix V7 synonym forS_IRUSR.

S_IWRITE

Unix V7 synonym forS_IWUSR

S_IEXEC

Unix V7 synonym forS_IXUSR.

Example:

import 0s, sys
from stat import *

def

def

if

walktree (top, callback):
"’recursively descend the directory tree rooted at top,
calling the callback function for each regular file™

for f in os. listdir(top):

pathname = os. path . join(top, f)

mode = os. stat(pathname)[ST_MODE]

if S_ISDIR(mode):
# It's a directory, recurse into it
walktree(pathname, callback)

elif  S_ISREG(mode):
# It's a file, call the callback function
callback(pathname)

else :
# Unknown file type, print a message
print ' Skipping ;% pathname
visitfile (file ):
print "’ visiting ©, file
__nhame__ == _main__ ’:

walktree(sys . argv[ 1], visitfile)

11.4 statvfs = — Constants used with os.statvfs()

Deprecated since version 2.6: Tétatvfs
module defines constants so interpreting the resuls itatvfs()

module has been deprecated for removal in Python 3.0 sTiefs
, which returns a tuple, can be made without

remembering “magic numbers.” Each of the constants defined in this moduleirsdeof the entry in the tuple
returned byos.statvfs() that contains the specified information.

F_BSIZE

Preferred file system block size.

F_FRSIZE

Fundamental file system block size.

F_BLOCKS

Total number of blocks in the filesystem.

F_BFREE

Total number of free blocks.
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F_BAVAIL
Free blocks available to non-super user.

F_FILES
Total number of file nodes.

F _FFREE
Total number of free file nodes.

F_FAVAIL
Free nodes available to non-super user.

F_FLAG
Flags. System dependent: statvfs() man page.

F_NAMEMAX
Maximum file name length.

11.5 filecmp — File and Directory Comparisons

Thefilecmp module defines functions to compare files and directories, with various optional time/correctness trade-
offs. For comparing files, see also ttiéflib module.

Thefilecmp  module defines the following functions:

cmp( f1, 2, [shallow)
Compare the files namédt andf2, returningTrue if they seem equakalse otherwise.

Unlessshallowis given and is false, files with identicas.stat() signatures are taken to be equal.

Files that were compared using this function will not be compared again unlessstirt() signature
changes.

Note that no external programs are called from this function, giving it portability and efficiency.

cmpfiles (. dirl, dir2, common, [shallow)]
Compare the files in the two directoridsl anddir2 whose names are given bpmmon

Returns three lists of file namestatch mismatcherrors. matchcontains the list of files that matchismatch
contains the names of those that don’t, @nrs lists the names of files which could not be compared. Files
are listed inerrors if they don’t exist in one of the directories, the user lacks permission to read them or if the
comparison could not be done for some other reason.

Theshallowparameter has the same meaning and default value &gfonp.cmp()

For examplecmpfiles(a’, 'b’, ['c’, 'd/e’]) will comparea/c with b/c anda/d/e with
b/d/e .’c’ and’'d/e’ will each be in one of the three returned lists.

Example:

>>> import filecmp

>>> fileemp . cmp(’ undoc.rst ', 'undoc.rst )

True

>>> fileemp . cmp(’ undoc.rst ', "index.ast ")

False

11.5.1 The dircmp class

dircmp instances are built using this constructor:
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classdircmp ( a, b, [ignore, [hide]])
Construct a new directory comparison object, to compare the direc@es b. ignoreis a list of names
to ignore, and defaults tpRCS’, 'CVS’, ’tags’] . hideis a list of names to hide, and defaults to
[os.curdir, os.pardir]

Thedircmp class provides the following methods:

report ()
Print (tosys.stdout ) a comparison betweemandb.

report_partial_closure 0
Print a comparison betweerandb and common immediate subdirectories.

report_full_closure 0
Print a comparison betweerandb and common subdirectories (recursively).

Thedircmp offers a number of interesting attributes that may be used to get various bits of information about
the directory trees being compared.

Note that via__getattr () hooks, all attributes are computed lazily, so there is no speed penalty if only
those attributes which are lightweight to compute are used.
left_list

Files and subdirectories m filtered byhide andignore

right_list
Files and subdirectories I filtered byhide andignore

common
Files and subdirectories in bo#andb.

left_only
Files and subdirectories only &

right_only
Files and subdirectories only lm

common_dirs
Subdirectories in both andb.

common_files
Files in botha andb

common_funny
Names in botla andb, such that the type differs between the directories, or names for whishat()
reports an error.

same_files
Files which are identical in bothandb.
diff_files
Files which are in botta andb, whose contents differ.

funny_files
Files which are in botla andb, but could not be compared.

subdirs
A dictionary mapping names itcommon_dirs todircmp objects.
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11.6 tempfile = — Generate temporary files and directories

This module generates temporary files and directories. It works on all supported platforms.

In version 2.3 of Python, this module was overhauled for enhanced security. It now provides three new functions,
NamedTemporaryFile()  , mkstemp() , andmkdtemp() , which should eliminate all remaining need to use the
insecuremktemp() function. Temporary file names created by this module no longer contain the process ID; instead
a string of six random characters is used.

Also, all the user-callable functions now take additional arguments which allow direct control over the location and
name of temporary files. It is no longer necessary to use the gtebgidir andtemplatevariables. To maintain
backward compatibility, the argument order is somewhat odd; it is recommended to use keyword arguments for clarity.

The module defines the following user-callable functions:

TemporaryFile  ([mode="w+b’, [bufsize=-1, [suffix=", [prefix="tmp’, [dir=None]]]]] )
Return a file-like object that can be used as a temporary storage area. The file is createdkasingp() .
It will be destroyed as soon as it is closed (including an implicit close when the object is garbage collected).
Under Unix, the directory entry for the file is removed immediately after the file is created. Other platforms do
not support this; your code should not rely on a temporary file created using this function having or not having
a visible name in the file system.

The modeparameter defaults tav+b’ so that the file created can be read and written without being closed.
Binary mode is used so that it behaves consistently on all platforms without regard for the data that is stored.
bufsizedefaults to-1 , meaning that the operating system default is used.

Thedir, prefixandsuffixparameters are passeduéstemp() .

The returned object is a true file object on POSIX platforms. On other platforms, it is a file-like object whose
file  attribute is the underlying true file object. This file-like object can be usedhiitha statement, just like
a normal file.

NamedTemporaryFile ( [mode="w+b’, [bufsize=-1, [suffix=", [prefix="tmp’, [dir=None, [delete=True]]]l]] )
This function operates exactly @asmporaryFile() does, except that the file is guaranteed to have a visible
name in the file system (on Unix, the directory entry is not unlinked). That name can be retrieved from the
name member of the file object. Whether the name can be used to open the file a second time, while the named
temporary file is still open, varies across platforms (it can be so used on Unix; it cannot on Windows NT or
later). If deleteis true (the default), the file is deleted as soon as it is closed.

The returned object is always a file-like object whdig® attribute is the underlying true file object. This
file-like object can be used inwaith statement, just like a normal file. New in version 2.3.New in version 2.6:
Thedeleteparameter.

SpooledTemporaryFile ( [max_size=0, [mode="w+b’, [bufsize=-1, [suffix=", [prefix="tmp’, [dir=None]]ll]])
This function operates exactly &gmporaryFile() does, except that data is spooled in memory until the
file size exceedsax_sizeor until the file'sfileno() method is called, at which point the contents are written
to disk and operation proceeds as witbmporaryFile()

The resulting file has one additional methoal|over() , which causes the file to roll over to an on-disk file
regardless of its size.

The returned object is a file-like object whod#de  attribute is either &tringlO  object or a true file object,
depending on whethepllover() has been called. This file-like object can be used wita statement,
just like a normal file. New in version 2.6.

mkstemp ( [suffix=", [prefix="tmp’, [dir=None, [text=False]]]] )
Creates a temporary file in the most secure manner possible. There are no race conditions in the file’s creation,
assuming that the platform properly implementsahed EXCL flag foros.open() . Thefile is readable and
writable only by the creating user ID. If the platform uses permission bits to indicate whether a file is executable,
the file is executable by no one. The file descriptor is not inherited by child processes.
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Unlike TemporaryFile() , the user ofnkstemp() is responsible for deleting the temporary file when done
with it.

If suffixis specified, the file name will end with that suffix, otherwise there will be no suffikstemp() does
not put a dot between the file name and the suffix; if you need one, put it at the beginsimigjof
If prefixis specified, the file name will begin with that prefix; otherwise, a default prefix is used.

If dir is specified, the file will be created in that directory; otherwise, a default directory is used. The default di-
rectory is chosen from a platform-dependent list, but the user of the application can control the directory location
by setting theTMPDIR, TEMP or TMP environment variables. There is thus no guarantee that the generated
filename will have any nice properties, such as not requiring quoting when passed to external commands via
os.popen()

If textis specified, it indicates whether to open the file in binary mode (the default) or text mode. On some
platforms, this makes no difference.

mkstemp() returns a tuple containing an OS-level handle to an open file (as would be returned by
os.open() ) and the absolute pathname of that file, in that order. New in version 2.3.

mkdtemp ( [suffix=", [prefix="tmp’, [dir=None]]] )
Creates a temporary directory in the most secure manner possible. There are no race conditions in the directory’s
creation. The directory is readable, writable, and searchable only by the creating user ID.

The user ofmkdtemp() is responsible for deleting the temporary directory and its contents when done with it.
Theprefix suffix anddir arguments are the same asfiokstemp() .
mkdtemp() returns the absolute pathname of the new directory. New in version 2.3.

mktemp( [suffix=", [prefix="tmp’, [dir=None]]] )
Deprecated since version 2.3: Uséstemp() instead. Return an absolute pathname of a file that did not exist
at the time the call is made. Tipeefix suffix anddir arguments are the same asfiokstemp() .

Warning: Use of this function may introduce a security hole in your program. By the time you get around
to doing anything with the file name it returns, someone else may have beaten you to thenpkirchp()

usage can be replaced easily withmedTemporaryFile()  , passing itthelelete=False = parameter:
>>> f = NamedTemporaryFile(delete =False )
>>> f

<open file '<fdopen>’, mode 'w+b’ at 0x384698>

>>> f . name
'Ivar/folders/5q/59TPn6xg2RaWgk+1Ytw3-U+++TI/-Tmp-/tmpG7V1Y0D’
>>> f, write( "Hello World!  \n™)

>>> f . close()

>>> 0s. unlink(f . name)
>>> 0s. path . exists(f . name)
False

The module uses two global variables that tell it how to construct a temporary name. They are initialized at the first
call to any of the functions above. The caller may change them, but this is discouraged; use the appropriate function
arguments, instead.

tempdir
When set to a value other thaone, this variable defines the default value for tie argument to all the
functions defined in this module.

If tempdir is unset orNone at any call to any of the above functions, Python searches a standard list of
directories and setempdirto the first one which the calling user can create files in. The list is:

1.The directory named by thEMPDIR environment variable.
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2.The directory named by thHEEMP environment variable.
3.The directory named by tHEMP environment variable.
4 A platform-specific location:
*On RiscOS, the directory named by tWémp$ScrapDir environment variable.
*On Windows, the directorieS\TEMP , CATMP ,\TEMP, and\TMP, in that order.
*On all other platforms, the directoriésnp , /var/tmp , and/usr/tmp , in that order.
5.As a last resort, the current working directory.

gettempdir ()
Return the directory currently selected to create temporary filestiamipdir  is notNone, this simply returns
its contents; otherwise, the search described above is performed, and the result returned. New in version 2.3.

template
Deprecated since version 2.0: Usettempprefix() instead. When set to a value other thdone, this
variable defines the prefix of the final component of the filenames returnecktymp() . A string of six
random letters and digits is appended to the prefix to make the filename unique. The default prafix is

Older versions of this module used to require tiemiplate be set taNone after a call toos.fork()  ; this
has not been necessary since version 1.5.2.

gettempprefix ()
Return the filename prefix used to create temporary files. This does not contain the directory component. Using
this function is preferred over reading ttemplatevariable directly. New in version 1.5.2.

11.7 glob — Unix style pathname pattern expansion

Theglob module finds all the pathnames matching a specified pattern according to the rules used by the Unix shell.
No tilde expansion is done, btif ?, and character ranges expressed W{ittwill be correctly matched. This is done by

using theos.listdir() andfnmatch.fnmatch() functions in concert, and not by actually invoking a subshell.

(For tilde and shell variable expansion, usepath.expanduser() andos.path.expandvars() )

glob ( pathnamég
Return a possibly-empty list of path names that matathname which must be a string containing a path
specification.pathnamecan be either absolute (likasr/src/Python-1.5/Makefile ) or relative (like
.[..[Tools/*I*.gif ), and can contain shell-style wildcards. Broken symlinks are included in the results
(as in the shell).

iglob (' pathnamg
Return anterator which yields the same values g®b()  without actually storing them all simultaneously.
New in version 2.5.

For example, consider a directory containing only the following filegif , 2.txt , andcard.gif . glob()
will produce the following results. Notice how any leading components of the path are preserved.

>>> jmport  glob

>>> glob . glob( ' ./[0-9].* ")
[./1.gif, ".J2.txt]

>>> glob . glob( " *.gif ")
[1.gif", 'card.gif’]

>>> glob . glob( " ?.gif ")
[1.gif]

See Also:
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Module fnmatch  Shell-style filename (not path) expansion

11.8 fnmatch — Unix filename pattern matching

This module provides support for Unix shell-style wildcards, whichrextdthe same as regular expressions (which are
documented in thee module). The special characters used in shell-style wildcards are:

Pattern Meaning

* matches everything

? matches any single character
[seq] matches any character seq
['seq] matches any character notseq

Note that the filename separatdf ( on Unix) is not special to this module. See modu®b for pathname ex-
pansion ¢lob usesfnmatch() to match pathname segments). Similarly, filenames starting with a period are not
special for this module, and are matched by*hend? patterns.

fnmatch ( filename, pattern
Test whether thélenamestring matches thpatternstring, returningirue or False . If the operating system
is case-insensitive, then both parameters will be normalized to all lower- or upper-case before the comparison is
performedfnmatchcase()  can be used to perform a case-sensitive comparison, regardless of whether that's
standard for the operating system.

This example will print all file names in the current directory with the extengidn :

import  fnmatch

import  os
for file in os. listdir( R
if  famatch . fnmatch( file , " *txt )
print  file

fnmatchcase ( filename, pattern
Test whethefilenamematchegattern returningTrue or False ; the comparison is case-sensitive.

filter  ( names, pattem
Return the subset of the list sfamesthat matchpattern It is the same agn for n in names if
fnmatch(n, pattern)] , but implemented more efficiently. New in version 2.2.

translate  ( pattern
Return the shell-stylpatternconverted to a regular expression.

Example:

>>> jmport fnmatch , re

>>>
>>> regex = fnmatch . translate( TRixt )
>>> regex

mA\ XS

>>> reobj = re.compile(regex)

>>> reobj . match( ' foobar.txt )

< _sre.SRE_Match object at 0x...>

See Also:

Module glob  Unix shell-style path expansion.
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11.9 linecache = — Random access to text lines

Thelinecache  module allows one to get any line from any file, while attempting to optimize internally, using a
cache, the common case where many lines are read from a single file. This is usedrbgd¢hack module to
retrieve source lines for inclusion in the formatted traceback.

Thelinecache  module defines the following functions:

getline ( filename, lineno, [module_globa)s]
Get linelineno from file namedfilename This function will never throw an exception — it will retufnon
errors (the terminating newline character will be included for lines that are found). If a file rdereimeis
not found, the function will look for it in the module search patlis.path , after first checking for #EP
302__loader__  in module_globalsin case the module was imported from a zipfile or other non-filesystem
import source. New in version 2.5: Tineodule_globalparameter was added.

clearcache ()
Clear the cache. Use this function if you no longer need lines from files previously readyesing()

checkcache ( [filename)
Check the cache for validity. Use this function if files in the cache may have changed on disk, and you require
the updated version. filenameis omitted, it will check all the entries in the cache.

Example:

>>> import linecache
>>> linecache . getline( ' /etc/passwd ', 4)
'sys:x:3:3:sys:/dev:/bin/sh\n’

11.10 shutil — High-level file operations

Theshutil  module offers a number of high-level operations on files and collections of files. In particular, functions
are provided which support file copying and removal. For operations on individual files, see alsorttuelule.

Warning: Even the higher-level file copying functionsofpy() , copy2() ) can’t copy all file metadata.
On POSIX platforms, this means that file owner and group are lost as well as ACLs. On Mac OS, the rgsource
fork and other metadata are not used. This means that resources will be lost and file type and creator cpdes will
not be correct. On Windows, file owners, ACLs and alternate data streams are not copied.

copyfileobj (fsrc, fdst, [length]
Copy the contents of the file-like objefstrc to the file-like objecfdst The integetength if given, is the buffer
size. In particular, a negativengthvalue means to copy the data without looping over the source data in chunks;
by default the data is read in chunks to avoid uncontrolled memory consumption. Note that if the current file
position of thefsrc object is not 0, only the contents from the current file position to the end of the file will be
copied.

copyfile  ('src, ds)
Copy the contents (no metadata) of the file narsedo a file namedist dstmust be the complete target file
name; look atopy() for a copy that accepts a target directory pattsréfanddstare the same filegrror
is raised. The destination location must be writable; otherwiséD&mror exception will be raised. Iéist
already exists, it will be replaced. Special files such as character or block devices and pipes cannot be copied
with this function.src anddstare path names given as strings.

copymode ( src, ds}
Copy the permission bits frorsrc to dst The file contents, owner, and group are unaffeced.anddstare
path names given as strings.
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copystat ( src, ds)
Copy the permission bits, last access time, last modification time, and flagsfedmdst The file contents,
owner, and group are unaffectesic anddstare path names given as strings.

copy ( src, ds)
Copy the filesrcto the file or directoryst If dstis a directory, a file with the same basenamsrass created (or
overwritten) in the directory specified. Permission bits are cogsxhnddstare path names given as strings.

copy?2 ( src, ds)
Similar tocopy() , but metadata is copied as well — in fact, this is juspy() followed by copystat()
This is similar to the Unix commanch -p.

ignore_patterns ( *patterng
This factory function creates a function that can be used as a callabtefgiree() ‘s ignore argument,
ignoring files and directories that match one of the glob-gtgternsprovided. See the example below. New
in version 2.6.

copytree ( src, dst, [symlinks=False, [ignore=Nong)]]
Recursively copy an entire directory tree rootedrat The destination directory, named &gt must not already
exist; it will be created as well as missing parent directories. Permissions and times of directories are copied
with copystat() , individual files are copied usingppy2()

If symlinkds true, symbolic links in the source tree are represented as symbolic links in the new tree; if false or
omitted, the contents of the linked files are copied to the new tree.

If ignore is given, it must be a callable that will receive as its arguments the directory being visited by
copytree() , and a list of its contents, as returned dy.listdir() . Sincecopytree() is called
recursively, thagnore callable will be called once for each directory that is copied. The callable must return

a sequence of directory and file names relative to the current directory (i.e. a subset of the items in its second
argument); these names will then be ignored in the copy processe patterns() can be used to create

such a callable that ignores names based on glob-style patterns.

If exception(s) occur, akrror is raised with a list of reasons.

The source code for this should be considered an example rather than the ultimate tool. Changed in version 2.3:
Error is raised if any exceptions occur during copying, rather than printing a message.Changed in version 2.5:
Create intermediate directories needed to crdaterather than raising an error. Copy permissions and times

of directories usingopystat()  .Changed in version 2.6: Added tignoreargument to be able to influence

what is being copied.

rmtree ( path, [ignore_errors, [onerror])
Delete an entire directory treggath must point to a directory (but not a symbolic link to a directory). If
ignore_errorsis true, errors resulting from failed removals will be ignored; if false or omitted, such errors are
handled by calling a handler specified dayerror or, if that is omitted, they raise an exception.

If onerror is provided, it must be a callable that accepts three paramefarstion path and excinfa
The first parameterfunction is the function which raised the exception; it will bbe.path.islink() ,

os.listdir() , os.remove() or os.rmdir() . The second parametepath, will be the path
name passed tdunction The third parametergxcinfq will be the exception information return by
sys.exc_info() . Exceptions raised bgnerror will not be caught. Changed in version 2.6: Explicitly

check forpathbeing a symbolic link and raiseSError in that case.

move( src, ds)
Recursively move a file or directory to another location.

If the destination is on the current filesystem, then simply use rename. Otherwise, copy sm(witk) )to
the dst and then remove src. New in version 2.3.

exceptionError
This exception collects exceptions that raised during a multi-file operationcdggttree() , the exception
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argument is a list of 3-tuplesicnamedstnameexceptiof. New in version 2.3.

11.10.1 Example

This example is the implementation of thepytree()  function, described above, with the docstring omitted. It
demonstrates many of the other functions provided by this module.

def copytree (src, dst, symlinks =False , ignore =None):
names = o0s. listdir(src)
if ignore is not None:
ignored_names = ignore(src, names)
else :
ignored_names = set()

0s. makedirs(dst)
errors = ]
for name in names:
if name in ignored_names:
continue
srcname = 0s. path . join(src, name)
dstname 0s. path . join(dst, name)
try :
if symlinks and os. path . islink(srcname):
linkto = 0s. readlink(srcname)
os. symlink(linkto, dstname)
elif  os. path . isdir(srcname):
copytree(srcname, dstname, symlinks, ignore)
else :
copy2(srcname, dstname)
# XXX What about devices, sockets etc.?
except (IOError , os . error), why:
errors . append((srcname, dstname, str (why)))
# catch the Error from the recursive copytree so that we can
# continue with other files
except Error, err:
errors . extend(err . args[ 0])

try
copystat(src, dst)
except WindowsError:
# can't copy file access times on Windows

pass
except OSError , why:

errors . extend((src, dst, str - (why)))
if errors:

raise  Error(errors)

Another example that uses thgnore patterns() helper:
from shutil import  copytree, ignore_patterns
copytree(source, destination, ignore =ignore_patterns( “*pyc ', tmp*’))

This will copy everything exceppyc files and files or directories whose name starts witp .

Another example that uses tlgmnoreargument to add a logging call:
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from shutil import  copytree
import  logging

def _logpath (path, names):

logging . info( ’ Working in ;% path)
return ] # nothing will be ignored
copytree(source, destination, ignore =_logpath)

11.11 dircache — Cached directory listings

Deprecated since version 2.6: Tdecache module has been removed in Python 3.0. Theache module
defines a function for reading directory listing using a cache, and cache invalidation usingrttesf the directory.
Additionally, it defines a function to annotate directories by appending a slash.

Thedircache module defines the following functions:

reset ()
Resets the directory cache.

listdir ( path)
Return a directory listing gbath as gotten fronwos.listdir() . Note that unlespathchanges, further call
to listdir() will not re-read the directory structure.

Note that the list returned should be regarded as read-only. (Perhaps a future version should change it to return
atuple?)

opendir ( path
Same asistdir() . Defined for backwards compatibility.

annotate ( head, lis}
Assumelist is a list of paths relative thhead and append, in place,’s to each path which points to a
directory.

>>> jmport dircache

>>> a = dircache . listdir( ")
>>> a = a[:] # Copy the return value so we can change 'a’
>>> a

[bin’, ’boot’, 'cdrom’, 'dev’, ’etc’, 'floppy’, ’home’, ’initrd’, ’lib’, ’lost+
found’, 'mnt’, 'proc’, 'root’, 'shin’, 'tmp’, 'usr, 'var, 'vmlinuz’]

>>> dircache .annotate( '/', a)

>>> q

[bin/’, ’boot/, 'cdrom/’, 'dev/, ’etc/’, 'floppy/’, 'home/’, ’initrd/’, 'lib/
', 'lost+found/’, 'mnt/’, ’proc/’, 'root/’, ’sbin/’, 'tmp/’, 'usr/, 'var/’, 'vm
linuz’]

11.12 macpath — Mac OS 9 path manipulation functions

This module is the Mac OS 9 (and earlier) implementation ofahg@ath  module. It can be used to manipulate
old-style Macintosh pathnames on Mac OS X (or any other platform).

The following functions are available in this modulenormcase() , normpath() , isabs() , join() ,
split() , isdir() , isfile() ,walk() ,exists() . For other functions available ivs.path dummy coun-
terparts are available.
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See Also:
SectionFile Objects A description of Python’s built-in file objects.

Module os Operating system interfaces, including functions to work with files at a lower level than the built-in file
object.
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CHAPTER

TWELVE

DATA PERSISTENCE

The modules described in this chapter support storing Python data in a persistent form on digkcklehe and

marshal modules can turn many Python data types into a stream of bytes and then recreate the objects from the
bytes. The various DBM-related modules support a family of hash-based file formats that store a mapping of strings
to other strings. Thésddb module also provides such disk-based string-to-string mappings based on hashing, and
also supports B-Tree and record-based formats.

The list of modules described in this chapter is:

12.1 pickle — Python object serialization

Thepickle module implements a fundamental, but powerful algorithm for serializing and de-serializing a Python
object structure. “Pickling” is the process whereby a Python object hierarchy is converted into a byte stream, and
“unpickling” is the inverse operation, whereby a byte stream is converted back into an object hierarchy. Pickling (and
unpickling) is alternatively known as “serialization”, “marshallinggr “flattening”, however, to avoid confusion, the
terms used here are “pickling” and “unpickling”.

This documentation describes both thiekle  module and thePickle module.

12.1.1 Relationship to other Python modules

Thepickle module has an optimized cousin called tiéckle module. As its name impliesPickle is written

in C, so it can be up to 1000 times faster tipackle . However it does not support subclassing of fhekler()
andUnpickler() classes, because @ickle these are functions, not classes. Most applications have no need
for this functionality, and can benefit from the improved performanagRadkle . Other than that, the interfaces of

the two modules are nearly identical;, the common interface is described in this manual and differences are pointed
out where necessary. In the following discussions, we use the term “pickle” to collectively descrnitiekthe and

cPickle  modules.

The data streams the two modules produce are guaranteed to be interchangeable.

Python has a more primitive serialization module caltedrshal , but in generapickle should always be the
preferred way to serialize Python objeatsarshal exists primarily to support Python!pyc files.

Thepickle module differs frommarshal several significant ways:

» Thepickle module keeps track of the objects it has already serialized, so that later references to the same
object won't be serialized agaimarshal doesn’t do this.

This has implications both for recursive objects and object sharing. Recursive objects are objects that contain
references to themselves. These are not handled by marshal, and in fact, attempting to marshal recursive objects

1 Don't confuse this with thenarshal module
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will crash your Python interpreter. Object sharing happens when there are multiple references to the same object
in different places in the object hierarchy being serializédkle stores such objects only once, and ensures

that all other references point to the master copy. Shared objects remain shared, which can be very important
for mutable objects.

« marshal cannot be used to serialize user-defined classes and their instandéds. can save and restore
class instances transparently, however the class definition must be importable and live in the same module as
when the object was stored.

» Themarshal serialization format is not guaranteed to be portable across Python versions. Because its primary
jobin life is to supportpyc files, the Python implementers reserve the right to change the serialization format
in non-backwards compatible ways should the need arisepith®e  serialization format is guaranteed to be
backwards compatible across Python releases.

Warning: Thepickle module is not intended to be secure against erroneous or maliciously constructedl data.
Never unpickle data received from an untrusted or unauthenticated source.

Note that serialization is a more primitive notion than persistence; althpugle reads and writes file objects, it

does not handle the issue of haming persistent objects, nor the (even more complicated) issue of concurrent access
to persistent objects. Theckle module can transform a complex object into a byte stream and it can transform

the byte stream into an object with the same internal structure. Perhaps the most obvious thing to do with these byte
streams is to write them onto a file, but it is also conceivable to send them across a network or store them in a database.
The moduleshelve provides a simple interface to pickle and unpickle objects on DBM-style database files.

12.1.2 Data stream format

The data format used lyickle is Python-specific. This has the advantage that there are no restrictions imposed by
external standards such as XDR (which can't represent pointer sharing); however it means that non-Python programs
may not be able to reconstruct pickled Python objects.

By default, thepickle data format uses a printable ASCII representation. This is slightly more voluminous than a
binary representation. The big advantage of using printable ASCII (and of some other characterjstikiof ‘'s
representation) is that for debugging or recovery purposes it is possible for a human to read the pickled file with a
standard text editor.

There are currently 3 different protocols which can be used for pickling.
* Protocol version 0 is the original ASCII protocol and is backwards compatible with earlier versions of Python.
 Protocol version 1 is the old binary format which is also compatible with earlier versions of Python.
« Protocol version 2 was introduced in Python 2.3. It provides much more efficient picklimgottyle class.

Refer toPEP 307for more information.

If a protocolis not specified, protocol 0 is used.pifotocolis specified as a negative valuetlGHEST _PROTOCQL
the highest protocol version available will be used. Changed in version 2.3: Introducpobtbeol parameter. A
binary format, which is slightly more efficient, can be chosen by specifyipgtcolversion >= 1.

12.1.3 Usage

To serialize an object hierarchy, you first create a pickler, then you call the picklerip() method. To de-serialize
a data stream, you first create an unpickler, then you call the unpickiex)) method. Thepickle module
provides the following constant:

HIGHEST_PROTOCOL
The highest protocol version available. This value can be passeprataolvalue. New in version 2.3.
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Note: Be sure to always open pickle files created with protocols >= 1 in binary mode. For the old ASCIlI-based pickle
protocol 0 you can use either text mode or binary mode as long as you stay consistent.

A pickle file written with protocol 0 in binary mode will contain lone linefeeds as line terminators and therefore will
look “funny” when viewed in Notepad or other editors which do not support this format.

Thepickle module provides the following functions to make the pickling process more convenient:

dump( obj, file, [protocol])
Write a pickled representation abj to the open file objecfile. This is equivalent tdPickler(file,
protocol).dump(obj)

If the protocol parameter is omitted, protocol 0 is used. pifotocol is specified as a negative value or
HIGHEST _PROTOCQIthe highest protocol version will be used. Changed in version 2.3: Introduced the
protocol parameterfile must have avrite()  method that accepts a single string argument. It can thus be a
file object opened for writing, &tringlO  object, or any other custom object that meets this interface.

load (file)
Read a string from the open file objdite and interpret it as a pickle data stream, reconstructing and returning
the original object hierarchy. This is equivalentiapickler(file).load()

file must have two methodsraad() method that takes an integer argument, arebaline() method that
requires no arguments. Both methods should return a string. fildean be a file object opened for reading, a
StringlO  object, or any other custom object that meets this interface.

This function automatically determines whether the data stream was written in binary mode or not.

dumps( obj, [protocol])
Return the pickled representation of the object as a string, instead of writing it to a file.

If the protocol parameter is omitted, protocol 0 is used. pifotocol is specified as a negative value or
HIGHEST_PROTOCQLlhe highest protocol version will be used. Changed in version 2.3:pfdtecol pa-
rameter was added.

loads ( string)
Read a pickled object hierarchy from a string. Characters in the string past the pickled object’s representation
are ignored.

Thepickle module also defines three exceptions:

exceptionPickleError
A common base class for the other exceptions defined below. This inheritéfroaption

exceptionPicklingError
This exception is raised when an unpicklable object is passed thithe() method.

exceptionUnpicklingError
This exception is raised when there is a problem unpickling an object. Note that other exceptions may
also be raised during unpickling, including (but not necessarily limited\tt)buteError , EOFError
ImportError , andIndexError

Thepickle module also exports two callablésPickler — andUnpickler

classPickler (file, [protocol])
This takes a file-like object to which it will write a pickle data stream.

If the protocol parameter is omitted, protocol 0 is used. pifotocol is specified as a negative value or
HIGHEST _PROTOCQIthe highest protocol version will be used. Changed in version 2.3: Introduced the

2 In thepickle module these callables are classes, which you could subclass to customize the behavior. Howewe®,dilthe module
these callables are factory functions and so cannot be subclassed. One common reason to subclass is to control what objects can actually be
unpickled. See sectioBubclassing Unpicklefer more details.
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protocol parameterfile must have avrite()  method that accepts a single string argument. It can thus be an
open file object, &tringlO  object, or any other custom object that meets this interface.

Pickler  objects define one (or two) public methods:

dump( obj)
Write a pickled representation obj to the open file object given in the constructor. Either the binary or
ASCII format will be used, depending on the value of gietocolargument passed to the constructor.

clear_memo ()
Clears the pickler's “memo”. The memo is the data structure that remembers which objects the pickler
has already seen, so that shared or recursive objects pickled by reference and not by value. This method is
useful when re-using picklers.

Note: Prior to Python 2.3¢lear_memo() was only available on the picklers createdd®ickle . In
thepickle module, picklers have an instance variable caffeemowhich is a Python dictionary. So to
clear the memo for pickle  module pickler, you could do the following:

mypickler . memo clear()

Code that does not need to support older versions of Python should simglieasememo()

It is possible to make multiple calls to tlteimp() method of the sam®ickler  instance. These must then be
matched to the same number of calls toltheed() method of the correspondingnpickler  instance. If the same
object is pickled by multiplelump() calls, theload() — will all yield references to the same objeét.

Unpickler  objects are defined as:

classUnpickler  (file)
This takes a file-like object from which it will read a pickle data stream. This class automatically determines
whether the data stream was written in binary mode or not, so it does not need a flag & dhlthe factory.

file must have two methodsraad() method that takes an integer argument, arebaline() method that
requires no arguments. Both methods should return a string. filagan be a file object opened for reading, a
StringlO  object, or any other custom object that meets this interface.

Unpickler  objects have one (or two) public methods:

load ()
Read a pickled object representation from the open file object given in the constructor, and return the
reconstituted object hierarchy specified therein.

This method automatically determines whether the data stream was written in binary mode or not.

noload ()
This is just likeload() except that it doesn't actually create any objects. This is useful primarily for
finding what's called “persistent ids” that may be referenced in a pickle data stream. See $é&etion
pickle protocolbelow for more details.

Note: the noload() method is currently only available odnpickler  objects created with the
cPickle  module.pickle moduleUnpickler s do not have theoload() method.

12.1.4 What can be pickled and unpickled?

The following types can be pickled:

3 Warning this is intended for pickling multiple objects without intervening modifications to the objects or their parts. If you modify an object
and then pickle it again using the safiekler instance, the object is not pickled again — a reference to it is pickled andrpikler
will return the old value, not the modified one. There are two problems here: (1) detecting changes, and (2) marshalling a minimal set of changes.
Garbage Collection may also become a problem here.
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* None, True , andFalse

* integers, long integers, floating point numbers, complex numbers

» normal and Unicode strings

« tuples, lists, sets, and dictionaries containing only picklable objects
« functions defined at the top level of a module

* built-in functions defined at the top level of a module

« classes that are defined at the top level of a module

« instances of such classes whoselict ~ or__ setstate () is picklable (see sectiorhe pickle protocol
for details)
Attempts to pickle unpicklable objects will raise tRecklingError exception; when this happens, an unspecified

number of bytes may have already been written to the underlying file. Trying to pickle a highly recursive data structure
may exceed the maximum recursion deptRentimeError  will be raised in this case. You can carefully raise this
limit with sys.setrecursionlimit()

Note that functions (built-in and user-defined) are pickled by “fully qualified” name reference, not by value. This
means that only the function name is pickled, along with the name of module the function is defined in. Neither the
function’s code, nor any of its function attributes are pickled. Thus the defining module must be importable in the
unpickling environment, and the module must contain the named object, otherwise an exception will bé raised.

Similarly, classes are pickled by named reference, so the same restrictions in the unpickling environment apply. Note
that none of the class’s code or data is pickled, so in the following example the class attibutés not restored in
the unpickling environment:

class Foo:
attr = ' a class attr

picklestring = pickle . dumps(Foo)
These restrictions are why picklable functions and classes must be defined in the top level of a module.

Similarly, when class instances are pickled, their class’s code and data are not pickled along with them. Only the
instance data are pickled. This is done on purpose, so you can fix bugs in a class or add methods to the class and still
load objects that were created with an earlier version of the class. If you plan to have long-lived objects that will see
many versions of a class, it may be worthwhile to put a version number in the objects so that suitable conversions can
be made by the class’s setstate () method.

12.1.5 The pickle protocol

This section describes the “pickling protocol” that defines the interface between the pickler/unpickler and the objects
that are being serialized. This protocol provides a standard way for you to define, customize, and control how your
objects are serialized and de-serialized. The description in this section doesn’t cover specific customizations that
you can employ to make the unpickling environment slightly safer from untrusted pickle data streams; see section
Subclassing Unpicklefor more details.

Pickling and unpickling normal class instances

__getinitargs__ 0
When a pickled class instance is unpickled, itsnit_ () method is normallynot invoked. If it is
desirable that the init_ () method be called on unpickling, an old-style class can define a method
4 The exception raised will likely be amportError  or anAttributeError but it could be something else.
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__getinitargs__ () , which should return &uple containing the arguments to be passed to the class con-
structor (_init_ () for example). The getinitargs_ () method is called at pickle time; the tuple
it returns is incorporated in the pickle for the instance.

__getnewargs_ ()
New-style types can provide a getnewargs__ () method that is used for protocol 2. Implementing this
method is needed if the type establishes some internal invariants when the instance is created, or if the memory
allocation is affected by the values passed to theew_ () method for the type (as it is for tuples and strings).
Instances of aew-style clas€ are created using

obj = C. _new_ (C, *args)

where args is the result of calling getnewargs () on the original object; if there is no
__getnewargs__ () , an empty tuple is assumed.
__getstate_ ()
Classes can further influence how their instances are pickled; if the class defines the method
__getstate_ () , it is called and the return state is pickled as the contents for the instance, instead of
the contents of the instance’s dictionary. If there is ngetstate () method, the instance’s dict__
is pickled.
__setstate ()
Upon unpickling, if the class also defines the methodetstate () , itis called with the unpickled state.
S If there is no__setstate () method, the pickled state must be a dictionary and its items are assigned
to the new instance’s dictionary. If a class defines bothetstate () and__setstate () , the state
object needn't be a dictionary and these methods can do what theySwant.
Note: Fornew-style class, if getstate () returns a false value, the setstate () method will
not be called.
Note: At unpickling time, some methods like getattr () ,__Qgetattribute_ () ,or__setattr ()
may be called upon the instance. In case those methods rely on some internal invariant being true, the type should im-
plement either getinitargs__ () or__getnewargs_ () to establish such an invariant; otherwise, neither

__new_ () nor__init_ () will be called.

Pickling and unpickling extension types

__reduce__ ()
When thePickler  encounters an object of a type it knows nothing about — such as an extension type
— it looks in two places for a hint of how to pickle it. One alternative is for the object to implement a
__reduce_ () method. If provided, at pickling time reduce ()  will be called with no arguments,
and it must return either a string or a tuple.

If a string is returned, it names a global variable whose contents are pickled as normal. The string returned
by reduce () should be the object’s local name relative to its module; the pickle module searches the
module namespace to determine the object’s module.

When a tuple is returned, it must be between two and five elements long. Optional elements can either be
omitted, orNone can be provided as their value. The contents of this tuple are pickled as normal and used to
reconstruct the object at unpickling time. The semantics of each element are:

*A callable object that will be called to create the initial version of the object. The next element of the tuple
will provide arguments for this callable, and later elements provide additional state information that will
subsequently be used to fully reconstruct the pickled data.

5 These methods can also be used to implement copying class instances.
6 This protocol is also used by the shallow and deep copying operations definectimpthanodule.
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In the unpickling environment this object must be either a class, a callable registered as a “safe constructor”
(see below), or it must have an attributesafe for_unpickling__ with a true value. Otherwise,

an UnpicklingError will be raised in the unpickling environment. Note that as usual, the callable
itself is pickled by name.

*A tuple of arguments for the callable object. Changed in version 2.5: Formerly, this argument could also
beNone.

*Optionally, the object’s state, which will be passed to the object'setstate () method as de-
scribed in sectiofickling and unpickling normal class instancdfthe object has no_setstate ()
method, then, as above, the value must be a dictionary and it will be added to the objdatts

*Optionally, an iterator (and not a sequence) yielding successive list items. These list items will be pickled,
and appended to the object using eitbbj.append(item) or obj.extend(list_of items)

This is primarily used for list subclasses, but may be used by other classes as long as tlagpbadf)
andextend() methods with the appropriate signature. (Whetlygpend() or extend() is used
depends on which pickle protocol version is used as well as the number of items to append, so both must
be supported.)

*Optionally, an iterator (not a sequence) yielding successive dictionary items, which should be tuples of
the form(key, value) . These items will be pickled and stored to the object usibfjkey] =

value . This is primarily used for dictionary subclasses, but may be used by other classes as long as they
implement__setitem__ ()

__reduce_ex__( protoco)
It is sometimes useful to know the protocol version when implementingduce () . This can be done
by implementing a method namedreduce_ex_ ()  instead of reduce_ () ._ reduce_ex_ () ,
when it exists, is called in preference overeduce ()  (you may still provide reduce_ ()  for back-
wards compatibility). The reduce_ex_ () method will be called with a single integer argument, the
protocol version.

Theobject class implements both reduce_ () and__reduce_ex_ () ; however, if a subclass over-
rides_ reduce () butnot reduce ex () ,the_ reduce ex_ () implementation detects this
and calls__reduce_ ()

An alternative to implementing a reduce_ () method on the object to be pickled, is to register the callable with
thecopy reg module. This module provides a way for programs to register “reduction functions” and constructors
for user-defined types. Reduction functions have the same semantics and interface asdhee ()  method
described above, except that they are called with a single argument, the object to be pickled.

The registered constructor is deemed a “safe constructor” for purposes of unpickling as described above.

Pickling and unpickling external objects

For the benefit of object persistence, fliekle module supports the notion of a reference to an object outside the
pickled data stream. Such objects are referenced by a “persistent id”, which is just an arbitrary string of printable
ASCII characters. The resolution of such names is not defined hyitkke  module; it will delegate this resolution

to user defined functions on the pickler and unpickier.

To define external persistent id resolution, you need to sepehsistent id attribute of the pickler object and
thepersistent_load attribute of the unpickler object.
To pickle objects that have an external persistent id, the pickler must have a @estiatent_id() method that

takes an object as an argument and returns eMbae or the persistent id for that object. Whisione is returned, the

7 The actual mechanism for associating these user defined functions is slightly differeitider andcPickle . The description given
here works the same for both implementations. Users opittide  module could also use subclassing to effect the same results, overriding the
persistent_id() andpersistent_load() methods in the derived classes.
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pickler simply pickles the object as normal. When a persistent id string is returned, the pickler will pickle that string,
along with a marker so that the unpickler will recognize the string as a persistent id.

To unpickle external objects, the unpickler must have a cug@rsistent_load() function that takes a persis-
tent id string and returns the referenced object.

Here’s a silly example thahightshed more light:

import  pickle
from cStringlO import  StringlO

src = StringlO()
p = pickle . Pickler(src)

def persistent_id (obj):
if hasattr (obj, 'x'):
return '’ the value I % obj . x
else :
return  None

p. persistent_id = persistent_id

class Integer
def __init _ (self , x):
self .x = X
def _ str  (self ):

return ' My name is integer I % self .x
i = Integer( 7)
print i
p. dump(i)
datastream = src . getvalue()

print  repr (datastream)
dst = StringlO(datastream)

up = pickle . Unpickler(dst)

class Fancylnteger (Integer):
def _ str  (self ):

return ' | am the integer I % self .x
def persistent_load (persid):
if  persid . startswith( "the value ):
value = int (persid . split()[ 2])
return  Fancylnteger(value)
else :
raise  pickle . UnpicklingError, " Invalid persistent id '
up. persistent_load = persistent_load
j = up.load()
print j
In the cPickle module, the unpickler'persistent_load attribute can also be set to a Python list, in which

case, when the unpickler reaches a persistent id, the persistent id string will simply be appended to this list. This
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functionality exists so that a pickle data stream can be “sniffed” for object references without actually instantiating all
the objects in a pickle® Settingpersistent_load to a list is usually used in conjunction with tineload()
method on the Unpickler.

12.1.6 Subclassing Unpicklers

By default, unpickling will import any class that it finds in the pickle data. You can control exactly what gets unpickled
and what gets called by customizing your unpickler. Unfortunately, exactly how you do this is different depending on
whether you're usingickle  orcPickle .°

In thepickle module, you need to derive a subclass fidnpickler , overriding thdoad_global() method.
load_globall() should read two lines from the pickle data stream where the first line will the name of the module
containing the class and the second line will be the name of the instance’s class. It then looks up the class, possibly
importing the module and digging out the attribute, then it appends what it finds to the unpickler’s stack. Later

on, this class will be assigned to theclass _  attribute of an empty class, as a way of magically creating an
instance without calling its class’s init_ () . Your job (should you choose to accept it), would be to have
load_global() push onto the unpickler’s stack, a known safe version of any class you deem safe to unpickle. It is

up to you to produce such a class. Or you could raise an error if you want to disallow all unpickling of instances. If
this sounds like a hack, you're right. Refer to the source code to make this work.

Things are alittle cleaner wittPickle , but not by much. To control what gets unpickled, you can set the unpickler’s
find_global attribute to a function oNone. If it is None then any attempts to unpickle instances will raise an
UnpicklingError . If it is a function, then it should accept a module name and a class name, and return the
corresponding class object. It is responsible for looking up the class and performing any necessary imports, and it may
raise an error to prevent instances of the class from being unpickled.

The moral of the story is that you should be really careful about the source of the strings your application unpickles.

12.1.7 Example

For the simplest code, use themp() andload() functions. Note that a self-referencing list is pickled and restored
correctly.

import  pickle

datal = {"a': [ 1, 2.0, 3, 4+6]j],
"b’: (’string ', u Unicode string ),
"¢’ : None}

selfref_list =11, 2, 3]

selfref_list . append(selfref_list)

output = open(’ data.pkl ", wb)

# Pickle dictionary using protocol O.
pickle . dump(datal, output)

# Pickle the list using the highest protocol available.
pickle . dump(selfref_list, output, -1)

output . close()

8 We'll leave you with the image of Guido and Jim sitting around sniffing pickles in their living rooms.
9 A word of caution: the mechanisms described here use internal attributes and methods, which are subject to change in future versions of
Python. We intend to someday provide a common interface for controlling this behavior, which will work ingedtkier  or cPickle
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The following example reads the resulting pickled data. When reading a pickle-containing file, you should open the
file in binary mode because you can't be sure if the ASCII or binary format was used.

import pprint , pickle
pkl_file = open(’ data.pkl ', "rb’)

datal = pickle . load(pkl_file)
pprint . pprint(datal)

data2 = pickle . load(pkl_file)
pprint . pprint(data2)

pkl_file . close()

Here’s a larger example that shows how to modify pickling behavior for a classT@%iReader class opens a text

file, and returns the line number and line contents each tinreaidline() method is called. If &extReader
instance is pickled, all attributesxceptthe file object member are saved. When the instance is unpickled, the file is
reopened, and reading resumes from the last location. Thetstate () and getstate () methods

are used to implement this behavior.

#!/usr/local/bin/python
class TextReader :

""Print and number lines in a text file.
def __init_ (self , file ):

i

self . file = file
self .fh = open(file )
self .lineno = 0

def readline (self ):

self .lineno = self .lineno + 1
line = self .fh . readline()
if not line:

return  None
if line .endswith( "\n"):

line = line[: -1]
return " %d ' % (self .lineno, line)
def _ getstate  (self ):
odict = self . __dict _ .copy() # copy the dict since we change it
del odict[ 'fh'] # remove filehandle entry

return  odict

def _ setstate  (self , dict ):
fh = open(dict ['file '1]) # reopen file
count = dict [’lineno '] # read from file...
while  count: # until line count is restored

fh . readline()

count = count - 1
self . _dict . update( dict ) # update attributes
self .fh = fh # save the file object

A sample usage might be something like this:
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>>> import TextReader

>>> obj = TextReader . TextReader( "TextReader.py ")
>>> obj . readline()

'1: #!/usr/local/bin/python’

>>> obj . readline()

o

>>> obj . readline()

'3: class TextReader:’

>>> import  pickle

>>> pickle .dump(obj, open(’save.p ', 'wb))

If you want to see thatickle  works across Python processes, start another Python session, before continuing. What
follows can happen from either the same process or a new process.

>>> import  pickle

>>> reader = pickle .load( open(’save.p ', 'rb’))
>>> reader . readline()

'4: "™"Print and number lines in a text file.""

See Also:

Module copy_reg Pickle interface constructor registration for extension types.
Module shelve Indexed databases of objects; upeskle
Module copy Shallow and deep object copying.

Module marshal High-performance serialization of built-in types.

12.2 cPickle — A faster pickle

ThecPickle module supports serialization and de-serialization of Python objects, providing an interface and func-
tionality nearly identical to theickle  module. There are several differences, the most important being performance
and subclassability.

First, cPickle  can be up to 1000 times faster thaickle because the former is implemented in C. Second, in

the cPickle  module the callableRickler() and Unpickler() are functions, not classes. This means that

you cannot use them to derive custom pickling and unpickling subclasses. Most applications have no need for this
functionality and should benefit from the greatly improved performance affiiekle  module.

The pickle data stream produced pickle andcPickle are identical, so it is possible to ugéckle and
cPickle interchangeably with existing pickle¥)

There are additional minor differences in API betweé&inckle andpickle , however for most applications, they
are interchangeable. More documentation is provided ipitide  module documentation, which includes a list of
the documented differences.

12.3 copy _reg — Regqister pickle support functions

Note: Thecopy_reg module has been renameddopyreg in Python 3.0. The2to3 tool will automatically
adapt imports when converting your sources to 3.0. ddye/ _reg module provides support for theckle and
cPickle modules. Theopy module is likely to use this in the future as well. It provides configuration information
about object constructors which are not classes. Such constructors may be factory functions or class instances.

10 since the pickle data format is actually a tiny stack-oriented programming language, and some freedom is taken in the encodings of certain
objects, it is possible that the two modules produce different data streams for the same input objects. However it is guaranteed that they will always
be able to read each other’s data streams.
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constructor  ( objec)
Declaresobjectto be a valid constructor. Bbjectis not callable (and hence not valid as a constructor), raises
TypeError

pickle (type, function, [constructo}]
Declares thafunctionshould be used as a “reduction” function for objects of tjygee type must not be a
“classic” class object. (Classic classes are handled differently; see the documentatiorpfokithe module
for details.)functionshould return either a string or a tuple containing two or three elements.

The optionakonstructorparameter, if provided, is a callable object which can be used to reconstruct the object
when called with the tuple of arguments returnedfinyctionat pickling time. TypeError  will be raised if
objectis a class oconstructoris not callable.

See thepickle  module for more details on the interface expectefiinttionandconstructor

12.4 shelve — Python object persistence

A “shelf” is a persistent, dictionary-like object. The difference with “dbm” databases is that the values (not the keys!)

in a shelf can be essentially arbitrary Python objects — anything thatithee module can handle. This includes

most class instances, recursive data types, and objects containing lots of shared sub-objects. The keys are ordinary
strings.

open ( filename, [flag="c’, [protocol=None, [writeback=False]]]
Open a persistent dictionary. The filename specified is the base filename for the underlying database. As a
side-effect, an extension may be added to the flename and more than one file may be created. By default, the
underlying database file is opened for reading and writing. The optilamgbarameter has the same interpreta-
tion as theflag parameter onydbm.open()

By default, version 0 pickles are used to serialize values. The version of the pickle protocol can be specified
with the protocol parameter. Changed in version 2.3: Tretocol parameter was added. Because of Python
semantics, a shelf cannot know when a mutable persistent-dictionary entry is modified. By default modified
objects are written only when assigned to the shelf (seempld. If the optionalwritebackparameter is set to

True all entries accessed are cached in memory, and written baskmm) andclose() ; this can make it

handier to mutate mutable entries in the persistent dictionary, but, if many entries are accessed, it can consume
vast amounts of memory for the cache, and it can make the close operation very slow since all accessed entries
are written back (there is no way to determine which accessed entries are mutable, nor which ones were actually
mutated).

Note: Do not rely on the shelf being closed automatically; always dae()  explicitly when you don't
need it any more, or useveith statement witttontextlib.closing()

Shelf objects support all methods supported by dictionaries. This eases the transition from dictionary based scripts to
those requiring persistent storage.

Two additional methods are supported:

sync ()
Write back all entries in the cache if the shelf was opened wittebackset toTrue . Also empty the cache and
synchronize the persistent dictionary on disk, if feasible. This is called automatically when the shelf is closed
with close()

close ()
Synchronize and close the persistditt object. Operations on a closed shelf will fail with/alueError

See Also:

Persistent dictionary recipeith widely supported storage formats and having the speed of native dictionaries.
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12.4.1 Restrictions

» The choice of which database package will be used (sudbrmasgdbm or bsddb ) depends on which interface
is available. Therefore it is not safe to open the database directly dismgThe database is also (unfortunately)
subject to the limitations afbm, if it is used — this means that (the pickled representation of) the objects stored
in the database should be fairly small, and in rare cases key collisions may cause the database to refuse updates.

* Theshelve module does not supparbncurrentread/write access to shelved objects. (Multiple simultaneous
read accesses are safe.) When a program has a shelf open for writing, no other program should have it open for
reading or writing. Unix file locking can be used to solve this, but this differs across Unix versions and requires
knowledge about the database implementation used.

classShelf ( dict, [protocol=None, [writeback=False]]

A subclass ofJserDict.DictMixin which stores pickled values in tlaict object.

By default, version 0 pickles are used to serialize values. The version of the pickle protocol can be specified with
the protocol parameter. See thgckle documentation for a discussion of the pickle protocols. Changed in
version 2.3: Therotocolparameter was added. If theitebackparameter idrue , the object will hold a cache

of all entries accessed and write them back tadiceat sync and close times. This allows natural operations on
mutable entries, but can consume much more memory and make sync and close take a long time.

classBsdDbShelf ( dict, [protocol=None, [writeback=False])

A subclass ofShelf which exposeéirst() ,next() ,previous() ,last() andset_location()

which are available in thesddb module but not in other database modules. @lictobject passed to the con-
structor must support those methods. This is generally accomplished by callinglm@dothashopen()
bsddb.btopen() or bsddb.rnopen() . The optionalprotocol andwritebackparameters have the same
interpretation as for thehelf class.

classDbfilenameShelf  ( filename, [flag="c’, [protocol=None, [writeback=False]]]

A subclass ofShelf which accepts éilenameinstead of a dict-like object. The underlying file will be opened
usinganydbm.open() . By default, the file will be created and opened for both read and write. The optional
flag parameter has the same interpretation as footie() function. The optionaprotocol andwriteback
parameters have the same interpretation as foBttef class.

12.4.2 Example

To summarize the interfackdy is a stringdata is an arbitrary object):

import  shelve

d = shelve . open(filename) # open -- file may get suffix added by low-level
# library
dlkey] = data # store data at key (overwrites old data if
# using an existing key)
data = d[key] # retrieve a COPY of data at key (raise KeyError if no
# such key)
del d[key] # delete data stored at key (raises KeyError
# if no such key)
flag = d. has_key(key) # true if the key exists
klist = d. keys() # a list of all existing keys (slow!)

# as d was opened WITHOUT writeback=True, beware:

d[’

xx'] = range (4) # this works as expected, but...

12.4. shelve — Python object persistence 277



The Python Library Reference, Release 2.6.4

d[ ' xx’ ] . append( 5) # *this doesn’t’* -- d['xx] is STILL range(4)!

# having opened d without writeback=True, you need to code carefully:

temp = d[ ' xx'] # extracts the copy
temp . append( 5) # mutates the copy
d'xx'] = temp # stores the copy right back, to persist it

# or, d=shelve.open(filename,writeback=True) would let you just code
# d['xx’].append(5) and have it work as expected, BUT it would also
# consume more memory and make the d.close() operation slower.
d. close() # close it

See Also:

Module anydbm Generic interface tdbm-style databases.

Module bsddb BSD db database interface.

Module dbhash Thin layer around thesddb which provides ampen() function like the other database modules.
Module dbm Standard Unix database interface.

Module dumbdbm Portable implementation of trdbminterface.

Module gdbm GNU database interface, based ondheninterface.

Module pickle  Object serialization used shelve .

Module cPickle  High-performance version gfickle

12.5 marshal — Internal Python object serialization

This module contains functions that can read and write Python values in a binary format. The format is specific to
Python, but independent of machine architecture issues (e.g., you can write a Python value to a file on a PC, transport
the file to a Sun, and read it back there). Details of the format are undocumented on purpose; it may change between
Python versions (although it rarely does$). This is not a general “persistence” module. For general persistence and
transfer of Python objects through RPC calls, see the moghideése  andshelve . Themarshal module exists

mainly to support reading and writing the “pseudo-compiled” code for Python modulgyof files. Therefore,

the Python maintainers reserve the right to modify the marshal format in backward incompatible ways should the
need arise. If you're serializing and de-serializing Python objects, uggdkie module instead — the performance

is comparable, version independence is guaranteed, and pickle supports a substantially wider range of objects than
marshal.

Warning: Themarshal module is not intended to be secure against erroneous or maliciously constructefl data.
Never unmarshal data received from an untrusted or unauthenticated source.

Not all Python object types are supported; in general, only objects whose value is independent from a particular in-
vocation of Python can be written and read by this module. The following types are supported: booleans, integers,
long integers, floating point numbers, complex numbers, strings, Unicode objects, tuples, lists, sets, frozensets, dic-
tionaries, and code objects, where it should be understood that tuples, lists, sets, frozensets and dictionaries are only
supported as long as the values contained therein are themselves supported; and recursive lists, sets and dictionaries
should not be written (they will cause infinite loops). The singletdnse, Ellipsis andStoplteration can

also be marshalled and unmarshalled.

11 The name of this module stems from a bit of terminology used by the designers of Modula-3 (amongst others), who use the term “marshalling”
for shipping of data around in a self-contained form. Strictly speaking, “to marshal” means to convert some data from internal to external form (in
an RPC buffer for instance) and “unmarshalling” for the reverse process.
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Warning: On machines where Cleng int  type has more than 32 bits (such as the DEC Alpha), it is posgible

to create plain Python integers that are longer than 32 bits. If such an integer is marshaled and read back in on a
machine where C'fong int  type has only 32 bits, a Python long integer object is returned instead. Whilg of a
different type, the numeric value is the same. (This behavior is new in Python 2.2. In earlier versions, all put the
least-significant 32 bits of the value were lost, and a warning message was printed.)

There are functions that read/write files as well as functions operating on strings.
The module defines these functions:

dump( value, file, [version]
Write the value on the open file. The value must be a supported type. The file must be an open file object such as
sys.stdout  orreturned bypen() oros.popen() . Itmustbe opened in binary modad’ or'w+b’ ).

If the value has (or contains an object that has) an unsupported tymuaError  exception is raised —
but garbage data will also be written to the file. The object will not be properly read bdckdd) . New in
version 2.4: Theversionargument indicates the data format tbhatmp should use (see below).

load ( file)
Read one value from the open file and return it. If no valid value is read (e.g. because the data has a different
Python version’s incompatible marshal format), raiseFError , ValueError  or TypeError . The file
must be an open file object opened in binary mod# ( or'r+b’ ).

Note: If an object containing an unsupported type was marshalled avithp() , load()  will substitute
None for the unmarshallable type.

dumps( value, [version}
Return the string that would be written to a file dymp(value, file) . The value must be a supported
type. Raise &/alueError  exception if value has (or contains an object that has) an unsupported type. New
in version 2.4: Theversionargument indicates the data format tdamps should use (see below).

loads ( string)
Convert the string to a value. If no valid value is found, rdiseFError , ValueError  or TypeError
Extra characters in the string are ignored.

In addition, the following constants are defined:

version
Indicates the format that the module uses. Version 0 is the historical format, version 1 (added in Python 2.4)
shares interned strings and version 2 (added in Python 2.5) uses a binary format for floating point numbers. The
current version is 2. New in version 2.4.

12.6 anydbm — Generic access to DBM-style databases

Note: Theanydbm module has been renameddiomin Python 3.0. Th&to3tool will automatically adapt imports
when converting your sources to 3.0anydbm is a generic interface to variants of the DBM databasellskash
(requiresbsddb ), gdbm, ordbm. If none of these modules is installed, the slow-but-simple implementation in module
dumbdbmwill be used.

open ( filename, [flag, [mode]j
Open the database fifidkenameand return a corresponding object.

If the database file already exists, thieichdb module is used to determine its type and the appropriate module
is used; if it does not exist, the first module listed above that can be imported is used.

The optionaflag argument must be one of these values:
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Value | Meaning
T Open existing database for reading only (default)

r

W Open existing database for reading and writing
'c’ Open database for reading and writing, creating it if it doesn't exist
n’ Always create a new, empty database, open for reading and writing

If not specified, the default value 'is

The optionalmodeargument is the Unix mode of the file, used only when the database has to be created. It
defaults to octaD666 (and will be modified by the prevailing umask).

exceptionerror
A tuple containing the exceptions that can be raised by each of the supported modules, with a unique exception
also namedinydbm.error  as the first item — the latter is used whemydbm.error  is raised.

The object returned bypen() supports most of the same functionality as dictionaries; keys and their corresponding
values can be stored, retrieved, and deleted, andhdlsekey() andkeys() methods are available. Keys and
values must always be strings.

The following example records some hostnames and a corresponding title, and then prints out the contents of the
database:

import  anydbm

# Open database, creating it if necessary.
db = anydbm. open( ' cache’, '<c’)

# Record some values
db[ ' www.python.org '] = ' Python Website
db[ " www.cnn.com '] = ' Cable News Network ’

# Loop through contents. Other dictionary methods
# such as .keys(), .values() also work.
for k, v in db. iteritems():

print k, "\t ', v

# Storing a non-string key or value will raise an exception (most
# likely a TypeError).
db[ * www.yahoo.com '] = 4

# Close when done.

db. close()

See Also:

Module dbhash BSDdb database interface.

Module dbm Standard Unix database interface.

Module dumbdbm Portable implementation of ttdbminterface.

Module gdbm GNU database interface, based ondbeninterface.

Module shelve  General object persistence built on top of the Pytlbminterface.

Module whichdb  Utility module used to determine the type of an existing database.

12.7 whichdb — Guess which DBM module created a database
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Note: Thewhichdb module’s only function has been put into tem module in Python 3.0. Th&to3tool will
automatically adapt imports when converting your sources to 3.0.

The single function in this module attempts to guess which of the several simple database modules al@itable—
gdbm, or dbhash —should be used to open a given file.

whichdb (filenamé
Returns one of the following valueslone if the file can’t be opened because it's unreadable or doesn't exist;
the empty string’() if the file’s format can’t be guessed; or a string containing the required module name, such
as’dbm’ or’gdbm’ .

12.8 dbm— Simple “database” interface

Platforms: Unix

Note: The dbm module has been renameddbm.ndbm in Python 3.0. The2to3 tool will automatically adapt
imports when converting your sources to 3.0.

Thedbmmodule provides an interface to the Unix “(n)dbm” library. Dbm objects behave like mappings (dictionaries),
except that keys and values are always strings. Printing a dbm object doesn't print the keys and values, and the
items() andvalues() methods are not supported.

This module can be used with the “classic” ndbm interface, the BSD DB compatibility interface, or the GNU GDBM
compatibility interface. On Unix, theonfigure script will attempt to locate the appropriate header file to simplify
building this module.

The module defines the following:

exceptionerror
Raised on dbm-specific errors, such as I/O errdes/Error  is raised for general mapping errors like specify-
ing an incorrect key.

library
Name of thendbm implementation library used.

open ( filename, [flag, [mode]j
Open a dbm database and return a dbm object fillr@ameargument is the name of the database file (without
the.dir or.pag extensions; note thatthe BSD DB implementation of the interface will append the extension
.db and only create one file).

The optionallag argument must be one of these values:

Value | Meaning

T Open existing database for reading only (default)

W Open existing database for reading and writing

'c’ Open database for reading and writing, creating it if it doesn't exist
n’ Always create a new, empty database, open for reading and writing

The optionalmodeargument is the Unix mode of the file, used only when the database has to be created. It
defaults to octaD666 (and will be modified by the prevailing umask).

See Also:
Module anydbm Generic interface tdbm-style databases.
Module gdbm Similar interface to the GNU GDBM library.

Module whichdb  Utility module used to determine the type of an existing database.
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12.9 gdbm — GNU's reinterpretation of dbm

Platforms: Unix

Note: The gdbm module has been renameddbm.gnu in Python 3.0. The2to3tool will automatically adapt
imports when converting your sources to 3.0. This module is quite similar thtimenodule, but usegdbminstead
to provide some additional functionality. Please note that the file formats creaggtbhyanddbmare incompatible.

Thegdbm module provides an interface to the GNU DBM libragglbm objects behave like mappings (dictionaries),
except that keys and values are always strings. Printigdbem object doesn't print the keys and values, and the
items() andvalues() methods are not supported.

The module defines the following constant and functions:

exceptionerror
Raised orgdbm-specific errors, such as I/O erroiéeyError is raised for general mapping errors like speci-
fying an incorrect key.

open ( filename, [flag, [mode]j
Open agdbm database and returrgalbm object. Thefilenameargument is the name of the database file.

The optionalflag argument can be:

Value | Meaning

T Open existing database for reading only (default)

‘W Open existing database for reading and writing

’c’ Open database for reading and writing, creating it if it doesn’t exist
n’ Always create a new, empty database, open for reading and writing

The following additional characters may be appended to the flag to control how the database is opened:

Value | Meaning

' Open the database in fast mode. Writes to the database will not be synchronized.
's’ Synchronized mode. This will cause changes to the database to be immediately written to the file.
u’ Do not lock database.

Not all flags are valid for all versions gidbm. The module constamapen_flags s a string of supported flag
characters. The excepti@nror is raised if an invalid flag is specified.

The optionalmodeargument is the Unix mode of the file, used only when the database has to be created. It
defaults to octaD666 .

In addition to the dictionary-like methodgdbm objects have the following methods:

firstkey ()
It's possible to loop over every key in the database using this method andkettieey()  method. The
traversal is ordered bydbm's internal hash values, and won't be sorted by the key values. This method returns
the starting key.

nextkey ( key)
Returns the key that followleeyin the traversal. The following code prints every key in the datablbsevithout
having to create a list in memory that contains them all:

k = db. firstkey()

while k != None:
print kK
k = db. nextkey(k)

reorganize ()
If you have carried out a lot of deletions and would like to shrink the space used dgtih&file, this routine will
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reorganize the databaggdbm will not shorten the length of a database file except by using this reorganization;
otherwise, deleted file space will be kept and reused as new (key, value) pairs are added.

sync ()
When the database has been opened in fast mode, this method forces any unwritten data to be written to the
disk.

See Also:
Module anydbm Generic interface tdbm-style databases.

Module whichdb  Utility module used to determine the type of an existing database.

12.10 dbhash — DBM-style interface to the BSD database library

Deprecated since version 2.6: Tdehash module has been deprecated for removal in Python 3.0. dbhesh
module provides a function to open databases using the @Sbbrary. This module mirrors the interface of the
other Python database modules that provide access to DBM-style databasésdi@hemodule is required to use
dbhash .

This module provides an exception and a function:

exceptionerror
Exception raised on database errors other tayError . Itis a synonym fobsddb.error

open ( path, [flag, [mode])
Open adb database and return the database object.paltieargument is the name of the database file.

Theflagargument can be:

Value | Meaning

T Open existing database for reading only (default)

‘W Open existing database for reading and writing

'c’ Open database for reading and writing, creating it if it doesn't exist
n’ Always create a new, empty database, open for reading and writing

For platforms on which the BSBDb library supports locking, alt  can be appended to indicate that locking
should be used.

The optionalmodeparameter is used to indicate the Unix permission bits that should be set if a new database
must be created; this will be masked by the current umask value for the process.

See Also:
Module anydbm Generic interface tdbm-style databases.
Module bsddb Lower-level interface to the BSb library.

Module whichdb  Utility module used to determine the type of an existing database.

12.10.1 Database Objects

The database objects returneddpen() provide the methods common to all the DBM-style databases and mapping
objects. The following methods are available in addition to the standard methods.

first ()
It's possible to loop over every key/value pair in the database using this method amektfle method. The
traversal is ordered by the databases internal hash values, and won't be sorted by the key values. This method
returns the starting key.
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last ()
Return the last key/value pair in a database traversal. This may be used to begin a reverse-order traversal; see
previous()

next ()
Returns the key next key/value pair in a database traversal. The following code prints every key in the database
db, without having to create a list in memory that contains them all:

print  db. first()
for i in xrange (1, len (db)):
print  db. next()

previous ()
Returns the previous key/value pair in a forward-traversal of the database. In conjunctidasiith , this
may be used to implement a reverse-order traversal.

sync ()
This method forces any unwritten data to be written to the disk.

12.11 bsddb — Interface to Berkeley DB library

Deprecated since version 2.6: Tieddb module has been deprecated for removal in Python 3.0b3tiéb module

provides an interface to the Berkeley DB library. Users can create hash, btree or record based library files using the
appropriate open call. Bsddb objects behave generally like dictionaries. Keys and values must be strings, however, so
to use other objects as keys or to store other kinds of objects the user must serialize them somehow, typically using
marshal.dumps()  or pickle.dumps()

Thebsddb module requires a Berkeley DB library version from 4.0 thru 4.7.
See Also:

http://www.jcea.es/programacion/pybsddb.htm The website with documentation for thesddb.db Python
Berkeley DB interface that closely mirrors the object oriented interface provided in Berkeley DB 4.x itself.

http://www.oracle.com/database/berkeley-db/The Berkeley DB library.

A more modern DB, DBEnv and DBSequence object interface is available ipstifgh.db module which closely
matches the Berkeley DB C APl documented at the above URLs. Additional features providedidsyldiedb
APl include fine tuning, transactions, logging, and multiprocess concurrent database access.

The following is a description of the legabgddb interface compatible with the old Python bsddb module. Starting in
Python 2.5 this interface should be safe for multithreaded accesdistid®.db APl is recommended for threading
users as it provides better control.

The bsddb module defines the following functions that create objects that access the appropriate type of Berkeley
DB file. The first two arguments of each function are the same. For ease of portability, only the first two arguments
should be used in most instances.

hashopen ( filename, [flag, [mode, [pgsize, [ffactor, [nelem, [cachesize, [lorder, [hflags]I]INI]
Open the hash format file naméittname Files never intended to be preserved on disk may be created by
passingNone as thefilename The optionaflag identifies the mode used to open the file. It mayrbe (read
only),'w’ (read-write) /¢’ (read-write - create if necessary; the defaulthor (read-write - truncate to zero
length). The other arguments are rarely used and are just passed to the lodblpeh() function. Consult
the Berkeley DB documentation for their use and interpretation.

btopen (filename, [flag, [mode, [btflags, [cachesize, [maxkeypage, [minkeypage, [pgsize, [lorder]}]11]]]
Open the btree format file namditbname Files never intended to be preserved on disk may be created by
passingNone as thefilename The optionaflag identifies the mode used to open the file. It mayrbe (read

284 Chapter 12. Data Persistence


http://www.jcea.es/programacion/pybsddb.htm
http://www.oracle.com/database/berkeley-db/

The Python Library Reference, Release 2.6.4

only),'w’ (read-write),c’ (read-write - create if necessary; the defaultydr (read-write - truncate to zero
length). The other arguments are rarely used and are just passed to the low-level dbopen function. Consult the
Berkeley DB documentation for their use and interpretation.

rnopen ( filename, [flag, [mode, [rnflags, [cachesize, [pgsize, [lorder, [rlen, [delim, [source, [pad]]]IIIN]
Open a DB record format file namditename Files never intended to be preserved on disk may be created by
passingNone as thefilename The optionaflag identifies the mode used to open the file. It mayrbe (read
only),'w’ (read-write),c’ (read-write - create if necessary; the defaultyor (read-write - truncate to zero
length). The other arguments are rarely used and are just passed to the low-level dbopen function. Consult the
Berkeley DB documentation for their use and interpretation.

Note: Beginning in 2.3 some Unix versions of Python may habsddb185 module. This is presemnly to allow
backwards compatibility with systems which ship with the old Berkeley DB 1.85 database librarpsditie185

module should never be used directly in new code. The module has been removed in Python 3.0. If you find you still
need it look in PyPI.

See Also:
Module dbhash DBM-style interface to thésddb

12.11.1 Hash, BTree and Record Objects

Once instantiated, hash, btree and record objects support the same methods as dictionaries. In addition, they support
the methods listed below. Changed in version 2.3.1: Added dictionary methods.

close ()
Close the underlying file. The object can no longer be accessed. Since there is npepén method for
these objects, to open the file again a reessidb module open function must be called.

keys ()
Return the list of keys contained in the DB file. The order of the list is unspecified and should not be relied on.
In particular, the order of the list returned is different for different file formats.

has_key ( key)
Returnl if the DB file contains the argument as a key.

set_location (key)
Set the cursor to the item indicated kgyand return a tuple containing the key and its value. For binary tree
databases (opened usinmpen() ), if keydoes not actually exist in the database, the cursor will point to the
next item in sorted order and return that key and value. For other dataBas&syor  will be raised ifkeyis
not found in the database.

first ()
Set the cursor to the first item in the DB file and return it. The order of keys in the file is unspecified, except in
the case of B-Tree databases. This method rdisddb.error  if the database is empty.

next ()
Set the cursor to the next item in the DB file and return it. The order of keys in the file is unspecified, except in
the case of B-Tree databases.

previous ()
Set the cursor to the previous item in the DB file and return it. The order of keys in the file is unspecified,
except in the case of B-Tree databases. This is not supported on hashtable databases (those opened with
hashopen() ).

last ()
Set the cursor to the last item in the DB file and return it. The order of keys in the file is unspecified. This is
not supported on hashtable databases (those openetaaitiopen() ). This method raiselksddb.error
if the database is empty.
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sync ()
Synchronize the database on disk.
Example:
>>> import  bsddb
>>> db = bsddb . btopen( ' /tmp/spam.db ', 'c’)
>>> for i in range (10): db[ ' %d %] = " %d % (i *i)
>>> db[ ' 3]
9

>>> db. keys()
ro, 1, 2, '3, 4,5, 6, 7, '8, 9]
>>> db. first()

(0, '0)

>>> db. next()

(1, 1)

>>> db. last()

(9, '81)

>>> db. set_location( "2)
(2, '4)

>>> db. previous()
(1, 1)

>>> for k, v in db. iteritems():
print  k, v
00

11

2 4

39

4 16

5 25

6 36

7 49

8 64

9 81

>>> "8 in db
True

>>> db. sync()

0

12.12 dumbdbm— Portable DBM implementation

Note: Thedumbdbmmodule has been renameddiom.dumb in Python 3.0. Th&to3tool will automatically adapt
imports when converting your sources to 3.0.

Note: The dumbdbmmodule is intended as a last resort fallback for #imgdbm module when no more robust
module is available. Thdumbdbmmodule is not written for speed and is not nearly as heavily used as the other
database modules.

Thedumbdbmmodule provides a persistent dictionary-like interface which is written entirely in Python. Unlike other
modules such agdbm andbsddb , no external library is required. As with other persistent mappings, the keys and
values must always be strings.

The module defines the following:
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exceptionerror
Raised on dumbdbme-specific errors, such as I/O eridesError is raised for general mapping errors like
specifying an incorrect key.

open ( filename, [flag, [mode]j
Open a dumbdbm database and return a dumbdbm object.fil@hameargument is the basename of the
database file (without any specific extensions). When a dumbdbm database is created, fildatwitdnd
.dir extensions are created.

The optionaflagargument is currently ignored; the database is always opened for update, and will be created if
it does not exist.

The optionalmodeargument is the Unix mode of the file, used only when the database has to be created. It
defaults to octaD666 (and will be modified by the prevailing umask). Changed in version 2.2: mbde
argument was ignored in earlier versions.

See Also:

Module anydbm Generic interface tdbm-style databases.

Module dbm Similar interface to the DBM/NDBM library.

Module gdbm Similar interface to the GNU GDBM library.

Module shelve Persistence module which stores non-string data.

Module whichdb  Utility module used to determine the type of an existing database.

12.12.1 Dumbdbm Objects

In addition to the methods provided by thieerDict.DictMixin class,dumbdbmobijects provide the following
methods.
sync ()
Synchronize the on-disk directory and data files. This method is called bsytitd) method ofShelve
objects.
12.13 sqlite3 — DB-API 2.0 interface for SQLite databases

New in version 2.5. SQLite is a C library that provides a lightweight disk-based database that doesn't require a
separate server process and allows accessing the database using a nonstandard variant of the SQL query language.
Some applications can use SQLite for internal data storage. It's also possible to prototype an application using SQLite
and then port the code to a larger database such as PostgreSQL or Oracle.

sqlite3 was written by Gerhard Héaring and provides a SQL interface compliant with the DB-API 2.0 specification
described byPEP 249

To use the module, you must first creat€annection  object that represents the database. Here the data will be
stored in theétmp/example  file:

conn = sqlite3 . connect( ' /tmp/example )
You can also supply the special nam@emory: to create a database in RAM.

Once you have &onnection , you can create &ursor object and call itexecute()  method to perform SQL
commands:

c = conn. cursor()
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# Create table

c. execute( ' create table stocks
(date text, trans text, symbol text,
gty real, price real) )

# Insert a row of data
c. execute( ™" insert into stocks
values ( ’2006-01-05 ’,’ BUY ,’ RHAT,100,35.14) ™" )

# Save (commit) the changes
conn . commit()

# We can also close the cursor if we are done with it
c. close()

Usually your SQL operations will need to use values from Python variables. You shouldn’t assemble your query using
Python'’s string operations because doing so is insecure; it makes your program vulnerable to an SQL injection attack.

Instead, use the DB-API's parameter substitution. Pas a placeholder wherever you want to use a value, and then
provide a tuple of values as the second argument to the cuesartsite()  method. (Other database modules may
use a different placeholder, such%sor :1 .) For example:

# Never do this -- insecure!
symbol = ' IBM’
c. execute( "... where symbol = " %< " % symbol)

# Do this instead
t = (symbol,)
c. execute( ' select * from stocks where symbol=? 1)

# Larger example

for t in [(’2006-03-28 ', 'BUY, ’'IBM', 1000, 45.00 ),
(’ 2006-04-05 ', ’'BUY, ’'MSOFT, 1000, 72.00 ),
(’ 2006-04-06 ', ’'SELL, ’IBM’, 500, 53.00 ),
]:
c. execute( 'insert into stocks values (?,?2,?,?,? 1)

To retrieve data after executing a SELECT statement, you can either treat the cursoreastan call the cursor’s
fetchone() method to retrieve a single matching row, or dattchall() to get a list of the matching rows.

This example uses the iterator form:

>>> ¢ = conn. cursor()

>>> c. execute( ' select * from stocks order by price ")
>>> for row in c:
print  row

(u'2006-01-05’, u'BUY’, U'RHAT’, 100, 35.140000000000001)
(u'2006-03-28', u'BUY’, u’IBM’, 1000, 45.0)

(u'2006-04-06’, U'SELL’, u’lBM’, 500, 53.0)

(u'2006-04-05’, u'BUY’, U'MSOFT’, 1000, 72.0)

>>>

See Also:
http://www.pysglite.org The pysqlite web page — sqlite3 is developed externally under the name “pysqlite”.

http://www.sglite.org The SQLite web page; the documentation describes the syntax and the available data types for
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the supported SQL dialect.
PEP 249- Database API Specification 2.0PEP written by Marc-André Lemburg.

12.13.1 Module functions and constants

PARSE_DECLTYPES
This constant is meant to be used with thetect_typeparameter of theonnect()  function.

Setting it makes theqlite3  module parse the declared type for each column it returns. It will parse out the
first word of the declared type, i. e. for “integer primary key”, it will parse out “integer”, or for “number(10)” it
will parse out “number”. Then for that column, it will look into the converters dictionary and use the converter
function registered for that type there.

PARSE_COLNAMES
This constant is meant to be used with thetect_typeparameter of theonnect()  function.

Setting this makes the SQLite interface parse the column name for each column it returns. It will look for a
string formed [mytype] in there, and then decide that ‘mytype’ is the type of the column. It will try to find an
entry of ‘mytype’ in the converters dictionary and then use the converter function found there to return the value.
The column name found iGursor.description is only the first word of the column name, i. e. if you use
something likeas "x [datetime]™ in your SQL, then we will parse out everything until the first blank

for the column name: the column name would simply be “x”.

connect ( database, [timeout, isolation_level, detect_types, facjory]
Opens a connection to the SQLite databaseddeabase You can usé:memory:" to open a database
connection to a database that resides in RAM instead of on disk.

When a database is accessed by multiple connections, and one of the processes modifies the database, the SQLite

database is locked until that transaction is committed. tifheoutparameter specifies how long the connection
should wait for the lock to go away until raising an exception. The default for the timeout parameter is 5.0 (five
seconds).

For the isolation_level parameter, please see theonnection.isolation_level property of
Connection  objects.

SQLite natively supports only the types TEXT, INTEGER, FLOAT, BLOB and NULL. If you want to use other
types you must add support for them yourself. Tetect typeparameter and the using custamonverters
registered with the module-levedgister _converter() function allow you to easily do that.

detect_typesdefaults to O (i. e. off, no type detection), you can set it to any combination of
PARSE_DECLTYPE&ndPARSE_COLNAMBHS turn type detection on.

By default, thesglite3  module uses it€onnection class for the connect call. You can, however, subclass
the Connection class and makeonnect()  use your class instead by providing your class forftwory
parameter.

Consult the sectio®QLite and Python typex this manual for details.

The sqglite3  module internally uses a statement cache to avoid SQL parsing overhead. If you want to ex-
plicitly set the number of statements that are cached for the connection, you can satlhlee_statements
parameter. The currently implemented default is to cache 100 statements.

register_converter (typename, callable
Registers a callable to convert a bytestring from the database into a custom Python type. The callable will
be invoked for all database values that are of the typename Confer the parametatetect type®f the
connect()  function for how the type detection works. Note that the casiyménameand the name of the
type in your query must match!
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register_adapter (type, callablé

Registers a callable to convert the custom Python typeinto one of SQLite’s supported types. The callable
callableaccepts as single parameter the Python value, and must return a value of the following types: int, long,
float, str (UTF-8 encoded), unicode or buffer.

complete_statement (sqh

ReturnsTrue if the stringsqlcontains one or more complete SQL statements terminated by semicolons. It does
not verify that the SQL is syntactically correct, only that there are no unclosed string literals and the statement
is terminated by a semicolon.

This can be used to build a shell for SQLite, as in the following example:
# A minimal SQLite shell for experiments
import  sqlite3

con = sqlite3 . connect( ":memory: ")

con. isolation_level = None

cur = con. cursor()

buffer ="'

print " Enter your SQL commands to execute in sqglite3. "
print " Enter a blank line to exit. !

while  True :
line = raw_input ()
if line == "":
break
buffer  += line
if sglite3 . complete_statement( buffer ):
try :
buffer = buffer . strip()
cur . execute( buffer )

if buffer . Istrip() . upper() . startswith( "SELECT):
print  cur . fetchall()
except sglite3 . Error, e:

print " An error occurred: ", e.args[ 0]
buffer = ""
con. close()
enable_callback_tracebacks (flag)

By default you will not get any tracebacks in user-defined functions, aggregates, converters, authorizer callbacks
etc. If you want to debug them, you can call this function vilittg as True. Afterwards, you will get tracebacks
from callbacks orsys.stderr . UseFalse to disable the feature again.

12.13.2 Connection Objects

classConnection ()

A SQLite database connection has the following attributes and methods:

isolation_level

Get or set the current isolation levélone for autocommit mode or one of “DEFERRED”, “IMMEDIATE” or
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“EXCLUSIVE". See sectiorControlling Transaction$or a more detailed explanation.

cursor ( [cursorClass)
The cursor method accepts a single optional paraneetsorClass If supplied, this must be a custom cursor
class that extendsglite3.Cursor

commit ()
This method commits the current transaction. If you don't call this method, anything you did since the last call
to commit() is not visible from from other database connections. If you wonder why you don't see the data
you've written to the database, please check you didn't forget to call this method.

rollback ()
This method rolls back any changes to the database since the lastaathboit()

close ()
This closes the database connection. Note that this does not automaticatlyroatit() . If you just close
your database connection without calliogmmit() ~ first, your changes will be lost!

execute ( sql, [parametersj
This is a nonstandard shortcut that creates an intermediate cursor object by calling the cursor method, then calls
the cursor'ssxecute()  method with the parameters given.

executemany ( sql, [parameters)
This is a nonstandard shortcut that creates an intermediate cursor object by calling the cursor method, then calls
the cursor'ssaxecutemany()  method with the parameters given.

executescript ('sql_scrip)
This is a nonstandard shortcut that creates an intermediate cursor object by calling the cursor method, then calls
the cursor'ssxecutescript() method with the parameters given.

create_function ( name, num_params, func
Creates a user-defined function that you can later use from within SQL statements under the function name
name num_paramss the number of parameters the function acceptsfamecis a Python callable that is called
as the SQL function.

The function can return any of the types supported by SQLite: unicode, str, int, long, float, buffer and None.

Example:

import  sqlite3
import  md5

def md5suntt):
return ~ md5. md5(t) . hexdigest()

con = sqlite3 . connect( ":memory: ")

con. create_function( “md5', 1, md5sum)
cur = con. cursor()
cur . execute( "select md5(?) ", ( "foo "))

print  cur . fetchone())] 0]
create_aggregate  ( name, num_params, aggregate_c)ass
Creates a user-defined aggregate function.

The aggregate class must implemerstep method, which accepts the number of parameteirs_params
and afinalize method which will return the final result of the aggregate.

Thefinalize method can return any of the types supported by SQLite: unicode, str, int, long, float, buffer
and None.
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Example:
import  sqlite3
class MySum
def __init_ (self ):

self .count = 0

def step (self , value):
self .count += value

def finalize  (self ):
return  self . count

con = sqlite3 . connect( ":memory: ")

con. create_aggregate( “mysunt, 1, MySum)

cur = con. cursor()

cur . execute( "create table test(i) ")

cur . execute( "insert into test(i) values (1) ")
cur . execute( "insert into test(i) values (2) ")
cur . execute( "select mysum(i) from test ")

print  cur . fetchone()] 0]

create_collation ( name, callabl¥

Creates a collation with the specifiedmeandcallable The callable will be passed two string arguments. It
should return -1 if the first is ordered lower than the second, O if they are ordered equal and 1 if the first is
ordered higher than the second. Note that this controls sorting (ORDER BY in SQL) so your comparisons don’t
affect other SQL operations.

Note that the callable will get its parameters as Python bytestrings, which will normally be encoded in UTF-8.

The following example shows a custom collation that sorts “the wrong way”:
import  sqlite3

def collate_reverse (stringl, string2):
return - cmp(stringl, string2)

con = sqlite3 . connect( ":memory: ")

con. create_collation( "reverse ", collate_reverse)
cur = con. cursor()
cur . execute( "create table test(x) ")
cur . executemany( "insert into test(x) values (?) "LIC taty), (b))
cur . execute( "select x from test order by x collate reverse ")
for row in cur:
print  row
con. close()
To remove a collation, catireate_collation with None as callable:
con . create_collation( "reverse ", None)

interrupt ()

You can call this method from a different thread to abort any queries that might be executing on the connection.
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The query will then abort and the caller will get an exception.

set_authorizer (‘authorizer_callback
This routine registers a callback. The callback is invoked for each attempt to access a column of a table in
the database. The callback should ret8@QLITE_OKif access is allowedSQLITE_DENYif the entire SQL
statement should be aborted with an error 8QLITE_IGNOREIf the column should be treated as a NULL
value. These constants are available ingdhige3  module.

The first argument to the callback signifies what kind of operation is to be authorized. The second and third
argument will be arguments dtone depending on the first argument. The 4th argument is the name of the
database (“main”, “temp”, etc.) if applicable. The 5th argument is the name of the inner-most trigger or view
that is responsible for the access attemptlone if this access attempt is directly from input SQL code.

Please consult the SQLite documentation about the possible values for the first argument and the meaning of the
second and third argument depending on the first one. All necessary constants are availablglitethe
module.

set_progress_handler (handler,
New in version 2.6. This routine registers a callback. The callback is invoked for avasfructions of the
SQLite virtual machine. This is useful if you want to get called from SQLite during long-running operations,
for example to update a GUI.

If you want to clear any previously installed progress handler, call the method\witk for handler

row_factory
You can change this attribute to a callable that accepts the cursor and the original row as a tuple and will return
the real result row. This way, you can implement more advanced ways of returning results, such as returning an
object that can also access columns by name.

Example:
import  sqlite3

def dict_factory (cursor, row):

d ={}

for idx, col in enumerate (cursor . description):
dlcol[ 0]] = row][idx]

return  d

con = sqlite3 . connect( ":memory: ")
con. row_factory = dict_factory

cur = con. cursor()

cur . execute( "select 1 as a ")

print  cur . fetchone()) "a"]

If returning a tuple doesn't suffice and you want name-based access to columns, you should consider setting
row_factory  to the highly-optimizedsglite3.Row  type. Row provides both index-based and case-
insensitive name-based access to columns with almost no memory overhead. It will probably be better than
your own custom dictionary-based approach or even a db_row based solution.

text_factory
Using this attribute you can control what objects are returned fof EXT data type. By default, this attribute
is set tounicode and thesglite3  module will return Unicode objects forEXT. If you want to return
bytestrings instead, you can set itstio .

For efficiency reasons, there’s also a way to return Unicode objects only for non-ASCII data, and bytestrings
otherwise. To activate it, set this attributesiglite3.OptimizedUnicode

You can also set it to any other callable that accepts a single bytestring parameter and returns the resulting object.
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See the following example code for illustration:

import  sqlite3

con = sqlite3 . connect( ":memory: ")

cur = con. cursor()

# Create the table

con. execute( "create table person(lastname, firstname) ")

AUSTRIA = u"\xd6 sterreich "

# by default, rows are returned as Unicode
cur . execute( "select ? ", (AUSTRIA)))
row = cur . fetchone()

assert row[ 0] == AUSTRIA

# but we can make sqlite3 always return bytestrings ...
con . text_factory = str

cur . execute( "select ? ", (AUSTRIA)))

row = cur . fetchone()

assert type (row[ 0]) == str
# the bytestrings will be encoded in UTF-8, unless you stored garbage in the
# database ...

assert row[ 0] == AUSTRIA encode( "utf-8 ")

# we can also implement a custom text_ factory ...

# here we implement one that will ignore Unicode characters that cannot be

# decoded from UTF-8

con . text_factory = lambda x: unicode (x, "utf-8 ", "ignore ")

cur . execute( "select ? ", ( "this is latinl and would normally create errors "+
u"\xed4 \xfé \xfc ".encode( "latinl "),))

row = cur . fetchone()

assert type (row[ 0]) == unicode

# sqlite3 offers a built-in optimized text_factory that will return bytestring

# objects, if the data is in ASCIlI only, and otherwise return unicode objects
con. text_factory = sglite3 . OptimizedUnicode

cur . execute( "select ? ", (AUSTRIA)))

row = cur . fetchone()

assert type (row[ 0]) == unicode

cur . execute( "select ? "
row = cur . fetchone()
assert type (row[ 0]) == str

, ( "Germany")))

total_changes
Returns the total number of database rows that have been modified, inserted, or deleted since the database
connection was opened.

iterdump
Returns an iterator to dump the database in an SQL text format. Useful when saving an in-memory database for
later restoration. This function provides the same capabilities adtingp command in thesglite3 shell. New
in version 2.6. Example:
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# Convert file existing_db.db to SQL dump file dump.sql

import  sqlite3 |, os
con = sqlite3 . connect( ’ existing_db.db )
with  open(’ dump.sgl ', "w ) as f:
for line in con. iterdump():
f.write( " %3n’ % line)

12.13.3 Cursor Objects
classCursor ()
A SQLite database cursor has the following attributes and methods:

execute ( sql, [parametersj
Executes an SQL statement. The SQL statement may be parametrized (i. e. placeholders instead of SQL
literals). Thesglite3  module supports two kinds of placeholders: question marks (gmark style) and named
placeholders (named style).

This example shows how to use parameters with gmark style:

import  sqlite3

con sqlite3 . connect( " mydb")

cur = con. cursor()

who = " Yeltsin
age = 72
cur . execute( "select name_last, age from people where name_last=? and age=? ", (who, age))

print  cur . fetchone()
This example shows how to use the named style:

import  sqlite3

con = sqlite3 . connect( "mydhb")
cur = con. cursor()

who = "Yeltsin "

age = 72

cur . execute( "select name_last, age from people where name_last=:who and age=:age
{"who": who, "age": age})
print  cur . fetchone()

"

execute()  will only execute a single SQL statement. If you try to execute more than one statement with it, it
will raise a Warning. Usexecutescript() if you want to execute multiple SQL statements with one call.

executemany ( sql, seq_of parametérs
Executes an SQL command against all parameter sequences or mappings found in the ssfjuctice
sqlite3  module also allows using aterator yielding parameters instead of a sequence.
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import  sqlite3

class IterChars
def __init  (self ):
self .count = ord (’a’)

def _ iter__  (self ):
return  self

def next (self ):
if self .count > ord ('z'):
raise  Stoplteration
self .count += 1
return  (chr (self .count - 1),) # this is a 1-tuple

con sqlite3 . connect( ":memory: ")
cur = con. cursor()

cur . execute( "create table characters(c) ")

thelter = lterChars()

cur . executemany( "insert into characters(c) values (?) ", thelter)
cur . execute( "select ¢ from characters ")

print  cur . fetchall()
Here’s a shorter example usingyanerator
import  sqlite3

def char_generator  ():
import  string

for ¢ in string . letters[: 26]:
yield  (c,)
con = sqlite3 . connect( ":memory: ")
cur = con. cursor()
cur . execute( "create table characters(c) ")
cur . executemany( "insert into characters(c) values (?) ", char_generator())
cur . execute( "select ¢ from characters ")

print  cur . fetchall()

executescript ('sql_scrip)
This is a nonstandard convenience method for executing multiple SQL statements at once. It GOMs E
statement first, then executes the SQL script it gets as a parameter.

sql_scriptcan be a bytestring or a Unicode string.

Example:

import  sqlite3

sqlite3 . connect(
con. cursor()

":memory: ")

con
cur
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nmn

cur . executescript(
create table person(
firstname,
lastname,
age

);

create table book(
title,
author,
published

);

insert into book(title, author, published)

values (
" Dirk Gently '’ s Holistic Detective Agency ,
" Douglas Adams ',
1987

fetchone ()
Fetches the next row of a query result set, returning a single sequeméen®when no more data is available.

fetchmany ( [size=cursor.arraysizé)]
Fetches the next set of rows of a query result, returning a list. An empty list is returned when no more rows are
available.

The number of rows to fetch per call is specified by simparameter. If it is not given, the cursor’s arraysize
determines the number of rows to be fetched. The method should try to fetch as many rows as indicated by the
size parameter. If this is not possible due to the specified number of rows not being available, fewer rows may
be returned.

Note there are performance considerations involved withstheparameter. For optimal performance, it is
usually best to use the arraysize attribute. If shmeparameter is used, then it is best for it to retain the same
value from ondetchmany()  call to the next.

fetchall ()
Fetches all (remaining) rows of a query result, returning a list. Note that the cursor’s arraysize attribute can
affect the performance of this operation. An empty list is returned when no rows are available.

rowcount
Although theCursor class of thesqlite3  module implements this attribute, the database engine’s own
support for the determination of “rows affected”/"rows selected” is quirky.

For DELETEstatements, SQLite repontswcount as 0 if you make ®ELETE FROM table without any
condition.

Forexecutemany()  statements, the number of modifications are summed updmntoount .

As required by the Python DB API Spec, thvcount attribute “is -1 in case nexecuteXX() has been
performed on the cursor or the rowcount of the last operation is not determinable by the interface”.

This includesSELECTstatements because we cannot determine the number of rows a query produced until all
rows were fetched.

lastrowid
This read-only attribute provides the rowid of the last modified row. It is only set if you isSUSGBRT
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statement using thexecute() = method. For operations other thtMSERT or whenexecutemany() is
called,lastrowid is set toNone.

description
This read-only attribute provides the column names of the last query. To remain compatible with the Python DB
API, it returns a 7-tuple for each column where the last six items of each tupliéoare

It is set forSELECTstatements without any matching rows as well.

12.13.4 Row Objects

classRow()
A Rowinstance serves as a highly optimizexv_factory ~ for Connection objects. It tries to mimic a
tuple in most of its features.

It supports mapping access by column name and index, iteration, representation, equality teséng and

If two Rowobjects have exactly the same columns and their members are equal, they compare equal. Changed
in version 2.6: Added iteration and equality (hashability).

keys ()
This method returns a tuple of column names. Immediately after a query, it is the first member of each
tuple inCursor.description . New in version 2.6.

Let's assume we initialize a table as in the example given above:

conn = sqlite3 . connect( ":memory: ")
c = conn. cursor()

c. execute( " create table stocks
(date text, trans text, symbol text,
gty real, price real) )
c. execute( "™ insert into stocks
values ( ’'2006-01-05 ',’'BUY,’ RHAT,100,35.14) "™ )
conn . commit()
c. close()

Now we plugRowin:

>>> conn. row_factory = sqlite3 . Row
>>> ¢ = conn. cursor()
>>> c. execute( ' select * from stocks ")

<sqlite3.Cursor object at 0x7f4e7dd8fa80>
>>> r = c. fetchone()

>>> type (1)

<type ’'sqlite3.Row’>

>>> 0 r

(u'2006-01-05', u'BUY’, U'RHAT’, 100.0, 35.140000000000001)
>>> len (r)

5

>>> 1] 2]

U'RHAT

>>> 1. keys()

[date’, 'trans’, 'symbol’, 'qty’, 'price’]

>>> 0 gty 7]

100.0

>>> for member in r: print member

2006-01-05
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BUY

RHAT
100.0
35.14

12.13.5 SQLite and Python types

Introduction

SQLite natively supports the following typeNULL, INTEGER REAL TEXT, BLOB
The following Python types can thus be sent to SQLite without any problem:

Python type SQLite type
None NULL

int INTEGER
long INTEGER
float REAL

str  (UTF8-encoded) TEXT
unicode TEXT

buffer BLOB

This is how SQLite types are converted to Python types by default:

SQLite type Python type

NULL None

INTEGER int orlong , depending on size

REAL float

TEXT depends omext_factory ,unicode by default
BLOB buffer

The type system of theglite3  module is extensible in two ways: you can store additional Python types in a SQLite
database via object adaptation, and you can lestfice3  module convert SQLite types to different Python types
via converters.

Using adapters to store additional Python types in SQLite databases

As described before, SQLite supports only a limited set of types natively. To use other Python types with SQLite, you
mustadapt them to one of the sqlite3 module’s supported types for SQLite: one of NoneType, int, long, float, str,
unicode, buffer.

The sqlite3  module uses Python object adaptation, as describdtEi 246for this. The protocol to use is
PrepareProtocol

There are two ways to enable thelite3  module to adapt a custom Python type to one of the supported ones.

Letting your object adapt itself

This is a good approach if you write the class yourself. Let’s suppose you have a class like this:

class Point (object ):
def __init__  (self , x, y):
self .x, self .y =X,y
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Now you want to store the point in a single SQLite column. First you'll have to choose one of the supported types
first to be used for representing the point. Let's just use str and separate the coordinates using a semicolon. Then you
need to give your class a methodconform__ (self, protocol) which must return the converted value. The
parameteprotocolwill be PrepareProtocol

import  sqlite3
class Point (object ):
def __init__ (self , x, y):
self .x, self .y =x, vy

def _ conform__ (self , protocol):

if  protocol is sqlite3 . PrepareProtocol:
return " %f; %" % (self . x, self .y)
con = sqlite3 . connect( ":memory: ")
cur = con. cursor()

p = Point( 40, -32)
cur . execute( "select ? ", (p,)
print  cur . fetchone()[ 0]

Registering an adapter callable

The other possibility is to create a function that converts the type to the string representation and register the function
with register_adapter()

Note: The type/class to adapt must beeaw-style clasd. e. it must havebject as one of its bases.
import  sqlite3
class Point (object ):

def __init__ (self , x, y):
self .x, self .y =X,y

def adapt_point (point):
return " %f; %" % (point . x, point .Yy)

sqlite3 . register_adapter(Point, adapt_point)

con
cur

sqlite3 . connect( ":memory: ")
con . cursor()

p = Point( 40, -3.2)
cur . execute( "select ? ", (p,)
print  cur . fetchone()[ 0]

The sqlite3 module has two default adapters for Python's built-idatetime.date and
datetime.datetime types. Now let’'s suppose we want to stadatetime.datetime objects not in
ISO representation, but as a Unix timestamp.

import  sqlite3
import  datetime , time

def adapt _datetime  (ts):
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return  time . mktime(ts . timetuple())

sqlite3 . register_adapter(datetime . datetime, adapt_datetime)

con
cur

sglite3 . connect(
con. cursor()

":memory: ")

now = datetime . datetime . now()
cur . execute( "select ? ", (now,))
print  cur . fetchone()[ 0]

Converting SQLite values to custom Python types

Writing an adapter lets you send custom Python types to SQLite. But to make it really useful we need to make the
Python to SQLite to Python roundtrip work.

Enter converters.

Let's go back to thé€oint class. We stored the x and y coordinates separated via semicolons as strings in SQLite.
First, we'll define a converter function that accepts the string as a parameter and condRuiats aobject from it.

Note: Converter functionglways get called with a string, no matter under which data type you sent the value to
SQLite.

def convert_point  (s):
X,y = map(float , s .split( ";"))
return  Point(x, y)

Now you need to make theglite3  module know that what you select from the database is actually a point. There
are two ways of doing this:

« Implicitly via the declared type
 Explicitly via the column name

Both ways are described in sectioklodule functions and constantsin the entries for the constants
PARSE_DECLTYPE&ndPARSE_COLNAMES

The following example illustrates both approaches.
import  sqlite3
class Point (object ):

def __init__ (self , x, y):
self .x, self .y =X,y

def _ repr__ (self ):
return " (%f; %f) " % (self .x, self .y)

def adapt_point (point):
return ; %" % (point . x, point .Yy)

def convert_point (s):
X, Yy = map(float , s.split( ";"))
return  Point(x, y)

# Register the adapter
sqlite3 . register_adapter(Point, adapt_point)
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# Register the converter
sqlite3 . register_converter( "point ", convert_point)

p = Point( 40, -3.2)

HHEHH I T T R

# 1) Using declared types

con = sqlite3 . connect( ":memory: ", detect_types =sqlite3 . PARSE_DECLTYPES)
cur = con. cursor()

cur . execute( "create table test(p point) ")

cur . execute( "insert into test(p) values (?) ", (py)
cur . execute( "select p from test ")

print ~ "with declared types: ", cur .fetchone()[ 0]
cur . close()

con. close()

B

# 1) Using column names

con = sqlite3 . connect( ":memory:
cur = con. cursor()

, detect_types =sqlite3 . PARSE_COLNAMES)

cur . execute( "create table test(p) ")

cur . execute( "insert into test(p) values (?) ", (py)
cur . execute( ' select p as "p [point] " from test )
print ~ "with column names: ", cur . fetchone()[ 0]

cur . close()

con . close()

Default adapters and converters
There are default adapters for the date and datetime types in the datetime module. They will be sent as ISO dates/ISO
timestamps to SQLite.

The default converters are registered under the name “datefafetime.date and under the name “timestamp”
for datetime.datetime

This way, you can use date/timestamps from Python without any additional fiddling in most cases. The format of the
adapters is also compatible with the experimental SQLite date/time functions.

The following example demonstrates this.
import  sqlite3
import  datetime

con = sqlite3 . connect( ":memory: ", detect types =sqlite3 . PARSE_DECLTYPHS(lite3 .PARSE_COLN
cur = con. cursor()
cur . execute( "create table test(d date, ts timestamp) ")

today = datetime . date .today()
now = datetime . datetime . now()

cur . execute( "insert into test(d, ts) values (?, ?) ", (today, now))
cur . execute( "select d, ts from test ")
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row = cur . fetchone()

print  today, "=>", row[ 0], type (row[ O0])
print  now, "=>", row[ 1], type (row[ 1])
cur . execute( ' select current_date as "d [date] ", current_timestamp as "ts [timestamp]

row = cur . fetchone()
print " current_date , row[ 0], type (row[ O0])
print " current_timestamp ", row[ 1], type (row[ 1])

12.13.6 Controlling Transactions

By default, thesglite3  module opens transactions implicitly before a Data Modification Language (DML) state-
ment (i.e.INSERT/UPDATHDELETEREPLACE, and commits transactions implicitly before a non-DML, non-query
statement (i. e. anything other th8&LECTor the aforementioned).

So if you are within a transaction and issue a command GREATE TABLE ..., VACUUMPRAGMAthe
sqglite3  module will commit implicitly before executing that command. There are two reasons for doing that.

")

The first is that some of these commands don’t work within transactions. The other reason is that sqlite3 needs to keep

track of the transaction state (if a transaction is active or not).

You can control which kind o0BEGIN statements sqlite3 implicitly executes (or none at all) viaiiodation_level
parameter to theonnect()  call, or via theisolation_level property of connections.

If you wantautocommit mode then sefsolation_level to None.

Otherwise leave it at its default, which will result in a plain “BEGIN” statement, or set it to one of SQLite’s supported
isolation levels: “DEFERRED”, “IMMEDIATE” or “EXCLUSIVE".

12.13.7 Using sqlite3  efficiently

Using shortcut methods

Using the nonstandarekecute() , executemany() andexecutescript() methods of theConnection

object, your code can be written more concisely because you don’t have to create the (often supértlamis)
objects explicitly. Instead, th€ursor objects are created implicitly and these shortcut methods return the cursor
objects. This way, you can executes&LECT statement and iterate over it directly using only a single call on the
Connection  object.

import  sqlite3

persons = |
(" Hugo", "Boss"),
("Calvin ", "Klein ")

]

con = sqlite3 . connect( ":memory: ")

# Create the table
con . execute( "create table person(firstname, lastname) ")

# Fill the table
con. executemany( "insert into person(firsthname, lastname) values (?, ?) ", persons)

# Print the table contents
for row in con. execute( "select firstname, lastname from person "):
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print  row

# Using a dummy WHERE clause to not let SQLite take the shortcut table deletes.
print "I just deleted ", con . execute( "delete from person where 1=1 ") .rowcount, "rows'

Accessing columns by name instead of by index

One useful feature of theglite3  module is the built-irsqlite3.Row  class designed to be used as a row factory.
Rows wrapped with this class can be accessed both by index (like tuples) and case-insensitively by name:

import  sqlite3

con = sqlite3 . connect( "mydb")
con . row_factory = sglite3 . Row

cur = con. cursor()

cur . execute( "select name_last, age from people ")
for row in cur:
assert row[ 0] == row[ "name_last "]
assert row[ "name_last "] == row[ "nAmE_IAST"]
assert row[ 1] == row[ "age"]
assert row[ 1] == row[ "AgE"]

Using the connection as a context manager

New in version 2.6. Connection objects can be used as context managers that automatically commit or rollback
transactions. In the event of an exception, the transaction is rolled back; otherwise, the transaction is committed:

import  sqlite3

con = sqlite3 . connect( ":memory: ")
con. execute( "create table person (id integer primary key, firsthame varchar unique) ")

# Successful, con.commit() is called automatically afterwards
with  con:
con. execute( "insert into person(firstname) values (?) (" Joe™))

# con.rollback() is called after the with block finishes with an exception, the
# exception is still raised and must be catched
try :
with  con:

con . execute( "insert into person(firstname) values (?) ", ("Joe™))
except sqlite3 . IntegrityError:

print  "couldn 't add Joe twice
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CHAPTER

THIRTEEN

DATA COMPRESSION AND ARCHIVING

The modules described in this chapter support data compression with the zlib, gzip, and bzip2 algorithms, and the
creation of ZIP- and tar-format archives.

13.1 zlib — Compression compatible with gzip

For applications that require data compression, the functions in this module allow compression and decompression,
using the zlib library. The zlib library has its own home pagetgt://www.zlib.net There are known incompatibilities
between the Python module and versions of the zlib library earlier than 1.1.3; 1.1.3 has a security vulnerability, so we
recommend using 1.1.4 or later.

zlib’'s functions have many options and often need to be used in a particular order. This documentation doesn'’t
attempt to cover all of the permutations; consult the zlib manukattat//www.zlib.net/manual.htnfor authoritative
information.

For reading and writinggz files see theyzip module. For other archive formats, see tie , zipfile , and
tarfile modules.

The available exception and functions in this module are:

exceptionerror
Exception raised on compression and decompression errors.

adler32 (data, [value)
Computes a Adler-32 checksum ddita. (An Adler-32 checksum is almost as reliable as a CRC32 but can be
computed much more quickly.) falueis present, it is used as the starting value of the checksum; otherwise, a
fixed default value is used. This allows computing a running checksum over the concatenation of several inputs.
The algorithm is not cryptographically strong, and should not be used for authentication or digital signatures.
Since the algorithm is designed for use as a checksum algorithm, it is not suitable for use as a general hash
algorithm.

This function always returns an integer object.

Note: To generate the same numeric value across all Python versions and platforms use adler32(data) & Oxffffffff. If
you are only using the checksum in packed binary format this is not necessary as the return value is the correct 32bit
binary representation regardless of sign. Changed in version 2.6: The return value is in the range [-2**31, 2**31-1]
regardless of platform. In older versions the value is signed on some platforms and unsigned on others.Changed in
version 3.0: The return value is unsigned and in the range [0, 2**32-1] regardless of platform.

compress ( string, [level])
Compresses the data #tring, returning a string contained compressed détael is an integer froni to 9
controlling the level of compressiof;is fastest and produces the least compres$8ias slowest and produces
the most. The default value & Raises therror exception if any error occurs.

305


http://www.zlib.net
http://www.zlib.net/manual.html

The Python Library Reference, Release 2.6.4

compressobj ([level])
Returns a compression object, to be used for compressing data streams that won't fit into memoryleteince.
is an integer fronl to 9 controlling the level of compressiod;is fastest and produces the least compression,
9 is slowest and produces the most. The default valée is

crc32 (data, [value)

Computes a CRC (Cyclic Redundancy Check) checksudatf If valueis present, it is used as the starting
value of the checksum; otherwise, a fixed default value is used. This allows computing a running checksum over
the concatenation of several inputs. The algorithm is not cryptographically strong, and should not be used for
authentication or digital signatures. Since the algorithm is designed for use as a checksum algorithm, it is not
suitable for use as a general hash algorithm.

This function always returns an integer object.

Note: To generate the same numeric value across all Python versions and platforms use crc32(data) & Oxffffffff. If
you are only using the checksum in packed binary format this is not necessary as the return value is the correct 32bit
binary representation regardless of sign. Changed in version 2.6: The return value is in the range [-2**31, 2**31-1]
regardless of platform. In older versions the value would be signed on some platforms and unsigned on others.Changed
in version 3.0: The return value is unsigned and in the range [0, 2**32-1] regardless of platform.

decompress ( string, [wbits, [bufsize])
Decompresses the datastring, returning a string containing the uncompressed data. Wltits parameter
controls the size of the window buffer. bufsizes given, it is used as the initial size of the output buffer. Raises
theerror exception if any error occurs.

The absolute value ofbitsis the base two logarithm of the size of the history buffer (the “window size”) used
when compressing data. Its absolute value should be between 8 and 15 for the most recent versions of the zlib
library, larger values resulting in better compression at the expense of greater memory usage. The default value
is 15. Whenwbitsis negative, the standagrip header is suppressed; this is an undocumented feature of the
zlib library, used for compatibility withunzip‘s compression file format.

bufsizeis the initial size of the buffer used to hold decompressed data. If more space is required, the buffer size
will be increased as needed, so you don't have to get this value exactly right; tuning it will only save a few calls
tomalloc() . The default size is 16384.

decompressobj ( [wbits])
Returns a decompression object, to be used for decompressing data streams that won't fit into memory at once.
Thewbitsparameter controls the size of the window buffer.

Compression objects support the following methods:

compress ( string)
Compressstring, returning a string containing compressed data for at least part of the datagn This data
should be concatenated to the output produced by any preceding callstotheess() method. Some input
may be kept in internal buffers for later processing.

flush ([mode])
All pending input is processed, and a string containing the remaining compressed output is retauechn
be selected from the consta@sSYNC_ FLUSHZ FULL FLUSH orZ_FINISH , defaulting toZ_FINISH .
Z_SYNC_FLUSHindZ_FULL_FLUSHallow compressing further strings of data, whileFINISH finishes
the compressed stream and prevents compressing any more data. After foadlify  with modeset to
Z_FINISH , thecompress() method cannot be called again; the only realistic action is to delete the object.

copy ()
Returns a copy of the compression object. This can be used to efficiently compress a set of data that share a

common initial prefix. New in version 2.5.

Decompression objects support the following methods, and two attributes:
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unused_data
A string which contains any bytes past the end of the compressed data. That is, this fémairis the last
byte that contains compression data is available. If the whole string turned out to contain compressed data, this
is™ , the empty string.

The only way to determine where a string of compressed data ends is by actually decompressing it. This means
that when compressed data is contained part of a larger file, you can only find the end of it by reading data and
feeding it followed by some non-empty string into a decompression objgatismpress() method until the
unused_data attribute is no longer the empty string.

unconsumed_tail
A string that contains any data that was not consumed by thddasimpress() call because it exceeded the
limit for the uncompressed data buffer. This data has not yet been seen by the zlib machinery, so you must feed
it (possibly with further data concatenated to it) back to a subsegigemtmpress() method call in order to
get correct output.

decompress ( string, [max_length)
Decompressstring, returning a string containing the uncompressed data corresponding to at least part of
the data instring. This data should be concatenated to the output produced by any preceding calls to the
decompress() method. Some of the input data may be preserved in internal buffers for later processing.

If the optional parametemax_lengthis supplied then the return value will be no longer thmax_length

This may mean that not all of the compressed input can be processed; and unconsumed data will be stored
in the attributeunconsumed _tail . This string must be passed to a subsequent caletmmpress()

if decompression is to continue. hax_lengthis not supplied then the whole input is decompressed, and
unconsumed_tail  is an empty string.

flush ([length])
All pending input is processed, and a string containing the remaining uncompressed output is returned. After
callingflush() ,thedecompress() method cannot be called again; the only realistic action is to delete the
object.

The optional parametéengthsets the initial size of the output buffer.

copy ()
Returns a copy of the decompression object. This can be used to save the state of the decompressor midway
through the data stream in order to speed up random seeks into the stream at a future point. New in version 2.5.

See Also:
Module gzip Reading and writingyzip-format files.
http://www.zlib.net The zlib library home page.

http://www.zlib.net/manual.html The zlib manual explains the semantics and usage of the library’s many functions.

13.2 gzip — Support for gzip files

This module provides a simple interface to compress and decompress files just like the GNU pgzjpamdgunzip
would.

The data compression is provided by #i® module.

The gzip module provides thé&zipFile  class which is modeled after Python’s File Object. ThepFile
class reads and writegip-format files, automatically compressing or decompressing the data so that it looks like an
ordinary file object.

Note that additional file formats which can be decompressed hyzipeandgunzip programs, such as those produced
by compressandpack, are not supported by this module.
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For other archive formats, see the2, zipfile  , andtarfile modules.

The module defines the following items:

classGzipFile ( [filename, [mode, [compresslevel, [fileobj])]

Constructor for thé&zipFile  class, which simulates most of the methods of a file object, with the exception of
thereadinto() andtruncate() methods. At least one dfeobjandfilenamemust be given a non-trivial
value.

The new class instance is basedfitlgobj, which can be a regular file,3tringlO  object, or any other object
which simulates a file. It defaults tdone, in which casdilenameis opened to provide a file object.

Whenfileobj is not None, the filenameargument is only used to be included in thzip file header, which
may includes the original filename of the uncompressed file. It defaults to the filendite®bf if discernible;
otherwise, it defaults to the empty string, and in this case the original filename is not included in the header.

Themodeargument can be any af ,’'rb’ ,’a’ ,’ab’ ,'w’ , or'wb’ , depending on whether the file will
be read or written. The default is the modditdobjif discernible; otherwise, the default’tb’ . If not given,
the ‘b’ flag will be added to the mode to ensure the file is opened in binary mode for cross-platform portability.

The compresslevedrgument is an integer frorh to 9 controlling the level of compressior; is fastest and
produces the least compression, &nd slowest and produces the most compression. The def&ult is

Calling aGzipFile  object'sclose() method does not cloddeobj, since you might wish to append more
material after the compressed data. This also allows you to p8&snglO  object opened for writing as
fileobj, and retrieve the resulting memory buffer using 81t8nglO  object’sgetvalue() method.

open ( filename, [mode, [compresslevél]]

This is a shorthand foGzipFile(filename, mode, compresslevel) . The filenameargument is
required;modedefaults tarb’ andcompresslevealefaults ta9.

13.2.1 Examples of usage

Example of how to read a compressed file:

import  gzip

f = gzip . open( ' /home/joeffile.txt.gz ", 'rb7)
file_content = f.read()

f. close()

Example of how to create a compressed GZIP file:

import  gzip

content = "Lots of content here "

f = gzip . open( ' /home/joelfile.txt.gz ", T whb)
f . write(content)

f . close()

Example of how to GZIP compress an existing file:

import  gzip

f in = open(’ /homeljoelfile.txt ", 'rh )

f out = gzip . open(’ /homeljoeffile.txt.gz ", Twb')
f_out . writelines(f_in)

f out . close()

f in . close()

See Also:

Module zlib  The basic data compression module needed to suppagizthdile format.
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13.3 bz2 — Compression compatible with bzip2

New in version 2.3. This module provides a comprehensive interface for the bz2 compression library. It implements a
complete file interface, one-shot (de)compression functions, and types for sequential (de)compression.

For other archive formats, see thep , zipfile , andtarfile modules.

Here is a summary of the features offered by the bz2 module:

BZ2File class implements a complete file interface, includingadline() , readlines() ,
writelines() ,seek() , etc;

BZ2File class implements emulatedek() support;

BZ2File class implements universal newline support;

BZ2File class offers an optimized line iteration using the readahead algorithm borrowed from file objects;
Sequential (de)compression supportedzy2Compressor andBZ2Decompressor classes;

One-shot (de)compression supporteccbynpress() anddecompress()  functions;

Thread safety uses individual locking mechanism.

13.3.1 (De)compression of files

Handling of compressed files is offered by B&2File class.

classBZ2File ( filename, [mode, [buffering, [compressleve)]]]

Open a bz2 file. Mode can be eitigér or'w’ , for reading (default) or writing. When opened for writing, the

file will be created if it doesn’t exist, and truncated otherwisebufferingis given,0 means unbuffered, and

larger numbers specify the buffer size; the defaull.isf compresslevek given, it must be a number between

1 and9; the defaulti€9. Add a’U’ to mode to open the file for input with universal newline support. Any line
ending in the input file will be seen as\a’ in Python. Also, a file so opened gains the attrimg®/lines ;

the value for this attribute is one dfone (no newline read yet)r’ ,\n’ ,\r\n’ or a tuple containing

all the newline types seen. Universal newlines are available only when reading. Instances support iteration in
the same way as normiile  instances.

close ()
Close the file. Sets data attributidsed to true. A closed file cannot be used for further 1/O operations.
close() may be called more than once without error.

read ([size])
Read at mossizeuncompressed bytes, returned as a string. Ifsiheargument is negative or omitted,
read until EOF is reached.

readline ([size])
Return the next line from the file, as a string, retaining newline. A non-negsitieargument limits the
maximum number of bytes to return (an incomplete line may be returned then). Return an empty string at
EOF.

readlines ([size])
Return a list of lines read. The optionsizeargument, if given, is an approximate bound on the total
number of bytes in the lines returned.

xreadlines ()
For backward compatibilityBZ2File objects now include the performance optimizations previously im-
plemented in thereadlines  module. Deprecated since version 2.3: This exists only for compatibility
with the method by this name dite  objects, which is deprecated. Use line in file instead.
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seek ( offset, [whencé)]
Move to new file position. Argumemnbffsetis a byte count. Optional argumenthencedefaults to
0S.SEEK_SET or 0 (offset from start of file; offset should be= 0); other values ares.SEEK_CUR
or 1 (move relative to current position; offset can be positive or negative)osu8 EEK_END or 2 (move
relative to end of file; offset is usually negative, although many platforms allow seeking beyond the end of

a file).
Note that seeking of bz2 files is emulated, and depending on the parameters the operation may be extremely
slow.
tell ()
Return the current file position, an integer (may be a long integer).
write ( datd

Write stringdatato file. Note that due to buffering;lose()  may be needed before the file on disk
reflects the data written.

writelines ( sequence_of_strinps
Write the sequence of strings to the file. Note that newlines are not added. The sequence can be any
iterable object producing strings. This is equivalent to calling write() for each string.

13.3.2 Sequential (de)compression

Sequential compression and decompression is done using the @assesmpressor andBZ2Decompressor .

classBZ2Compressor ( [compresslevel)
Create a new compressor object. This object may be used to compress data sequentially. If you want to compress
data in one shot, use tlempress() function instead. Theompressleveparameter, if given, must be a
number betweet and9; the default i9.

compress ( data)
Provide more data to the compressor object. It will return chunks of compressed data whenever possible.
When you've finished providing data to compress, callfthen()  method to finish the compression
process, and return what is left in internal buffers.

flush ()
Finish the compression process and return what is left in internal buffers. You must not use the compressor
object after calling this method.

classBZ2Decompressor ()
Create a new decompressor object. This object may be used to decompress data sequentially. If you want t